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Geometric Problems for Mobile Robots
Peter Brass
Department of Computer Science
City College of New York

Robotics has been for a long time a source or motivation
for computational geometry problems, e.g., in motion planning. In this talk I will present some problems and results
involving multiple robots. As a preview, I describe here
three problems.
1. How should a group of k robots explore an unknown
graph? There are many possible interpretations for
this problem; we view the graph as a set of rooms connected by opaque passages: so when a robot reaches
a node for the first time, he just sees the edges going out, but not where each edge leads to. An edge
becomes known only when it is passed by a robot; to
explore the graph, all edges need to be passed. The
robots share all information, and recognize all vertices
and edges that have been visited. All robots start at
the same vertex, and ultimately return to that vertex;
we are interested in minimizing the exploration time
from start to finish.
Exploring a graph with a single robot in this setting
has been solved long ago; depth-first search is optimal
on trees, and within a factor two from optimality for
general graphs. But the situation is much less clear
for multiple robots. There are situations when having
many robots does not help at all; if the graph is a path,
and all robots start at one end, then one of them needs
to go all the way to the other end, and return, additional robots cannot speed up this process. In general,
the best we can hope for, in a graph with e edges, is
e
, since each robot explores at most one edge per time
k
unit. So if r is the radius of the graph from the start
vertex, we have a general lower bound of max( ke , 2r)
for the exploration time by any strategy.
In the special case of trees, this bound improves to
max( 2e
, 2r), since each edge must be passed in both
k
directions. Fraigniaud, Gasieniec, Kowalski, and Pelc
[6] gave an algorithm that explores each tree in time
O( loge k + r), and recently Brass, Cabrera-Mora, Gasparri, and Xiao [2] obtained an algorithm with exploration time 2e
+ O(r k−1 ). Is optimal dependence on
k
both e and r possible?
For general graphs, no algorithm with a nontrivial
bound is known.
2. How should a group of coordinated, but blind, searchers
search a graph for a mobile target? Seachers games on
graphs have been studied at least since the 1970s; there
is even a board game (‘Scotland Yard’ and its successor/clone ‘N.Y. Chase’) that falls into this model.

Recent interest in searchers on a grid graph started
with the paper of Dumitrescu, Suzuki, and Zylinski√[5]
at the SoCG 2007, in which they proved that c n
searchers are not sufficient to catch a target on an
n × n grid graph. This problem was soon resolved,
Brass, Kim, Na, and Shin [3] proved in ISAAC 2007
that the exact minimum number of searchers that can
catch the target is b 12 nc + 1, at least when the searcher
and target move alternately. If we allow simultaneous
moves, the number is between 21 n and n. The same result was obtained slightly later by the group of Klein
in Bonn, and further related results in a continuous
setting are due to Alonso and Reingold [1]. Asymptotically, the proof generalizes; Θ(nd−1 ) searchers are
necessary in a d-dimensional grid graph, but the exact
number, as well as the exact number in the simultaneous move model, is unknown. Also, what happens
for other graphs? Does the reduction to the isoperimetric inequality always give at least the right order of
magnitude? The continuous analogue, asymptotically
related a discretization, is a group of searchers and a
target in the unit square, both searchers and target
with some maximum speed, and the searchers see the
target only if it comes with distance ² of a searcher.

3. How should a group of mobile robots patrol a given
region such that an event happening at some point
in that region will be discovered within short time?
Here, we measure the time in the distance travelled by
the robots, and assume that each robot has a detection radius r, in which he sees everything: the boolean
sensing model. While a robot travels a distance l, his
sensing disc covers an area of at most πr 2 +2rl, so if we
have to cover a region of area A by k robots, then for
some events the robots will travel at least a distance
A
− π2 r before the event is detected. However, this
2kr
bound is not sharp, since the regions patroled by the
individual robots, being Minkowski-sums of a disk and
the robot path, can never tile a bounded convex set.
This is, by the way, not true for the entire plane, there
the robots can patrol an infinite strip, and we obtain
a sharp bound. So this is essentially a geometric covering problem. For a given region, how can we select
the patrol routes in a near-optimal way? Numerous
applications of classical packing and covering theory
can be found in my 2007 paper [4].
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Designing and Analyzing Mechanical Puzzles
Bill Cutler
Bill Cutler Puzzles, Inc.

The talk will cover two different topics about mechanical
puzzles.
1. Burr puzzles - burr puzzles are 3-dimensional interlocking puzzles created from notched rods. The 6-piece
burr is one of the oldest and simplest burr puzzles,
and is based on the symmetry of the 3-d cartesian coordinate system. The pieces meet at right angles, and
can be made by gluing cubes together. This talk will
present more exotic burrs, in which the pieces extend
in 4 directions or more and do not meet at right angles. Puzzles designed by Stewart Coffin, Bill Cutler,
Phillipe DuBois and others will be discussed. Physical
models of many of the puzzles will be on hand.
2. Computer Analysis of 2-d Packing Puzzles - Many 2dimensional puzzles, such as packing the 12 pentominoes into a 6x10 rectangle, lend themselves naturally
to analysis by a computer program. These programs
typically do an exhaustive tree-search to check all possibilites and find all solutions to the puzzle. But what
if the pieces are allowed to be more irregular shapes,
and there is extra space so the pieces can be rotated in
arbitray ways? Cutler presents a new program which
has had some success in analyzing such puzzles with
a small number of pieces. This program uses a trial
and error method to look for solutions. The technique
is called ’throw and jiggle’. Pieces are first randomly
placed in the box and allowed to overlap by a certain
amount. The pieces are then jiggled in either a random
or calculated fashion in order to reduce the amount of
overlap until no improvement can be found.

Fall Workshop on Computational Geometry 2008 - Rensselaer Polytechnic Institute

3

Points, Obstacles, Spanning-Trees, and Matchings
Diane L. Souvaine
Departments of Computer Science
Tufts University

This talk focuses on two fundamental problems in computational geometry namely spanning
trees with low crossing number and compatibile geometric matchings. I will provide an account of
the progress made so far towards these problems and highlight the questions that remain unresolved.
What is interesting is the role played by convex partitions in tackling these two seemingly unrelated
problems.
Spanning trees with low crossing number
Given m points (sites) and n obstacles (barriers) in the plane, what is the cost of the
minimum spanning tree, where the cost is proportional to the number of intersections
(crossing) between tree edges and barriers?
The study of spanning trees across disjoint barriers was motivated by the multi-point location problem, where a set of points lies within an underlying geometric data structure. Given a subdivision
of the plane (e.g. a triangulation) with O(n) edges and vertices and a set S of m distinct points, we
wish to find the face containing si , for every i = 1, . . . , m. This question often arises in geometric
modeling systems (e.g., in robotics, vision, radio wave propagation prediction, CAD/CAM, and
others).
Compatible geometric matchings
A set of n disjoint line segments in the plane represents a matching of the m = 2n
endpoints. If n is even, is there always a compatible (non-crossing) disjoint matching?
The problem of computing “disjoint compatible matchings” lies within a class of problems treating
compatible plane configurations (e.g. triangulations or pointed pseudo-triangulations) or other
reconfigurable planar structures. In many cases, it is known that one structure (e.g. triangulation
or spanning tree) can be reconfigured into another one with the same vertex set (e.g. Delaunay
triangulation or minimum spanning tree) in a finite number of compatible steps. For the case of
disjoint compatible matchings with even number of segments, in particular, we do not even know
yet whether there is an isolated configuration or not.

1
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Geometrical Simulation of Flexible Materials and
Biomolecules
Mike Thorpe
Foundation Professor of Physics, Chemistry & Biochemistry
Bateman Physical Sciences PSF 359
Arizona State University, Tempe, AZ 85287 1504

Many structures in nature can be decomposed into rigid
regions that are loosely coupled. In this talk we will discuss:
Rigid regions: We show how the rigid regions in a structure made up of sticks and pin joints can be determined.
This is introduced using examples from the ”Popsicle stick
project” that is being used in Arizona high schools. We
show how the pebble game algorithm can be used to determine the rigid regions (both just rigid and with redundant
connections) and the flexible joints between them.
Geometric simulation: Once the rigid regions in a structure has been determined, the motion can be determined using geometrical simulation. Here the rigid regions are translated and rotated as rigid bodies, breaking the constraints
between them. These constraints are then re-established
leading to a new allowable conformation. Continued use of
this algorithm leads to continuous deformation of the structure, consistent with maintaining the constraints.
Examples: We look at a few examples of important networks, where these techniques are important. These include
examples from condensed matter physics - zeolites and manganites, and from biological physics - proteins and viruses.
Many of the techniques discussed here are available through
the software at flexweb (flexweb.asu.edu) which is freely
available to use interactively or to download for academic
users.
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The Fréchet Distance Problem in Weighted Regions
Yam Ki Cheung* and Ovidiu Daescu*

P(0)

I. I NTRODUCTION

P(s)

Measuring similarity between curves is a fundamental
problem that appears in various applications, including computer graphics and computer vision, pattern recognition,
robotics, and structural biology.
A natural choice for measuring the similarity between
curves is the Fréchet distance. The Fréchet distance for two
parametric curves P ,Q: [0, 1] → Rd is defined as

P(1)
R1

R3
R5
R2

R4
R6
Q(1)
Q(t)

Q(0)

δF (P, Q) =

inf

sup d0 (P (α(t)), Q(β(t)))

α,β:[0,1]→[0,1] t∈[0,1]

where α and β range over all continuous non-decreasing
functions with α(0) = β(0) = 0 and α(1) = β(1) = 1, and
d0 is a distance metric between points. The functions α and
β are also refereed to as reparametrizations. We call (α, β)
a matching between P and Q.
The Fréchet distance is described intuitively by a man
walking a dog on a leash. The man follows a curve (path),
and the dog follows another path. Both can control their
speed but backtracking is not allowed. The Fréchet distance
between the curves is the length of the shortest leash that is
sufficient for the man and the dog to walk their paths from
start to end.
In this paper, we study the Fréchet distance problem
in weighted regions in R2 . Given a weighted subdivision
R = {R1 , R2 , . . . , Rm } of the plane with a total of n
edges and two parameterized polygonal chains P and Q,
approximate the Fréchet distance between P and Q, where
the (weighted) distance between two points P (s) and Q(t)
on
PmP and Q, respectively, is defined as S(P (s)Q(t)) =
i=1 wi ∗ Ri (P (s)Q(t)), with Ri (P (s)Q(t)) the length of
link P (s)Q(t) within region Ri , and wi a positive weight
associated with Ri . For simplicity, we assume R is triangulated and P, Q lie on the boundaries of the weighted regions.
Fig. 1 depicts an example of this problem.
II. D ISCRETIZATION U SING S TEINER P OINTS
In this section we show how to apply a discretization
scheme used to approximate shortest path in weighted regions, e.g. [1], [5].
Let E be the set of all edges in R. Let V be the set of
vertices in R. For any point v on an edge in E, let E(v) be
the set of edges incident to v and let d(v) be the minimum
distance between v and edges in E \ E(v). For each edge
e ∈ E, let d(e) = sup{d(v)|v ∈ e} and let ve be the point
on e so that d(ve ) = d(e). For each v ∈ V , the vertex radius
*Department of Computer Science, University of Texas at Dallas,
Richardson, TX 75080, USA, Email: {samykcheung,daescu}@utdallas.edu.

Fig. 1.

An example of the Fréchet distance problem in weighted regions.

²D
for v is defined as r(v) = nwmax
(v) , where ² is an positive
real number defining the quality of the approximation, D is
the lower bound of δF (P, Q), and wmax (v) is the maximum
weight among all weighted regions incident to v. The disk of
radius r(v) centered at v defines the vertex-vicinity of v. D
can be computed in O(pq log(pq)) time using the standard
(unweighted case) continuous Fréchet distance algorithm
described in [3], where p and q are the number edges in
P and Q, respectively.
For each edge e = v1 v2 in E, we place Steiner points
vi,1 , vi,2 , . . . , vi,ki outside of the vertex-vicinities, for i =
1, 2, such that |vi vi,1 | = r(vi ), |vi,j vi,j+1 | = ²d(vi,j ), for
j = 1, 2, . . . , ki − 1, and vi,ki = ve . It has been shown
in [1] that the number of Steiner points placed on an edge is
|e|
O(C(e)1/² log 1/²), where C(e) = O( d(e)
log √ |e|
).
r(v1 )r(v2 )

We refer to the line segment bounded by two consecutive
Steiner points as a Steiner edge. We refer to the quadrilateral
formed by two Steiner edges as a Steiner strip.
The set of line segments bounded by two edges of P and
Q and intersecting the same sequence of edges of R describe
an hourglass. Let H be the hourglass defined by a sequence
of Steiner edges {e1 , e2 , . . . , ek }, where e1 ∈ P and e2 ∈ Q.
Lemma 1: Let l and l0 be two segments in H, Then,
S(l) ≤ (1 + 2²)S(l0 ) + 2²D.
Proof: Let Ri1 , Ri2 , . . . , Rik−1 be the weighted regions
in H, such that Rij is between ej and ej+1 . Then,
S(l) =

k−1
X
j=1

wij Rij (l) ≤

k−1
X

wij (Rij (l0 ) + ej + ej+1 )

j=1

If a Steiner edge ej is outside of any vertex-vicinity, |ej | ≤
Rij−1 (l0 ) and |ej | ≤ Rij (l0 ). If ej is incident to a vertex
v, then |ej | = r(v) = (²D) (nwmax (v)). One segment can
intersect at most n Steiner edges inside vertex vicinities. The
result follows.
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u0

P(s)

u1

v0
Q(t)
Fig. 2.

v1

A special case of the Fréchet distance problem.

Let lH be an arbitrary segment in H. Let α and β be two
reparametrizations that defines a matching between P and
Q. Let J = {H1 , H2 , . . . , Hk } be the set of hourglasses that
are traversed by the link P (α(t))Q(β(t)). For an hourglass
H ∈ J, let IH = {e|e = P (α(t))Q(β(t)), t ∈ [0, 1], e ∈
H, }. Let H(α, β) be the segment in IH with the largest
weighted length. That is, S(H(α, β)) = maxe∈IH S(e).
Lemma 2: | maxH∈J S(lH )−δ(α, β)| ≤ 4²δ(α, β), where
δ(α, β) = supt∈[0,1] S(P (α(t))Q(β(t))).
Proof:
Applying Lemma. 1, we have
S(lH )
≤
(1 + 2²)S(H(α, β)) + 2²D, and
S(H(α, β))
≤
(1 + 2²)S(lH ) + 2²D. Then
maxH∈J S(lH ) ≥ 1−2²
≥ (1 − 4²)δ(α, β),
1+2² δ(α, β)
maxH∈J S(lH ) ≤ (1 + 2²) maxH∈J S(H(α, β)) + 2²D and
maxH∈J S(lH ) ≤ (1 + 4²)δ(α, β).
Let δ(J) = maxH∈J S(lH ), which give us a 4² −
approximation of δ( α, β). Given a sequence of hourglasses
J = {H1 , H2 , . . . , Hk }, we call J legal if and only if
there exist two reparmetrizations α, β that define a ”leash”
traversing the same sequence of hourglasses as J.
Lemma 3: We can find a 4² − approximation δF0 (P, Q)
such that |δF0 (P, Q) − δF (P, Q)| ≤ 4²δF (P, Q).
Proof: We can approximate δF (P, Q) by minimizing
δ(J) over all legal sequences J We need to show that
(1 − 4²)δF (P, Q) ≤ inf J is legal δ(J) ≤ (1 + 4²)δF (P, Q).
First, we prove there exists a legal sequence of hourglasses
J that give use an approximation less than (1+4²)δF (P, Q).
Let α̂,β̂ be the optimal reparametrizations that gives the
Fréchet distance between P and Q. Let J be the sequence
of hourglasses traversed by the ”leash” defined by α and
β. Obviously, δ(J) ≤ (1 + 4²)δF (P, Q). Next, suppose
there are two reparametrizations α0 , β 0 and a corresponding
sequence J 0 , such that δ(J 0 ) ≤ (1 − 4²)δF (P, Q). This
leads to (1 − 4²)δ(α0 , β 0 ) ≤ δ(J 0 ) ≤ (1 − 4²)δF (P, Q), i.e.
δ(α0 , β 0 ) ≤ δF (P, Q). The assumption contradicts the fact
that δF (P, Q) is the Fréchet distance between P and Q.
III. A S PECIAL C ASE
Here, we study a special case of the problem where
each curve consists of one line segment and u0 u1 v0 v1 is
a quadrilateral, with u0 = P (0), u1 = P (1), v0 = Q(1),
v1 = Q(1) the endpoints of P and Q. See Fig. 2 for an
illustration.

We apply the approach in [3] to construct a modified
free space diagram D. A link P (s)Q(t) in the primal space
is associated to a point (s, t) in D. There is a one-to-one
correspondence between all possible matchings of P and Q
and all s, t-monotone paths in D, from its bottom-left corner
to its top-right corner.
Lemma 4: All links passing though a Steiner point v
correspond to a curve in the free space diagram D, with
equation Cv : st + c1 s + c2 t + c3 = 0, where c1 , c2 , and c3
are constants.
We call Cv the dual curve of v. A point to the left of
Cv in D corresponds to a link to the left of v in the primal
space. We can partition D by the dual curves of the Steiner
points such that each cell in D corresponds to an hourglass
in the primal plane. Using the algorithm in [2], the partition
can be computed in O(N log N + k) time and O(N + k)
space, where N is the total number of Steiner points and k
is the number cells, which is O(N 2 ) in worst case.
The Fréchet distance between P and Q can then be
approximated as follows:
1. Place Steiner points as described previously.
2. Partition D by dual curves of all Steiner points.
3. For each cell Z, choose an arbitrary link l and assign S(l)
as the weight of the cell.
4. Find a monotone path T in D, from its left bottom corner
to its top right corner such that the cost of T is minimum,
where the cost of a path is defined as the maximum weight
of the cells traversed by the path.
Since the sequence of cells traversed by a monotone path
in D corresponds to a legal sequence of hourglasses, by
Lemma 3 T is a 4²-approximation of the Fréchet distance
between P and Q.
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New Results on Polygonal Chain Simplification with Small Angle
Constraints
Ovidiu Daescu∗

1

Introduction

We consider a problem of polygonal chain simplification: Given a n-vertex polygonal chain in R3 , find
another chain with a minimum number of links that
stays within ε-tolerance zone (ε > 0) of the original
chain and such that the turn angle between any two
consecutive links of the new chain is at most δ (min# problem with maximum turn angle constraint). It
was introduced in [1] and solved there for δ ∈ [π/2, π)
in O(n2 log n) time, O(n2 ) space (these bounds match
the bounds for the unconstrained min-# problem).
In [2] we gave a solution for δ ∈ [0, π/2) that takes
O(n2 log2 n) time and O(n2 ) space and requires solving n 2D-instances of the so called OLBIS problem:
OLBIS (Off-Line Ball Inclusion Search)
Problem: Given a sequence E = (e1 , e2 , . . . , en )
such that each ei is either a ball Bi or a point
pi , for every point pk find the smallest-index ball
Bj ∈ {e1 , e2 , . . . ek−1 } such that pk ∈ Bj , or report
no such ball exists.
Our soulution [2] for the general 2D-OLBIS problem has O(n log n) preprocessing and O(log2 n) query
time. The instances of the 2D-OLBIS that arise in
the chain simplification problem have a particular
structure: the input sequence E = (D, P ) consists of
a set of disks D = {D1 , D2 , . . . , Dn } of equal radius r,
followed by a set of query points P . In this work solve
such a special instance of the OLBIS problem with
O(n log n) preprocessing and O(log n) query time. As
a result, the min-# problem with maximum turn angle constraint can be solved in O(n2 log n) time for
δ ∈ [0, π/2), matching the bounds for δ ∈ [π/2, π)
and for the unconstrained min-# problem.

2

Anastasia Kurdia†

Special instance of OLBIS

An orthogonal grid with step r is constructed on
the plane. Any input point p can only be in one,
two or four cells of the grid, so only the disks that
intersect the cell(s) containing p are the candidates
∗ Department of Computer Science, University of Texas at
Dallas, daescu@utdallas.edu. Daescu’s research was partially
supported by NSF award CCF-0635013.
† Department of Computer Science, University of Texas at
Dallas, akurdia@utdallas.edu

Figure 1: Possible intersections of a square cell and
a disk.
to be the OLBIS answer for p. For each of the cells
intersected by a disk, we construct a constant number
of subdivisions of the cell into indexed regions.
The OLBIS answer for each input query point p is
then obtained in two steps: first, a cell containing p
is found, then p is located in each subdivision associated with that cell and the minimum of indices of the
regions containing p is returned as an OLBIS answer.
In the remainder of this paper we assume the query
points and input disks are all distinct and each input
point belongs to one cell of the grid (otherwise just
return the minimum of the OLBIS answers for each
cell containing the point).
Each input disk Dj intersects at most S
9 cells of
the grid. We only keep those cells C = Ci ,1 ≤
i ≤ m, that are intersected by at least one disk and
ignore the remaining empty cells (m = |C| = O(n)).
The cells of C are stored in a balanced binary search
tree; each cell Ci is also associated with a set of disks
D(Ci ) = {Di1 , . . . , Dik }, i1 < . . . < iki ,{i1 , . . . iki } ⊂
{1, . . . , n} intersecting it.
Let Ci be the cell that contains p. We have to select a minimum-index disk from D(Ci ) that contains
p. The intersection of a disk and a cell is simple.
With respect to corners and edges of Ci , the disks in
D(Ci ) form a number of disjoint groups: disks containing exactly one, two, three (one group for each
corner, pair of corners, triple of corners respectively)
or four corners of the cell, and disks that do not contain any corner of the cell but contain a portion of one
of the edges of the cell (one group for each edge), see
Figure 1 (the cases when a cell has only one point in
common with a disk intersecting it can be ignored).
The number of groups is constant for Ci . We obtain OLBIS answers for each group independently
(partial OLBIS answers) and then select the mini-
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Figure 2: (a) Illustration for Observation 1. (b) Disk
piece with corner point s (dotted). (c) An example
subdivision R.

If A ∈ Di , B 6∈ Di , we start at B and check all arcs
on the boundary moving towards A until we hit an
arc Ai intersecting Di . All arcs encountered before
Ai are removed from T , Ai is updated and a new
arc contributed by Di is inserted in T . (Similarly for
A 6∈ Di , B ∈ Di ).
If A 6∈ Di , B 6∈ Di , we search for intersection points
of Di and the boundary of R in T as follows: At the
current node v we check whether ∂Di intersects the
arc Av associated with this node. If so, under our
conditions (disks are distinct, contain s, have equal
radius) there can only be one intersection point of
∂Di and Av . If a right endpoint of Av is in Di , we go
to the right subtree to locate the second intersection
point, else we go to the left subtree. If Av ∩ Di = ∅,
we check the two points of intersection of ∂Di and
∂Dv , v < i (Dv supports the arc Av ). What endpoint
of Av is closer to these points along ∂Dv , that subtree
should be searched.
After the points of intersection of ∂Di with R are
found, a new face is created in R.
Point location. Let P (Ci ) be a set of the query
points contained in Ci . The partial OLBIS answers
for all the points of P (Ci ) are found simultaneously
by performing a plane sweep with a vertical line L.
The set of event points contains endpoints of arcs of
R, all left- and rightmost points of arcs of R that
are not vertices of R, and all points of P (Ci ) sorted
by x-coordinate. The sweep-status contains all arcs
currently intersected by L ordered vertically. Each
time an event point p from P (Ci ) is encountered, the
first arc above or below p is found and the index of
the corresponding region is reported. Each time the
event point not belonging to P (Ci ) is encountered,
we update the sweep-line status.
It takes O(k log k) time to construct R and O(k +
|P (Ci )| log k) to perform point location queries in R.
Theorem 3. The min-# problem with angle constraints in R3 can be solved in O(n2 log n) time and
O(n2 ) space.

mum of these answers. Here we only consider a group
D̄ = {D1 , . . . , Dk } of disks of D(Ci ) that contain exactly one corner of Ci (say, left bottom corner, denoted by s). Preprocessing and query answering for
the other groups is very similar to those for D̄.
Observation 1. For two equal-radius disks with at
least one point s in common, the number of intersections between the boundaries of these disks in any
quadrant defined by the vertical and horizontal lines
intersecting at s is at most 1 (Figure 2(a)).
Consider a disk Di containing a point s, and two
orthogonal axis-parallel rays emanating from s and
directed upwards and to the right. By Qi (s) we denote the part of Di bounded by these rays and call the
resulting figure a disk piece, point s a corner point of
a disk piece, and the part of boundary of Di bounded
by the rays an arc of the disk piece (Figure 2(b)).
Lemma 2. Let Q(s) = Q1 (s), . . . , Qk (s) be a set
of k disk pieces in the plane
S sharing the same corner point s. Let Ui =
Qi (s), i ∈ {1, . . . , k},
R1 = Q1 (s), Ri = Ui \ Ui−1 , i ∈ {2, . . . , k} and
R = {R1 , . . . , Rk } (Figure 2(c)). Then: (i) For any
i ∈ {1 . . . k} each disk piece Qi (s) contributes at most
one arc Ai to the boundary of Ui . (ii) The complexity
of R is O(k).
Point location structure.
Let R
=
{R∅ , R1 , . . . , Rk } be the subdivision of the plane
induced bySD̄ such that: R1 = Q1 (s), U1 = R1 ,
Uj = Uj−1 Qj (s), Rj = Uj \ Uj−1 , ∀j ∈ {2, . . . , k},
R∅ = R2 \ Uk . The index of a face of R containing
a query point p corresponds to the partial OLBIS
[1] Danny Z. Chen, Ovidiu Daescu, John Hershberger,
answer for p.
Peter M. Kogge, Ningfang Mi, and Jack Snoeyink.
Construction of R. The portions of disks in D̄
Polygonal path simplification with angle constraints.
inside Ci are disk pieces with a corner s. We add disk
Computational Geometry, 32(3):173–187, 2005.
pieces in order of the indices of their corresponding
disks in D̄. We store the arcs on the current boundary [2] Ovidiu Daescu and Anastasia Kurdia. Polygonal
chain simplification with small angle constraints.
of R ordered by their left endpoint in a red-black tree
In Proceedings of the 20th Canadian Conference on
T . Let A and B be left and right endpoint of the
Computational Geometry, pages 191–194, 2008.
current boundary, respectively.
Consider step i, when the disk piece induced by Di
is added to R. If A ∈ Di , B ∈ Di , we remove all arcs
from T and insert the arc formed by the intersection
of the boundary of Di (∂Di ) with the horizontal and
vertical rays originating at s.
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Convergence of the shadow sequence of inscribed polygons
Francisco Gomez-Martin∗

1

Perouz Taslakian†

Introduction

Godfried T. Toussaint†

shadow sequence of any inscribed polygon converges
to a regular polygon. From their proof, it follows that
the area of each P t is greater than or equal to the area
of P t−1 for any t > 0, with equality only when P t
is regular. In their proof of the convergence of the
shadow sequence, Hitt and Zhang make use of doubly stochastic matrices and Schur-convex functions.
In the next section, we give a simpler proof of the
convergence of the shadow sequence that uses a different approach and is more intuitive. We then give
a bound on the rate of the convergence of the shadow
sequence, and show how our results extend to the general shadow sequence.

Let P be a polygon inscribed in a circle. The shadow
of P is a polygon P 0 whose vertices are at the midpoints of the arcs of consecutive points of P . The
shadow sequence P 0 , P 1 , P 2 , . . . is a sequence of inscribed polygons such that each P t is the shadow of
P t−1 for all t ≥ 0. We show in this abstract that
the shadow sequence converges to the regular polygon, and in such way that variance decreases by at
least one half at every step. Our proofs extend to the
more general case where instead of placing the vertices of the shadow at the ratio of 1/2 of every arc we
place them at an arbitrary fixed ratio α (0 < α < 1)
going in the clockwise or counterclockwise direction.
Sequences of polygons generated by performing iterative processes on an initial polygon have been studied extensively in geometry. One of the most studied
sequences is the one sometimes referred to as Kasner polygons. Given a polygon P 0 , the Kasner descendent P 1 of P 0 is obtained by placing the vertices
of P 1 at the midpoints of the edges of P 0 . Fejes
Tóth [6] was interested in the more general problem
of sequences of Kasner polygons where each polygon
P t in the sequence is obtained by dividing every edge
of P t−1 with a ratio α : (1 − α) in the clockwise (or
counterclockwise) direction and making the division
points the vertices of P t for t = 1, 2, . . . . He proved
that if α = 1/2 (Kasner polygon), then the sequence
converges to a regular polygon when P 0 is a convex
pentagon or a convex hexagon. He conjectured that
for any α and any initial convex polygon, the sequence
converges to a regular polygon. Reichardt [5] showed
that if α = 1/2, every convex polygon converges to
the regular polygon. Later, Lükő [4] proved that for
any α ∈ [0, 1] and for any convex polygon P 0 , the
sequence P 0 , P 1 , P 2 , . . . converges to a regular polygon, thus settling the more general conjecture of Fejes
Tóth. More on Kasner polygons can be found in [2, 1].
The shadow sequence we study in this abstract is
similar to the Kasner sequence. It is a sequence of
inscribed polygons, where vertices of P t are at midpoints of the arcs between consecutive vertices of
P t−1 , for all t ≥ 0. Hitt and Zhang [3] show that the

2

Convergence of the Shadow

Let P 0 , P 1 , . . . be a sequence of inscribed polygons
where P t is the shadow of P t−1 for all t ≥ 0. Then,
Theorem 1 The shadow sequence of any inscribed
polygon converges to a regular polygon.
Proof. Let P be an inscribed polygon with n edges. If
the range of the lengths of the edges of P is zero, then
the polygon is regular. Suppose the range in not zero.
Then after every shadow operation, the longest edge
is averaged with one smaller than the longest. Also
the shortest edge is averaged with something greater.
Thus after at most n shadow operations, the range
strictly decreases. Therefore the range is a monotonically decreasing function of the number of shadow
operations. It is also bounded from below by zero.
Therefore the range has a limit and it is zero; and
since the average value of the edge is 1/n throughout this process, it follows that the limit polygon of P
is regular.

Theorem 2 The shadow sequence of an inscribed
polygon converges to a regular polygon in such a way
that the variance of the edge decreases at each step by
at least one half.
Proof. Let P be a polygon inscribed in a unit circle,
and let ha0 , a1 , . . . , an−1 i be the sequence of edge
lengths of P , where by length we mean the geodesic
distance along the circle
Pn−1between two consecutive vertices of P . Thus, i=0 ai = 1. Let P t denote the
polygon P after t shadow operations, and ati denote its

∗ Departamento de Matemática Aplicada, Univ. Politécnica de
Madrid, Madrid, Spain, fmartin@eui.upm.es
† School of Computer Science, CIRMMT, McGill University,
{perouz,godfried}@cs.mcgill.ca
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corresponding edge lengths, for i = 0, 1, . . . , n − 1.
t+1
At any step t, we can
n write the edge lengths of P o
ati +ati+1

as the sequence:

2

below by zero, then it converges to zero as t goes to
infinity. This in turn implies that every edge length
converges to the mean value, which is 1/n. Thus, the
shadow sequence of any inscribed polygon converges
to the regular polygon in such a way that the variance
decreases by at least one half at every step.


: i = 0, 1, . . . , n − 1 .

Also, the average edge length of P t is 1/n for any
t. Since the edge lengths sum to 1 at any step, we can
treat the sequence of edges as a random variable and
compute its variance. We will show that the variance
V t+1 of the sequence of edge lengths at time t + 1 decreases by a constant fraction of the variance at time t.
For simplicity, we will assume ati = ai ; thus,
V t+1

=

=

n−1
1
1 X t+1 2
a
− 2
n i=0 i
n
2
n−1 
1 X ai + ai+1
1
− 2
n i=0
2
n

=

n−1
n−1
1 X a2i + a2i+1
1 X ai ai+1
1
+
− 2
n i=0
4
n i=0
2
n

=

n−1
n
1 X
1
1 X 2
ai +
ai ai+1 − 2
2n i=0
2n i=1
n

=

=

n−1
n−1
1 X 2
1
1 X
1
ai −
+
ai ai+1 −
2
2n i=0
2n
2n i=0
2n2
!
n−1
n−1
1 1X 2
1
1 X
ai − 2 +
ai ai+1
2 n i=0
n
2n i=0

−
=

Let us now consider the general case, where each
polygon P t+1 in the shadow sequence is obtained by
dividing every arc of P t with a ratio α : (1 − α)
(0 < α < 1) in the clockwise (or counterclockwise) direction, and making the division points the
vertices of P t+1 for all t ≥ 0. In this case, at any
step t wecan write the edge lengths of P t+1 as the sequence: (1 − α)ati + αati+1 : i = 0, 1, . . . , n − 1 .
The proof of Theorem 1 still holds because instead of
getting averaged at every step, the longest and shortest
edges change by a constant fraction of their respective
lengths. Thus the range remains monotonically decreasing.
We can also extend the proof of Theorem 2 to
show that the variance of the edges of the generalized
shadow sequence decreases at every step by at least
2α2 − 2α + 1. By doing calculations similar to one
made in the proof of Theorem 2, we can show that:
V t+1

1
2n2

n−1
1
1 X
1 t
ai ai+1 −
V +
.
2
2n i=0
2n2
t+1

n−1
1 t
1 X
1
V +
ai ai+1 −
2
2n i=0
2n2

<

n−1
1 t
1 X1 1
1
1
V +
· −
= Vt
2
2n i=0 n n
2n2
2

=

n−1
1
1X
((1 − α)ai + αai+1 )2 − 2
n i=0
n

<

(2α2 − 2α + 1)V t
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Differentiating these n equations (for j = 0, 1, . . . ,
n−1) we get ai−1 +ai+1 +λ = 0. Using the constraint
P
n−1
1
i=0 ai = 1 we find that ai = n . Thus, we have:
=

n−1
1
1 X t+1 2
(a ) − 2
n i=0 i
n

Note that 0 < 2α2 −2α+1 < 1 for any 0 < α < 1.
Therefore, after every shadow step the variance decreases by a constant fraction that depends on α.
Thus, again the variance converges to zero as t goes
to infinity, and every edge length converges to 1/n.

t

To show that V
is at most a fraction
V at any
Pof
n−1
step t, we find the maximum value of i=0 ai ai+1
Pn−1
subject to the constraint
i=0 ai = 1. Using Lagrange multipliers it can easily be determined that the
maximum value of the above sum is attained when all
the ai ’s have the same value, that is, when they are all
equal to 1/n. To find this maximal point, we solve:
!
!
n−1
n−1
X
X
∂
ai ai+1 + λ
ai − 1 = 0
∂aj i=0
i=0

V t+1

=

Therefore, after every shadow step the variance is at
least halved; and since the variance is always bounded
2
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I. I NTRODUCTION
The location of sensor nodes is an indispensable component
for both network operation and sensor data integrity. In this
paper we study the network localization problem for a largescale sensor network with a complex shape. We do not assume
any anchor nodes with known locations and use only network
connectivity information to recover the relative positioning of
all the nodes. Thus we require no extra hardware supplements
(e.g., for angle or distance measurements) and investigate a
fundamental problem: can the network geometry be reconstructed using network connectivity alone? This is a simple
yet very challenging setting for network localization.
The Challenge of Localization A major challenge in anchorfree localization is to handle possible flip ambiguities. Two
triangles sharing an edge can be embedded in two possible
ways, with the two triangles on the same side, or on opposite
sides of the common edge. In general, whether a graph has
a unique embedding or not is investigated in graph rigidity
theory [4]. A graph is rigid in 2D if a realization of the
graph in the plane cannot be continuously deformed without
changing the lengths of the edges. A graph is globally rigid if
it has a unique embedding in the plane given the edge lengths.
Graph rigidity in 2D has been relatively well understood.
It is however not trivial to apply these rigidity results in
the development of efficient localization algorithms. Given a
graph with the edge lengths specified, finding a valid graph
realization in Rd for a fixed dimension d is an NP-complete
problem [2], [3], [6].
Pioneer Work The pioneer work of using rigidity theory
in network focuses on identifying special graphs that do
admit efficient localization algorithms. The first idea is to
use trilateration graphs. A trilateration graph is a stronger
condition than global rigidity, and thus may require more edges
than necessary to uniquely embed the graph. The second idea
is to examine d-uniquely localizable graphs. However, it is not
known whether d-localizability is a generic property and it is
not clear whether there is a combinatorial characterization of
graphs that are d-localizable. Both approaches require that the
network has sufficiently many edges to be globally rigid.
The work in this paper is a follow-up of our previous work
[5] in which we proposed an algorithm for landmark selection
to guarantee that the generated combinatorial Delaunay complex is globally rigid and admits a unique realization in the
plane. In contrast with the previous rigidity work on graphs,
[5] focus on the global rigidity property of the combinatorial

Delaunay complex, that has high-order topological structures
(such as Delaunay triangles) compared with graphs that do
not (having only vertices and edges). The combinatorial Delaunay complex may be globally rigid when the combinatorial
Delaunay graph is not. See Figure 1 for an illustration.
u

p

p

u

u

w

w
v

v

w
v

p

Fig. 1. Two Delaunay triangles △uvw and △uvp sharing an edge. The first
figure is the only valid embedding, for in a simplicial complex two simplices
can only intersect at a common face. The graph is not globally rigid.

Our work in [5] sheds some light on providing reasonable
localization results when the network has low node density.
But its dependency on the boundary detection algorithm, to
identify the network boundary nodes first and then selects
the landmarks, puts limitations on the applicability of the
localization algorithm as in the case of extremely low density
networks, where boundary detection algorithms do not work
well. Examples of some of these cases were shown in [5].
Our Contribution The main contribution in this paper is an
incremental landmark selection algorithm that does not assume
knowledge of the network boundary. In particular, we start
with no knowledge of the network topology (whether there are
holes or how many there are, etc.) and develop local conditions
to test whether a node should be included as a new landmark.
The landmarks selected naturally adapt to the local geometry
of the network, with a higher density of landmark nodes
selected in regions with more detailed and complex features.
This new landmark selection algorithm greatly enhances the
robustness of our algorithm in cases of extremely sparse or
even non-rigid networks, or networks with very complicated
shapes that are challenging for boundary detection algorithms.
We are not aware of any other localization algorithms using
only connectivity information with comparable performance.
We demonstrate the improved performance of our algorithm
in various network settings in the simulation section.
II. L OCALIZATION B Y D ELAUNAY C OMPLEX
In this section we use a continuous setting to go though
the framework of network localization by the combinatorial
Delaunay complex and provide the theoretical foundation of
the incremental Delaunay refinement algorithm. The sensor
field is assumed to be a continuous domain R ∈ R2 with
perhaps some interior holes.
The main result in [5] is a proof that when the landmarks
are selected as a γ-sample of the domain R with γ < 1,
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the Delaunay complex DC(L) is globally rigid and thus
admits a unique realization in the plane. This establishes the
foundation of the localization algorithm as we can now embed
the Delaunay complex incrementally and then localize the
entire network with the Delaunay complex as a structural
skeleton.
For localization, we also want that the Delaunay complex
provides good ‘coverage’ of the sensor field in the sense that
every node is not very far from the Delaunay complex, so that
the Delaunay complex faithfully represents the network shape.
In particular, we take B to denote the union of all the Voronoi
balls, and U the shape of the union of these balls. We prove:
the γ-sample guarantees that the union of Voronoi balls is a
good approximation of R and the approximation is improved
as the density of landmarks increases. See Figure 2 (ii) for an
example. Using the union of the Voronoi balls to approximate
the shape R was initially proposed in geometric processing
and computer graphics [1]. However, we cannot directly apply
the results in [1] as there are a couple of differences with our
setting.

∂R

Fig. 2. Left: The Voronoi graph (shown in dashed lines) and the Delaunay
complex for a set of landmarks on the boundary ∂R. The Delaunay simplices
(vertices, edges, triangles, tetrahedrons) are shaded. Right: The union of
Voronoi balls approximately covers the domain R.

Based on the previous discussion, there are two desirable
criterions, namely, global rigidity and coverage, for the final
Delaunay complex. Now, we investigate local conditions for
landmark selection to guarantee both rigidity and good coverage of the induced Delaunay complex:
1) Local Voronoi edge connectivity: The Voronoi edges
for each landmark u form a connected set.
2) Local Voronoi ball coverage: Each node x inside a
Voronoi cell V (u) is δ-covered by a Voronoi ball Br (p),
where p is a Voronoi vertex with landmark u.
We show if both conditions are satisfied for a set of
landmarks L, then the Delaunay complex DC(L) satisfies both
the global rigidity and coverage property.
We also remark in the paper that every landmark q added
by the incremental algorithm is not sufficiently covered by
existing landmarks, i.e., the distance to its closest landmark is
at least γ · ILF S(q) for an appropriate parameter γ < 1/3.
And the algorithm will certainly terminate when the landmark
set is a γ-sample for any γ < 1.
Lemma 2.1. If a Voronoi cell V (u) violates the local Voronoi
edge connectivity condition, the new landmark q selected is not
covered by any landmark within γ · ILF S(q), for any γ < 1/3.
Lemma 2.2. If a Voronoi cell V (u) for a landmark u violates
the local Voronoi ball coverage condition, the new landmark q

(i)
(ii)
(iii)
(vi)
Fig. 3. Step by Step Incremental Delaunay Refinement Method. The number
of nodes is 3887. The connectivity follows a unit disk graph model with
average node degree 7.5. (i) The Voronoi diagram when no more landmarks
can be selected. (ii) The Delaunay edges extracted from the Voronoi cells of
the landmarks. (iv) Embedding Result. (v) All nodes localized.

selected is not covered by any landmark within γ · ILF S(q),
γ = δ/(2 + δ).
III. I NCREMENTAL D ELAUNAY R EFINEMENT
The basic idea of the algorithm implementation is to select
landmarks incrementally in the network until both the global
rigidity and the coverage property are satisfied as described
in Section II. The biggest difference between this paper and
our previous one is that the new landmark selection algorithm
does not depend on the success of boundary detection or the
knowledge of the local feature size. Thus the new algorithm
is more robust in practice, and yet still captures the geometry
of the network. The main steps (Figure 3) include: 1). Select
Initial landmarks; 2). Compute Voronoi diagram and Select
more landmarks incrementally until no more landmarks can be
selected; 3). Extract Delaunay complex; 4). Embed Delaunay
complex; 5). Network localization.
IV. S IMULATION
We conducted extensive simulations under various scenarios
to evaluate how well our algorithm extracts the network
topology and how performance is effected by different factors
such as node density, or communication model (quasi-UDG,
probabilistic model, etc.). Typically our examples have an
average node degree of around 10, but we even get good performance for average degree as low as 6. We also demonstrate
a good result for a special case where nodes are aligned on a
perfect grid having an average degree of 4. We evaluate the
communication cost of our algorithm at the end.
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Towards Surface Reconstruction in Linear Time
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Abstract
In a popular statement of the surface reconstruction problem in low dimensions, we have an input set
of points drawn from a manifold (which is unknown), and are asked to compute an approximation to the
manifold. Under some assumptions on the point cloud, the Restricted Delaunay Triangulation (RDT)
achieves this. To find the RDT, traditionally we first compute the Voronoi diagram, filter out parts of the
diagram, and dualize what remains. The first step can take quadratic space and time in 3D or in higher
dimension. Importing two recent results from mesh refinement, I show how to compute a smaller starting
point, the Clipped Voronoi Diagram, that takes only linear space and can be found as quickly as sorting
the points. If the inputs are in integer or floating point format, this takes only linear time. Filtering the
clipped Voronoi diagram should only take linear additional time, but I leave the details for future work.

1 Sampling Assumptions
The input is a set of samples S, all of them lying on an unknown manifold M . In order for it to be possible
to find M , we need to impose conditions on S. Consider the medial axis of the manifold: all points in space
equidistant to at least two points of M . At any point x on M , we can define a local feature size as the
distance from x to the medial axis. Define the reach of M to be the minimum local feature size of any point;
for convenience, let us rescale so that the reach is 1. The requirements are (A) no point x on M is more than
 from at least one of the samples (the sample is -dense), and (B) no two samples are closer than λ from
each other (the sample is λ-sparse). This is somewhat more strict than should be necessary: I conjecture that
my algorithm is both correct and fast if we allow the sampling density to vary with the local feature size.

2 Restricted and Clipped, Delaunay and Voronoi
The Voronoi cell of a sample p, which I denote V (p), is the set of all points x ∈ Rd closer or equidistant
to p than to any other sample. The restricted Voronoi cell V|M (p) is the Voronoi cell intersected with the
manifold M . Edelsbrunner and Shah [ES97] noted that the dual of the restricted Voronoi diagram—the
restricted Delaunay triangulation (RDT)—forms a triangulation that is homeomorphic to the manifold; later
authors showed that it is also pointwise close to the manifold, and the normals to the RDT are close to the
normals on the manifold. Computing the restricted Voronoi is tricky since M is unknown; however, it is a
subset of the unrestricted Voronoi diagram. Algorithms exist that compute the entire Voronoi diagram, filter
it, and dualize what remains so that we are left with the RDT of a manifold similar to M (see [Dey07]).
Points in the restricted Voronoi cell of a sample p are close to p. Indeed, consider x ∈ V|M (p). By the
-dense sampling condition, we know that there is some sample at distance  from x. Since p is the closest
sample, |px| ≤ . This motivates computing the β-clipped Voronoi cell of a sample, which is cheaper
than computing the entire Voronoi cell. Let NN(p) be the distance from p to its nearest neighbour. The βclipped Voronoi cell is that portion of the Voronoi cell is within distance β NN(p) of p. Given the λ-sparse
assumption, we know that NN(p) ≥ λ, which leads to the following conclusion:
Lemma 1 The (/λ)-clipped Voronoi cell of a sample p is a superset of the restricted Voronoi cell of p.

1
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Figure 1: The dual of the clipped Voronoi diagram of the nodes of the Lake Superior data set. It is qualitatively close to our goal, but a closeup (left) reveals it still needs some filtering.

3 Computing clipped Voronoi cells
Under certain conditions, Hudson and Türkoğlu [HT08] showed how to compute the clipped Voronoi cell
in constant time after building a quadtree. The conditions were tightly focused on the mesh refinement
problem, but they apply here:
Lemma 2 We can compute the (/λ)-clipped Voronoi cell of a sample in constant time after preprocessing.
Proof: Theorem 7 from Hudson and Türkoğlu [HT08] proves we can compute the clipped Voronoi cell of p
in constant time assuming no other sample q simultaneously suffers two conditions: that it has a very nearby
neighbour, NN(q) ∈ o(NN(p)), and that the Voronoi cell of q has bad aspect ratio. The second clause is
irrelevant here since the first clause never occurs in our case. NN(p) ≤ 2 from the -dense assumption, and
NN(q) ≥ λ from the λ-sparse assumption: NN(q) ≥ (λ/2) NN(p).
The technique requires constructing a quadtree with certain properties on the size of the quadtree cells.
Said quadtree has O(m) cells, where m is the number of vertices in the smallest possible good-quality mesh
of the input. A priori, m could be much larger than n. However, very recent work bounds m in some
cases: in particular, the mesh of an -net (such as S) contains only m ∈ O(n) vertices [HMPS09, Cor. 4.2].
Computing the quadtree can be done in O(n log ∆+m) time in a real RAM model, where ∆ is the geometric
spread of the input. Our sampling assumptions allow the spread to be at most linear, so this collapses to
O(n log n). Even better, if the inputs are in integer format, the quadtree can be computed by first sorting
the samples according to their Morton numbers (interleaving the bits of the coordinates into one integer d
words wide), then applying some post-processing that takes time O(m) = O(n) [BET99]. Because floatingpoint numbers sort properly when considered as if they were integers, this technique works equally well on
floating point inputs. Sorting integers takes only linear time.
Theorem 3 Computing the clipped Voronoi diagram takes O(n) time in a word RAM model if inputs are in
floating point, or O(n log n) time in a real RAM model, assuming , λ, and the dimension d are constants.
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Approximating Points by Piecewise Linear Functions∗
Danny Z. Chen†

1

Haitao Wang†‡

Introduction

Approximating a set of points by a functional curve or surface in the d-D space is a fundamental
topic in mathematics and computational geometry. It finds applications in many areas. Different
error metrics, constraints, and objective functions give rise to a large number of variations of the
problem. For each variation, based on the optimization criteria, two problem versions, min-# and
min-², are often considered in the literature. In the min-# version, the objective is to minimize
the complexity of the approximating function f for a given error tolerance under a certain error
metric; it is motivated by the desire to obtain an approximating function with the smallest possible
complexity while maintaining a certain level of approximation accuracy. In the min-² version, the
goal is to minimize the error tolerance for a given complexity of f ; it is motivated by the desire to
achieve the best possible approximation with a specified degree of data compression.
We study a number of variations of the point approximation problem in 2-D and 3-D. For some
of the problems, we present the first known results; for others, we improve the previous algorithms
in the running time.

2

Statements of Problems

Let P = {p1 , p2 , . . . , pn } be the input point set, with pi = (xi , yi , zi ) (in the 2-D case, every zi = 0).
The vertical distance between any point pi ∈ P and an approximating functional curve (or surface)
f is defined as d(pi , f ) = |yi − f (xi )| in 2-D and |zi − f (xi , yi )| in 3-D. The uniform metric of
error, also known as the L∞ or Chebychev metric, is defined to be e(P, f ) = max1≤i≤n d(pi , f ). All
problems in this paper use the uniform error metric. The complexity of f is the total number of line
segments in 2-D (or faces in 3-D) of f . Formally, we define min-# and min-² as follows.
min-#: Given an error tolerance ² ≥ 0, find an approximating function f under the specified
constraints such that e(P, f ) ≤ ² and the complexity of f is minimized.
min-²: Given an integer k > 0, find an approximating function f under the specified constraints
such that the complexity of f is no bigger than k and the error e(P, f ) is minimized.
Depending on different constraints on f , we consider the following variations of the problem.
Planar point approximation by a step function Given P in 2-D, the sought f is a step function, which can be represented by a rectilinear curve (see Fig. 1). The problem is motivated
by query optimizations and histogram constructions in database management systems. The
histogram corresponding to our step function is called the maximum error histogram and has
been studied in the database area [2, 3]. In the paper, we use SF to denote this problem.
Planar point approximation by a piecewise linear function Given P in 2-D, f is piecewise
linear and any two consecutive line segments of f need not be jointed (see Fig. 2). This
problem is often used in regression analysis. Denote this problem by PF.
Weighted version Each point pi ∈ P has a weight ui ≥ 0 and d(pi , f ) is defined to be ui · |yi −
f (xi )|. The weighed version is motivated by applications with data of non-uniform significance.
Denote the weighted versions of SF and PF by WSF and WPF, respectively.
∗
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Figure 1: A step function

Figure 2: A piecewise linear function

Violation version When approximating P with f , at most g points of P are allowed to violate the error tolerance. Formally, if P 0 is the set of the violation points and |P 0 | ≤ g, then
e(P, f ) = maxi∈P \P 0 d(pi , f ). This problem is motivated by applications in, e.g., statistics, machine learning, data mining, databases, where outliers must be reduced. Denote the violation
versions of SF, PF, WSF and WPF by VSF, VPF, VWSF and VWPF, respectively.
3-D version A step function in 3-D can be represented by a rectilinear surface consisting of rectangular faces parallel to the xy-plane, such that any line parallel to the z-axis intersects at most
one such face. Denote the 3-D versions of SF and WSF by SF3 and WSF3, respectively.
We consider both min-# and min-² algorithms for all the above problems. To simplify the
exposition, we assume all points are in non-degenerate positions. Namely, no two points in P have
the same x-coordinate in the 2-D problems and no two points have the same x-coordinate and the
same y-coordinate in the 3-D problems. In all 2-D problems, the input points, P = {p1 , p2 , . . . , pn },
are already sorted in increasing x-coordinate.

3

Previous Work and Our Contributions

In this abstract, we summarize the previously best-known results and our new results in Table 1
shown below. Some problems already have their optimal solutions and we mention them here just
for completeness. In the following table, φ(i, n) = log · · · log n and f (g, n) = min{i ≥ 1|φ(i, n) ≤ g}.
| {z }
i times
min-#
SF
WSF
PF
WPF
VSF
VWSF
VPF
VWPF
SF3
WSF3

Previous
O(n)[4]
O(n)[3]
O(n)[5]
O(n)[5]
O(ng 2 )[1]

Ours

O(ng 2 )
O(ng 4 log2 n)
O(ng 4 log2 n)
2-Approx
2-Approx

min-²
Previous
Ours
O(n)[1]
4
6
1.5
2
O(n log n)[1], O(n log n + k log n)[2]
O(min{n log
n, n log n + T log2 n}
O(min{n log n, n + T log n log log n})
O(min{n log3 n, n log n + T log3 n})
O(ng 2 log g)[1]
O(ng 2 f (g, n))
O(n2 + ng 2 log n)
O(ng · min{kW, W log n + ng 4 log3 n})
O(ng · min{kW, W log n + ng 4 log3 n})
NP-Hard
NP-Hard

Table 1: Our result summary ( T = k2 log2 nk , W = n log g + g 3 nδ , and f (g, n) = O(1) when g > φ(O(1), n))
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[4] J. Dı́az-Bá nez and J. Mesa. Fitting rectilinear polygonal curves to a set of points in the plane. European Journal
of Operational Research, 130:214–222, 2001.
[5] J. O’Rourke. An on-line algorithm for fitting straight lines between data ranges. Communications of the ACM,
24:574–578, 1981.

2

Fall Workshop on Computational Geometry 2008 - Rensselaer Polytechnic Institute

17

1

Relative Convexity and the Medial Cover
Jason Williams*

Abstract—We define the medial cover of a set A consisting of
one or more simple polygons contained inside a simple polygon
B. The medial cover belongs to the set T of all sets that both
contain A and have connected components that locally behave
like the convex hull of A relative to B. As normally defined,
the convex hull of A relative to B is the largest set in T , and
each of its connected components contains the maximum possible
number of components of A. By contrast, the medial cover groups
components of A by proximity. We describe how algorithms for
computing the medial axis of a polygon and for path planning
in a simple polygon can be used to compute the medial cover in
O (n log n) time, which is optimal.

I. R ELATIVE CONVEXITY
If A and B are simple polygons in the Euclidean plane such
that A is contained in B and the boundaries of A and B are
disjoint, the boundary of the convex hull of A relative to B
can be compared to a rubber band: it is the unique minimumlength simple closed curve that separates the interior of A
from the complement of B [1]. If we instead allow A to have
multiple components, each of which is a simple polygon, there
are at least two definitions of relative convexity that, although
similar, are not equivalent. We call the first geodesic convexity:
H ⊆ B is geodesically convex relative to B if and only if
for any two points contained in H, the shortest path in B
connecting them is contained in H [2]. We call the second
visible convexity: H is visibly convex relative to B if and only
if for any two points in H, the line segment connecting them
is contained in H if it is contained in B [3]. Both definitions
satisfy convexity axioms that allow us to define the convex
hull of A relative to B as the intersection of all sets convex
relative to B that contain A with the assurance that the result
contains A, is convex relative to B, and is the smallest of all
sets with those two properties in the sense that it is a subset
of all of them [4]. A geodesic convex hull of A relative to B
is both connected and contains the visible convex hull of A
with respect to B, which may consist of multiple connected
components (Figure 1.)
II. R ELATIVELY CONVEX COVERS
Although there is a unique relative convex hull for a given
definition of relative convexity, the presence of multiple connected components in the relative visible convex hull suggests
the possibility that there are multiple ways of separating the
interior of A from the complement of B with disjoint rubber
bands in tension. We formalize this by defining a convex cover
of A relative to B as a set K containing A such that if κ is
any of the connected components of K and L is the union
of the connected components of A that intersect κ, κ is the
convex hull of L relative to B (Figure 2, left.) Relatively
*College of Computing,
jasonw@cc.gatech.edu.

Georgia

Institute

of

Technology,

Figure 1. In each of the subfigures, A is the union of the black squares, B
is the non-convex simple polygon outlined in black, and the relative convex
hull of A with respect to B is gray. (left) The geodesic and visible relative
convex hulls are identical in this example. (middle) The geodesic hull shown
here is connected but has a nonmanifold boundary. (right) This visible hull
has two components, each bounded by a simple closed curve. The visible hull
is a subset of the geodesic hull.

Figure 2. (left) A convex cover of A relative to B. (middle) A set that is
locally convex with respect to B. (right) The local relative convex hull of A
is equal to A (and so is not visible) because the connected components of A
are convex.

convex covers are similar to r-tightenings [5]. We show that
the convex hull of A relative to B is the largest element in
the set T of convex covers of A relative to B when T is
ordered by set inclusion. We then define a set as locally convex
relative to B if and only if each of its connected components
is convex relative to B (Figure 2, middle) and show that the
corresponding local relative convex hull - the intersection of
all sets containing A that are locally convex relative to B is the smallest element in T (Figure 2, right.) In an analogy
to clustering where a connected component of a convex cover
of A relative to B defines a cluster containing the connected
components of A it intersects, the relative convex hull of A
with respect to B contains the largest possible clusters, while
the local relative convex hull contains the smallest.
III. M EDIAL COVER
The ordering of T motivates our definition of the medial
cover, which is itself a convex cover of A relative to B. Rather
than possessing a particular position in the ordering of T , the
medial cover groups components of A by proximity (Figure
3.) Metaphorically, we can produce the boundary of the medial
cover by snapping rubber bands from an initial configuration
where each band is superimposed on a connected component
of the subset of the medial axis of the closure of B −A whose
points are equidistant from the boundaries of A and B; under a
general position assumption each such component is a simple
closed curve (Figure 4.) By adapting algorithms for computing
the medial axis of a polygon with holes and for point-to-point
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Figure 3. (left) The medial cover of A with respect to B, shown in gray,
groups nearby components of A. (right) The relative convex hull may group
distant components of A.

Figure 4. (left) Let the contact set of each maximal disk of the closure of
B − A be the set of points where its boundary intersects the boundary of
B − A. Selected maximal disks and the boundaries of the convex hulls of
their contact sets are shown. If a contact set contains points of the boundaries
of both A and B, its convex hull is part of the free space, and is shaded gray.
(right) The total free space is shown in gray, and each connected component
of the free space is, topologically, an annulus. We show there is a unique
noncontractible simple closed curve of minimum length in each annulus. The
union of all such curves is the boundary of the medial cover.

path planning in a simple polygon, we show the medial cover
can be computed in O (n log n) time. Combining this with the
fact that a medial cover algorithm outputs the convex hull of
A if the boundary of B is far from A, we conclude that the
time complexity of computing a medial cover is Θ (n log n).
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Introduction

sists of a topological component, the planar embedding represented by a suitable structure such as a
doubly connected edge list [1] and a geometric component, which for each vertex (vx , vy ) of the Voronoi
diagram of S, the implicit Voronoi diagram, V ∗ (S)
stores the half integers vx∗ , vy∗ , where vx∗ = vx when
vx is an integer and vx∗ = bvx c + 12 when vx is not.
We define vy in a similar manner.
To construct V ∗ (S) we create a structure called a
cell graph that encodes all the information of V ∗ (S)
and maintains connectivity and orientation information used for incremental updating. Any Voronoi vertex on a grid point and any grid cell containing one
or more Voronoi vertices is a cell vertex. When differentiation is necessary, we refer to the former as a grid
cell vertex and the latter as a non-grid cell vertex.
For each edge (u, v) ∈ V (S) if u is mapped to cu and
v is mapped to cv , then the edge (cu , cv ) ∈ C(S). We
call (cu , cv ) a cell edge. Each cell edge corresponds
to a Voronoi edge, b, and stores the two sites defining b. In addition, each cell vertex v maintains a
circular doubly-linked list of cell edges with the same
ordering as Voronoi edges entering the grid cell that
v represents.
From the cell graph we can create the structure of
[3] by leaving grid cell vertices where they are and
snapping non-grid cell vertices to half gird points.
In the following sections we describe the predicates
and operations used in a randomized incremental construction for the cell graph.

The Voronoi diagram is the classic proximity query
structure. It finds the nearest point from a finite set
S to a given query point q and it is the partition of
the plane into the maximal connected regions. The
Voronoi diagram’s topological structure can be computed using four times the precision of the input, but
representing its vertices requires five times the input
precision. Furthermore, using the Voronoi diagram to
solve proximity queries in O(log n) requires six times
the precision of the input and query points. Liotta,
Preparata, and Tamassia [3] have derived a structure
from the Voronoi diagram whose computation requires five times the precision of the input, but which
supports proximity queries in O(log n) time, using
only two times the input precision. In this paper, we
show how this structure can be computed directly,
using at most triple precision in O(n(log n + log g))
time where g is the bisector length.
Computing Voronoi diagrams is a well studied
problem and many optimal algorithms have been proposed [1]. These algorithms rely on correct predicates
to handle the numerical issues that arise upon implementation but do not let the complexity of predicate
implantation affect the design of the algorithm.
Methods for handling numeric issues in geometric
algorithms fall into a few categories: rounding, exact geometric computation [5], arithmetic filters [2],
topological consistency [4] and degree-driven algorithmic design [3]. This paper falls into the last group
of degree-driven design.

3
2

Predicates and Operations

The Cell Graph

Two sites s1 , s2 on a grid determine a bisector, b12
that partitions the grid into points closest to s1 , s2
Given a set of n sites S = {s1 , s2 , . . . , sn } whose cooror equidistant and on b12 . Using this observation we
dinates are b-bit integers, we would like to construct
describe predicates for testing a grid cell against a
the implicit Voronoi diagram V ∗ (S) of [3], which conbisector, enumerating grid cells containing bisectors
and locating grid cells of bisector intersections.
∗ dave@cs.unc.edu
† snoeyink@cs.unc.edu
Given two sites s1 , s2 and a grid cell G, deciding
1
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update cell edges. Care must be taken if a cell vertex
cv already exists. First, we add the new cell edge to
cv appropriately ordered. Next we walk around the
cell edges of cv in the direction that cell edges are
removed. This can be determined by the side of the
bisector sn is on.
As each insertion will cause an expected constant
number of vertices, faces and edges to be modified the
only additional penalty we incur with this method
as apposed to the standard RIC algorithm is the
O(log g) for each segment intersection. This gives
us that the cell graph of n sites can be constructed
in O(n(log n + log g)) where g is the bisector length
using computations of maximal degree three. As the
the cell graph subsumes all the information encoded
in V ∗ (S), it can also support nearest neighbor queries
in O(log n) time with degree two computations.

if the bisector of s1 and s2 is in G takes constant
time and requires degree two computation, through
computing the squared distances of the grid points of
G. Furthermore we can use the information derived
in this predicate to decide the cardinal directions that
a bisector stabs a grid cell if at all. We call this the
bisectorInCell predicate.
Given two sites s1 , s2 and a grid cell G that b12
stabs we can compute the intersection points of b12
and the grid cell using degree three computations in
constant time. Usually, the intersection of two bisectors requires degree five predicates, but by taking
advantage of the fact that we are intersecting b12 with
horizontal or a vertical line, we can simplify the computation.
Given s1 , s2 , and a direction to walk, we define a
bisectorWalk operation to be a traversal of a subset
of the cells that b12 passes though. Using the bisectorInCell predicate, we can walk b12 starting at the
midpoint of s1 s2 with computations of maximal degree two in O(log g) where g is the length of the walk.
The previous predicates and operations can be used
to compute the bisectorIntersection operation. Given
four non collinear sites {si , i = 1, . . . , 4}, the grid cell
that contains the intersection of the bisector of s1 , s2
and s3 , s4 can be computed using maximal degree
three predicates in O(log g), where g is the distance
between the intersection of the bisectors and the midpoint of segment s1 s2 .

5

Conclusions

This paper presented a method for computing the implicit Voronoi diagrams of [3] in O(n(log n + log g))
where g is the bisector length using a maximal of
degree three predicates. Furthermore, to our knowledge this is the first algorithm that allows for such
a construction without fully computing the Voronoi
diagram.
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Abstract

maxσ,t nσ (t), the maximum occupancy count of a sector over a time window of interest.

We address a problem in air traffic management:
scheduling flights in order to minimize the maximum
number of aircraft that simultaneously lie within a
single air traffic control sector at some time t. Since
the problem is a generalization of the NP-hard nowait job-shop scheduling, we resort to heuristics. We
report experimental results for real-world flight data.

Problem Statement: Formally, the problem is defined as follows: Given a set Σ of sectors and a set
Θ of periodic flight plans. The common period of all
plans is T , e.g., T = 24 hours. Each flight plan θ defines a sequence Σθ = (σθ,1 , σθ,2 , . . .) of the sectors it
visits, where σθ,k ∈ Σ ∀k. It also defines a departure
time dθ ∈ [0, T ), and for each sector σθ,k the dwell
Keywords: Air Traffic Control, trajectory schedul- time tθ,k .
ing, flight plan scheduling, no-wait job shop.
Assuming a flight θ departs daily with a delay of
∆θ , it will therefore be in sector σθ,k during the intervals
1 Introduction
X
X
Iθ (σθ,k , ∆θ ) := [
tθ,` ,
tθ,` )+dθ +∆θ +T Z. (1)
In the air traffic control system, the volume of
`<k
`≤k
airspace in the altitude range that aircraft utilize is
partitioned into a set of sectors. We consider the Therefore, at time t ∈ [0, T ) (and also t + kT for any
set of all trajectories flown between city pairs. Any k ∈ Z), a total of
one trajectory is modeled as a polygonal path, from
nσ (t) := |{θ ∈ Θ : t ∈ Iθ (σ, ∆θ )}|
(2)
each vertex (way point) being specified by a point,
(x, y, z, t), in space-time. For a given set of sectors
and a given set of trajectories, we can compute the flights will be in sector σ ∈ Σ.
Our goal is to find delays (∆θ )θ∈Θ to minimize the
occupancy count, nσ (t), of a sector σ at any time
overall
maximum occupancy count maxσ,t nσ (t). The
t. For purposes of air traffic control, it is important
that nσ (t) not be “too large”; often the occupancy delays are constrained to be within the range [0, D]
count is compared with the Monitor Alert Parameter for parameter D. Note that additionally allowing
(MAP) value of the sector σ, which is related to the flights to leave early, i.e., ∆θ < 0, does not change
“capacity” of the sector. Depending on the timing the problem due to the periodicity of flight plans:
and routing of the flights, though, the MAP values of A delay range [−a, b] is equivalent to [0, a + b], for
certain congested sectors are often predicted to be ex- a, b > 0.
ceeded (if current flights remain on filed flight plans),
resulting in the rerouting of aircraft to avoid those Relation to Job-Shop Scheduling: When there
sectors that are anticipated to be at or near full ca- is no constraint on the maximum delay, i.e., D ≥
T , our problem is equivalent to no-wait job-shop
pacity during some period of time.
We consider the following scheduling problem: scheduling. We represent each flight plan as a job
For a given set of trajectories and a given sector- and each sector as a machine. We seek to minimize
ization of the NAS, determine alternate departure makespan, i.e., the smallest time in which all jobs can
times (“close” to the originally scheduled times) so be processed, where no two jobs can be on the same
that the modified trajectories result in minimizing machine at the same time. The no-wait constraint
ensures that, once started, a job can neither be de∗ Dept. Applied Mathematics and Statistics, Stony Brook
layed between machines nor suspended while being
University, {jdkim,kroeller,jsbm}@ams.sunysb.edu
† Dept.
Computer Science, Stony Brook University, processed on one. An optimal solution to the jobgk@cs.sunysb.edu
shop problem with makespan M can be converted
1
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Original flight plan
Shifting
Incremental
Randomized rounding
Lower Bound

maxσ,t nσ (t)
set1 set2
38
58
30
49
27
43
29
39
20
32

Then, a solution is generated by drawing delays from
these distributions.
For lower bounds, we solve a linear programming
relaxation of a formulation similar to the one used in
randomized rounding.
We used real-world data for our experiment, consisting of 57 sectors and 12123 trajectories for set1
and 1281 sectors and 11986 trajectories for set2. Table 1 shows the maximum occupancies in the given
flight plans and heuristic solutions, as well as the
lower bound. Table 2 shows how much they are
altered. The results show a considerable improvement over the originally scheduled flight times. Future work will specifically aim to improve the lower
bound, as we believe that the heuristically produced
solutions are already almost optimal.

Table 1: Workload improvement of algorithms

set1
0.017
0.042

set2
0.018
0.041

P
( θ ∆θ )/
|{θ|∆θ 6= 0}|
set1
set2
0.005 0.004
0.009 0.013

0.041

0.041

0.003

maxθ ∆θ

Shifting
Incremental
Randomized
rounding

0.008

Acknowledgements. The data used for the experTable 2: Rescheduling statistics (T = 1, D = 0.042, iments was provided by Metron Aviation. We thank
and ∆θ ∈ [0, D] )
Michael Bender and Bob Hoffman for helpful discussions. This work was partially supported by NSF
trivially to a flight plan solution with maximum oc- (CCF-0431030, CCF-0528209, CCF-0729019), NASA
cupancy dM/T e. Vice versa, an algorithm for flight Ames, and Metron Aviation.
plan scheduling also solves job-shop by finding the
largest λ for which a flight plan with all processing
times scaled by λ can be scheduled with maximum occupancy 1. This can be achieved using binary search.
No-wait job-shop scheduling has attracted various
researchers (see, e.g., [4, 6, 7, 5, 3]). [1] gives a PTAS
for a special case of the problem and shows hardness of approximation for another case. [2] provides
a survey of scheduling algorithms, defining the various terms and known results for some of the basic
problems. Since the job-shop problem is NP-hard, so
is flight plan scheduling.
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Shortest-path planning among obstacles is an extensively studied problem in the field of computational geometry, however most of the research to date is restricted to minimizing the Euclidean
length of a path [4]. Even when the problem is generalized, such as in the case of minimum weighted
Euclidean distances, the cost function is still assumed to be isotropic (i.e., invariant with respect
to direction). In this talk, we address the problems of optimal path finding in anisotropic (or
direction-dependent) media. We consider the fastest-path finding problems where speed is defined
as a function of heading, yet without restriction on the structure of the speed function itself. The
presented analysis combines the authors’ earlier work on fastest-path finding in an obstacle-free
domain, with the ‘visibility graph’ approach traditionally applied to Euclidean shortest-path finding problems. Separate path-finding algorithms are presented for a special case corresponding to a
simpler procedure, as well as for a problem with an arbitrary anisotropic speed function.
In this talk, we analyze obstacle-avoiding fastest-path finding problems in anisotropic media, that
is, corresponding to direction-dependent cost functions. We let P denote a set of open polygonal
obstacles, such that their closures do not intersect, or in another words, the distance between any
two obstacles is assumed to be greater than zero. Note that since each obstacle is assumed to be an
open set, movement along its edges is permitted. Then, for a given time and space homogeneous
speed function, V (θ), defined for θ ∈ [0, 2π], our problem objective is to find a fastest path from
the start point s to the target point t. All the feasible paths, including the points s and t, are
assumed to lie in the free space, which we define as the compliment of the obstacles, or R2 \P.
Consequently, the cost function, determined by the time it takes to traverse a path from s to t, is
explicitly dependent on the heading direction along the path.
The anisotropic nature of our problem adds a new layer of difficulty to a widely studied obstacleavoiding shortest path problem for Euclidean metrics. The direction-dependent structure of the
speed V (θ) results in an asymmetric cost function, where the cost of traversing a straight line
segment ab, is not necessarily equal to that of a reversed link ba. Thus, the travel time function is not
a metric, consequently restricting the set of mathematical tools available for our use. Furthermore,
the triangle inequality, commonly exploited in Euclidean analysis, does not hold for a general
anisotropic medium. Because of this fact, we are no longer guaranteed that one of the ‘taut-string’
paths has to be optimal for our problem. Thus, the traditional approach of searching among the
taut-string paths, might not deliver the desired results.
Direction-dependent cost functions are a common occurrence in a wide range of applications. For
example, waves at sea have anisotropic effects on a vessel speed, while airplanes and unmanned
aerial vehicles are constantly subjected to direction-dependent winds. Friction and gravity forces
result in anisotropic speed, as well as direction-dependent fuel consumption of a robot as it explores
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uneven terrains. Likewise, submarines often encounter direction-dependent currents during their
operation. Since the work presented in this talk makes no assumption on the structure of the speed
function, our results can be applied to all of the aforementioned problems, as well as any other
obstacle-avoiding fastest-path finding problems with direction-dependent speed functions.
Fastest-path finding for anisotropic speed functions has been studied in several specific areas of
application. However most of the analysis and results found in literature are particular to each
application at hand and can not be easily extended to other areas. Furthermore, the presence
of obstacles is not commonly addressed in the published studies. Only a hand full of researchers
looked at the path finding problems in anisotropic medium for the general case. Nevertheless, they
limit their research to the cases where the speed function has very specific structures. In this talk,
we deliver closed form fastest paths in the presence of obstacles for a very general anisotropic speed
function.
This talk finds closed form solutions to obstacle-avoiding fastest path problems and presents algorithms used to determine the optimal paths. We extend the visibility graph search method [1, 3],
developed for Euclidean shortest path problems, to anisotropic media. In our earlier work [2], we
found analytical solutions to fastest-path finding problems in the obstacle-free anisotropic domain.
Here, we merge these results with the visibility graph technique to develop an obstacle-avoiding
fastest path finding algorithm for anisotropic speed function.
We have previously shown that in the case that when a speed polar plot encloses a convex region,
the straight line path is the fastest path in R2 . As a result, the triangle inequality holds true for
this special case of problems. Consequently, fastest-path finding in a polygonal domain can be
restricted to a modified visibility graph, similarly to Euclidian shortest-path problems. However,
the triangle inequality might not hold for a general speed function which does not have the property
of a convex polar plot. In that case, an augmented speed function, corresponding to the convex
hull of the original speed polar plot, is used to find a lower bound on the minimum travel time for
our problem. Then, we use results from the authors’ earlier work to construct an obstacle-avoiding
path that achieves this lower bound, implying its optimality. An application to vessel routing is
introduced throughout the talk to motivate the problem.
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1. Introduction
We present an algorithm for efficient path planning on complex terrain with an arbitrary cost metric given by a 2D
array corresponding to edge weights.
The agent is allowed the full range of Euclidean motion
on the 2-dimensional plane, unlike alternate path planning
schemes that strictly avoid obstacles, such as the Lee [3]
and Hightower [2] algorithms or performing a graph search
on the Voronoi diagram of the obstacle boundaries [1]. We
use two runs of the A* algorithm to efficiently compute this
path.
We assume that the agent has complete knowledge of the
terrain. The agent’s goal is to plan a path between two given
endpoints that minimizes a given cost metric. For example,
the metric may penalize the agent for entering an area that
is being observed by an opponent, or it may account for the
slope of the terrain.
Our path finding routine is an adaptation of the A* algorithm. The first cost metric we evaluated was simply the
number of grid points visited (similar to [3]). For the A*
algorithm, the terrain is represented as an n × n grid, each
point on the terrain is a separate node, and each node has up
to eight children in the search tree, corresponding to eight
neighboring points (see Figure 1a). This method has the
limitation of minimizing only the Chebyshev distance between the end points [4]. The Chebyshev distance between
points (x1 , y1 ) and (x2 , y2 ) is defined as max(|x1 − x2 |, |y1 −
y2 |). Our implementation deviates slightly from the actual
Chebyshev formula, in that the path length is computed via
the Euclidean formula, but only movement in eight directions is considered while planning the path.

2. Chebyshev vs. Euclidean Distance
We start by considering a simple case, where many points on
the terrain are obstacles and are marked as untraversable.
The agent would like to take the shortest path through the
terrain that avoids the obstacles. The cost metric is simply
the total distance traversed. A naive method to allow for
a full range of Euclidean motion, as shown in Figure 1b,
would be to include edges between all grid point pairs in the
search space. However, this increases the size of the search
space from O(n2 ) to O(n4 ), as there are O(n4 ) possible edges
to consider. Also, to compute the true cost of each edge

a)

b)

Figure 1: In the first pass of our path-planning algorithm, only movement in eight directions (Chebyshev movement) is considered. Next we would like
to plan a path that considers movement in all directions.

a)

b)

Figure 2: A sample result of the first pass of ourpath planning algorithm. For the second pass, we
consider movement along the green lines.

requires O(n) time, because the edge must be segmented
as described below. This is clearly too expensive for larger
terrains.
To speed up the algorithm, we designed a two-pass system.
On the first pass, all points on the terrain are included in
the search space, and the Chebyshev path is computed as
described in the previous section. On the second pass, the
only nodes in the search space are the points that are retained in the first path, and an edge is aded to every other
node in the search tree (see Figure 2). Thus, for any pair
of points in the search space, the smuggler may traverse a
straight line connecting them. In practice, computing this
second pass is more efficient than the first pass.
Although our 2-pass algorithm is not guaranteed to be the
optimal Euclidean path, the output from our heuristic 2-pass
system does very well in practice. Our approach will never
produce a path worse than the original Chebyshev path. The
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a

Figure 3: Largest possible difference between the
Euclidean and Chebyshev paths.
a

b

c

Figure 4: A sample comparison of the results from
a) the Chebyshev algorithm, b) our heuristic algorithm, and c) the brute-force algorithm.
largest possible difference between the optimal Euclidean
and Chebyshev paths will occur in a situation as in 3. The
135 ◦ angle is fixed since we are always using a regularly
spaced grid. Then (a + b) − c will be maximized when θ =
φ = 22.5 ◦ . Therefore, the optimal Euclidean path should
be no less than 92% of the length of the Chebyshev path.
Thus, as our heuristic scheme cannot produce a path longer
than the Chebyshev path, our heuristic algorithm should
produce a path whose length differs by no more than 8%
from the optimal Euclidean path. In practice, this difference
is usually much less than 8%.

3. Results
For comparison, we compute the optimal Euclidean path
with a brute-force application of the A* algorithm. Every pair of grid points, whether adjacent or not, is included
in the search space. We compared our heuristic algorithm
against the brute-force method by running both algorithms
on a hundred 100 × 100 data sets. We limited the size of
the datasets to 100 × 100, as the brute-force algorithm cannot efficiently handle larger datasets, though our heuristic
approach runs quickly on 3200 × 3200 datasets. The average difference in the lengths of the computed paths was less
than 0.1%, while the average speedup was greater than 100.
Our heuristic approach is much faster than the brute-force
scheme without significantly sacrificing the solution quality.
Some sample results are shown in Figures 4 and 5.

4. Alternate Cost Functions
Our scheme can then be generalized to more sophisticated
cost metrics. Rather than considering simply Euclidean distance, we are given a 2D array which corresponds to the
costs of moving onto a grid point from any adjacent grid
point. (The cost of moving from point A onto an adjacent
point B need not be the same as the cost of moving from

b

c

Figure 5: A case where our heuristic algorithm (b),
which goes around the central obstacles to the south,
produces a different path than the brute-force algorithm (c), which goes around the central obstacles
to the north. Here the Chebyshev path (a) would
have been equally good going north or south around
those obstacles. However, going north allows for
more space for a straighter Euclidean path (space
that was ignored by the heuristic algorithm).
point B onto point A.) For computing the Chebyshev path,
calculating the cost to move between adjacent points is trivial. However, for the second pass which allows a full range
of Euclidean motion, the cost to traverse a straight line that
connects two distant points must be computed. This line is
not likely to pass through grid points exactly. Here the cost
metric at several places (not necessarily at grid points) along
the line must be interpolated. All the points that lie along
gridlines are used, and each point is linearly interpolated
from its two closest grid points.
Now our path planning procedure takes a cost function defined on a uniform grid, with non-uniform edge weights, and
computes the path that minimizes the cost function while
allowing a full range of Euclidean motion.
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Shortest Anisotropic Paths with Few Bends is NP-complete
Mustaq Ahmed∗

Anna Lubiw∗
a line segment is steep if it makes an angle less than
ψ with a vertical line. For any two points a and b
in a common face, the weight of segment ab is |ab| if
ab is not a steep segment, and is infinity otherwise.
A direction in a face is called a critical direction
if it makes an angle ψ with a vertical line. A bend
on path P is a point where P changes its direction.
To be precise, segments ab and bc bends at b if ab
and bc are not collinear (our proof works even when
a bend is defined in a planar unfolding of the faces).
We use two elementary gadgets in our construction. The first one is a Splitter which “splits” a
SAP into two SAPs with exactly two bends each.
A Splitter consists of three faces bounded by edges
parallel to the x-axis, as shown in Fig. 1(a). Faces
f0 and f2 are horizontal, and the slope of face f1
is such that the angle between the two critical directions in this face is π2 . Clearly, any SAP from a
point p0 ∈ e0 to edge e3 leaves e0 along the direction
of the y-axis and reaches e3 in the same direction.
Moreover, the SAP reaches e3 at a point in p3 p′3 .
Now the SAP from p0 to any point in the interior
of p3 p′3 has at least three bends, but the SAP from
p0 to either p3 or p′3 has exactly two bends. Thus
each SAP from a point in e0 to edge e3 splits into
two SAPs with two bends. Using the same gadget,
two SAPs from edge e0 to edge e3 can be merged
together to reach a single point in e3 . We can have
any desired gap between the two SAPs in f2 since
the gap is twice the distance between e1 and e2 .
The other elementary gadget is a Blocker, which
is simply a rectangular hole in a horizontal face,
as shown in Fig. 1(b) (we can also use rectangular
pyramids instead). Any SAP from e0 to e1 that
encounters the Blocker must travel around it, which

In the shortest anisotropic path (SAP) problem [7], the goal is to minimize the weighted length
of a path on a triangulated terrain, where the weight
of a path segment ab depends both on the face containing ab and the direction of ab. The problem
is a generalization of the weighted region problem.
Several papers [3, 5, 8, 9] give approximation algorithms for SAPs. It is known (see, e.g., Lanthier
et al. [5]) that a SAP can have many bends in the
interior of a face, and there can be infinitely many
SAPs even between two points in a common face. In
practice, however, not all of these SAPs are equally
good. For example, for robot motion planning, a
SAP with fewer bends is preferable because a robot
needs extra time and energy to change its direction
at a bend. It is therefore natural to look for a SAP
with a limited number of bends. We show here that
the problem is hard:
Theorem. Deciding if there exists a SAP of length
at most L that has at most k bends is NP-complete.
Our proof uses a reduction from 3-SAT following
the idea of Canny and Reif’s hardness result [2] for
shortest paths among obstacles in 3D, though our
gadgets are different as our paths lie on a 2D surface.
Our problem is a bicriteria shortest path problem.
See Mitchell [6, Sec. 4] for a survey and Daescu et
al. [4] for more recent approximation algorithms.
Many shortest path problems including
anisotropic and bicriteria problems share the
interesting feature that although approximation
algorithms are the best results known, hardness
proofs seem elusive. For example, the complexity
of finding a shortest k-link path in a polygon is still
open. Arkin et al. [1] give some hardness results
for bicriteria shortest path problem, in particular
proving that in a polygon with holes, minimizing
length and total turn is NP-hard.

e0

p0

p1

f0

z
y

Construction
f1

We use a simple direction-dependent weight function, defined as follows. Given an angle ψ ∈ [0, π2 ),

x

e1

p2
f2

e2
p′2
p3

e0
e3
p′3

(a)

∗
David R. Cheriton School of Computer Science, University of Waterloo, Canada, {m6ahmed,alubiw}@uwaterloo.ca

e1

(b)

Figure 1: (a) A Splitter. (b) A Blocker.
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whose truth assignments do not conform to the corresponding literal. A Literal Filter consists of a
Blocker and a sequence of n Shufflers. A Shuffler
makes a perfect shuffle of the paths in the path bundle (Fig. 3). The position of the Blocker in a Literal
Filter depends on the corresponding literal, in the
same manner as in Canny and Reif [2].
The paths in the path bundle that “survive” all
the blockers (i) have exactly 4mn + 8m + 4n bends
each, and (ii) are of equal length. Although each
Shuffler halves the gap between consecutive paths
in the path bundle, each coordinate in the entire
construction can still be specified using an O(mn)bit integer. The proof of the theorem follows.
(We thank Anil Maheshwari for useful discussion.)

costs more in terms of length and bends.
Given a 3-SAT instance with n variables and m
clauses, we first construct as follows a polynomial
sized terrain that has exactly 2n SAPs with a limited
number of bends. We pick two points s and t on
the y-axis, and then add n Splitters near s and n
Splitters near t as shown in Fig. 2(a), so that we
have from s to t exactly 2n SAPs with 4n bends each
(note that for the ease of discussion, we unfold our
Splitters onto the xy-plane). We call this sequence
of SAPs the path bundle.
The paths in the path bundle are then labeled
with the integers from 0 to 2n − 1, from right to left
in Fig. 2(a). Each path now represents one possible
truth assignment for the n variables, with the ith bit
of the label giving the “value” of the ith variable.
We then add to the middle face of the terrain in
Fig. 2(a) a sequence of Clause Filters, one for each
of the m clauses—a SAP can pass through such a
filter if the truth assignment corresponding to the
SAP satisfies the clause corresponding to the filter.
A Clause Filter consists of the following gadgets: (i)
A Tripler that splits the path bundle into three bundles, each containing the labeled paths in their original ordering. The Tripler consists of two Splitters
and a Blocker. (ii) A Reverse Tripler that merges
the three bundles from a Tripler into one path bundle. It is similar to a Tripler. (iii) Three Literal Filters, one for each literal in the corresponding clause.
A Literal Filter in a Clause Filter blocks the SAPs
s
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Figure 2: (a) The path bundle in the initial terrain.
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Abstract
We present a methodology to model surface fire propagation over a complex heterogeneous
landscape. This problem is an intricate one as a fire propagation velocity and direction depend
on diverse dynamic factors (weather conditions, wind speed, fuel conditions) and static factors
(terrain, fuel distribution and types). Accurate modeling of fire spread as a continuous phenomenon has to take these numerous factors into consideration which can be expensive in time
and computation. As we intend to apply this methodology as a part of emergency evacuation
planning, we are interested in efficient, effective and fast ways of evaluating fire spread within a
region. For evaluating surface wildfire propagation through a complex heterogeneous landscape,
we introduce a polynomial time algorithm based upon a Delaunay triangulation, shortest path
algorithms and mesh refinement. The presented approach utilizes Delaunay triangulation, as a
special data structure, to compute the minimum travel time path for a fire event and serves as
a first approximation to evaluate wildfire propagation time. As fire growth depends greatly on
the non-linear direction of fire perimeter expansion, the Delaunay triangulation refinement is
utilized to capture fire expansion in the direction of fastest spread. We will demonstrate that
the proposed technique for fire propagation modeling is scalable, adaptive, and effective, as it
benefits from the special computational and algorithmic properties of Delaunay triangulation.
We provide a concise formulation of this research problem as a network optimization model on
the Delaunay graph. In addition, we present the framework, used to design and test the algorithm, which integrates computational geometry, optimization and fire modeling facets of the
problem. The framework is implemented as C++ application with the use of Computational
Geometry Algorithms Library (CGAL), Boost Graph Library (BGL) and a fire growth library
(fireLib). Extensive experimental results are included.

Keywords: Delaunay triangulation, shortest path algorithms, minimum travel time, wildfire modeling
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Routing Multi-Class Traffic Flows in the Plane is Hard
Shang Yang∗

Joseph S. B. Mitchell†

Problem Formulation The input to the Red/Blue paths
problem problem is a polygonal domain P , consisting of
an outer polygon and polygonal obstacles (holes). Two
edges of the outer polygon are designated as the source
and the sink. A thick path is the Minkowski sum of a usual
(thin) source-sink path and a unit-diameter disk centered
at the origin. The holes in the domain, as well as the paths
sought, are of one of 2 types: red and blue. Red (resp.,
blue) paths must avoid red (resp., blue) holes, but may
pass freely through the blue (resp., red) holes. The question is: Given two numbers, r and b, is it possible to route
r red and b blue thick paths so that no two paths overlap.
Motivation Our problem statement is suggested by the
specifics of path planning for air traffic management. The
aircraft differ in their capabilities of going through certain
regions of airspace (e.g., hazardous weather constraints).
In particular, one weather system can serve as an obstacle
for one class of aircraft while being safely passable by another class of better equipped (or larger) aircraft. A good
route planner must take this into account by possibly permitting “stronger” aircraft to fly through certain weather
conditions, which serve as obstacles to “weaker” aircraft.
In this abstract we present the following result:
Theorem 1 The Red/Blue paths problem is NP-hard.
We reduce from the INDEPENDENT SET. Let G be a
graph with n vertices. In the independent set problem, the
question is: Given an integer k, do there exist k vertices
of G no two of which are connected by an edge? Starting
from G, we construct an instance of the Red/Blue paths
problem as follows.
For each vertex of G we create a vertex gadget (Figure 1(a)). We stack the n vertex gadgets one on top
of another, forming the vertex part of the construction
(Fig. 1(b)).
∗ CS
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For each edge of G we create an edge gadget. To build
the gadget, we first create an 8n-by-8n square with top
and bottom sides being red segments; we put n equally
spaced blue segments of height 4 along the right side of
the square (Fig. 1(c)). If edge e is incident to a vertex
i, we add length 1 to the top and the bottom of the ith
obstacle in the edge gadget corresponding to e (thus, there
are exactly two stretched obstacles in each edge gadget).
Finally, the top and the bottom boundary of each edge
gadget are shifted by 1 up and down (Fig. 1(d)).
To finish the construction we put the vertex part and the
m edge gadgets side by side from left to right; we align the
obstacles in the edge gadgets with the rightmost obstacles
in the vertex part (Figure 2). We claim that there exists an
independent set of size k in G if and only if 8(n − k) red
and 4k blue paths can be routed all the way from the left
of the construction to the right.
First, suppose there is an independent set of size k in
G. Route four blue paths through each vertex gadget that
corresponds to a vertex in the independent set; route eight
red paths through the other gadgets. We claim that the
paths may pass through all edge gadgets. Indeed, consider
one edge gadget. If the gadget did not have obstacles with
additional length, the paths could go through the gadget
just in the same way they came out of the vertex gadgets.
Adding height 1 to the top and bottom of an obstacle in
the gadget may have a pair of blue paths shifted up and
down, causing also shifting of the other paths. But since
the blue paths go through vertex gadgets that collectively
correspond to an independent set, there is at most one pair
of shifted blue paths within one edge gadget. Thus, the
shifted paths will fit into the extra space at the top and the
bottom. This proves that if there is an independent set of
size k in G, there exist 8(n − k) red and 4k blue paths in
our instance of the Red/Blue paths problem.
On the other hand, in order to route 8(n − k) red and
4k blue paths, the blue paths have to go, in quadruples,
through some k vertex gadgets. Due to the stretched obstacles, the vertex gadgets must correspond to an independent set in G.
Open Problem Finding an approximate solution to the
Red/Blue paths problem is open.
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Figure 1: (a) Top: the vertex gadget is an 8-by-8 square with top and bottom sides being red segments; there are three
blue obstacles inside the gadget, each is a vertical segment of height 4. (a) Middle and bottom: if the paths, going
through the gadget are of one color, they are either (at most) four blue paths or (at most) eight red paths. (b): the vertex
part — n stacked vertex gadgets. (c): each edge gadget is built from an 8n-by-8n square with n blue obstacles, each
being a height-4 blue segment. (d): in the gadget for an edge (i, j), we stretch ith and jth obstacles by adding length 1
to each of them, both from above and from below; also the top and the bottom sides of each edge gadget are shifted
by 1 up and down.
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Figure 2: The vertex part and the edge gadgets are put one after another. This example shows the construction for the
graph on the left. Stretching the obstacles shifts the paths by 1 up and down; the shifted paths fit fine into the gadgets
because the top and the bottom of the gadgets were shifted by 1 too.
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Abstract—We propose a generic routing table design principle
for scalable routing on networks with bounded metric growth.
Given an inaccurate distance oracle that estimates the graph
distance of any two nodes up to constant factor upper and
lower bound, we augment it by storing the routing paths of
pairs of nodes, selected in a spatial distribution, and show that
the routing table enables 1 + ε stretch routing. In the wireless
ad hoc and sensor network scenario, the geographic locations
of the nodes serve as such an inaccurate distance oracle. Each
node p selects O(log n loglog n) other nodes from a distribution
proportional to 1/r2 where r is the distance to p and the
routing paths to these nodes are stored along the paths in the
network. The routing algorithm selects links conforming to a set
of sufficient conditions and guarantees with √
high probability 1+ε
stretch routing with routing table size O( n log n loglog n) on
average for each node. This scheme is favorable for its simplicity,
generality and blindness to any global state. It is a good example
that global routing properties emerge from purely distributed
and uncoordinated routing table design.

I. I NTRODUCTION
The problem we study in this paper is a fundamental one:
how to exploit the geometric properties in a sensor network for
routing table design, in particular, what routing paths should
be kept in the routing table, such that the average routing table
size is small, the path stretch is close to optimal (1+ε for any
given ε > 0), and both the preprocessing and the routing can
be achieved by the nodes making decisions on their own, blind
to any global state?
More precisely, given an inaccurate distance oracle O,
how to design compact routing tables to help deliver messages
in a large scale sensor network.
For an example, in the sensor network setting, one can use
the Euclidean distance to approximate the hop count distance
of two nodes in the network. This is a reasonable model that
does not assume unit disk graphs. It also allows for inaccurate
localization.
We represent the oracle’s distance estimate between nodes
p and q by d(p, q), and the true but possibly unknown graph
distance between p and q by σ(p, q). The oracle is then
modeled by two positive constants δ1 and δ2 and the guarantee
δ1 d(p, q) ≤ σ(p, q) ≤ δ2 d(p, q).
With any inaccurate distance oracle, the solution we propose
for routing is to augment in the routing table paths between
pairs of nodes that are not immediate neighbors, these paths
are called virtual links, or long links. In particular, for some
selected pairs (u, v) a path between u, v, P (u, v), is recorded
in the routing table of all nodes on this path. Based on a set
of sufficient conditions, we define a forwarding region (see
Fig. 1) from which p selects the next hop in the path. If

the selected node x is a neighbor through a long link, then
the routing information stored on the path P (p, x) is used to
deliver the message to x. Node x then repeats an identical
procedure to advance the message. Now the question is, what
long links should each node build and which node should be
selected in the routing stage, without knowing the global state,
such that the routing table size is small, the path stretch is low,
and delivery rate is high?
II. ROUTING WITH SPATIAL DISTRIBUTIONS
In this section we describe the idea of using spatial distribution to route with 1 + ε stretch in a suitable metric space M.
We assume that a node is able to get the approximate distance
d(p, q) from just the names of p, q. The implementation of
this distance oracle is beyond the scope of this short abstract.
When the long links are carefully chosen the delivery rate is
high and the routing stretch is low. Due to lack of space, we
can only present the core intuitions and theorems here. A full
version containing all proofs is available online [5].
Accurate distance oracle. To demonstrate the basic concept,
we first consider the case in which the oracle is in fact
accurate, that is, d = σ. The objective is to recursively build
a route from s to t with the help of the long links. Suppose s
takes a long link to node p, then we want σ(s, p) + σ(p, t) to
be not very large compared to σ(s, t):
σ(s, p) + σ(p, t) ≤ γ · σ(s, t),

(1)

Where γ ≥ 1 is a parameter depending on ε. Observe that
inequality (1) defines an ellipse in R2 with s and t at foci.
Now we impose an additional restriction that moving from s
to p implies a certain progress in direction of t. In particular,
p is closer to t by a factor of at least 0 ≤ β ≤ 1:
σ(p, t) ≤ β · σ(s, t).

(2)

This describes a disk centered at t.
Next, we select γ and β such that the selection procedure
enforced by inequalities (1) and (2) when applied recursively,
produces a path of stretch at most 1 + ε:
R(s, t) ≤ (1 + ε) · σ(s, t),

(3)

where R gives the length of the path created recursively.
A forwarding region Fε (s, t) is a set of points p in M
from which s can select p satisfying the relations above. The
following lemma gives a precise relation:
Lemma 2.1. Values of γ and β satisfying γ + εβ ≤ 1 + ε constitute the forwarding region, with the equality corresponding
to the region boundary.
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2

It is easy to see that γ must lie in the interval [1, 2+3ε
2+ε ] for a
given ε. For each value of γ, we have a region Hγ,ε (s, t) ⊆ M
which is the intersection of the ellipse bounded region and
the disk. Thus, formally, the forwarding region is the union:
Fε (s, t) = ∪γ Hγ,ε (s, t). See Figure 1.

Fig. 1. (i) Boundary of Fε as intersection of ellipses and circles. (ii)
Forwarding regions for different values of ε from 0.2 to 2. (iii) Forwarding
regions for different values of ε from 0.2 to 2 for approximate oracle. Observe
that in this case the forwarding regions are smaller and source s is not in the
forwarding region. This is due inaccurate distance estimates and necessitates
the use of long links - without which s cannot access the forwarding region.

Approximate distance oracle. For approximate distance oracles, it would be sufficient to guarantee the following inequalities (corresponding to relations (1)-(2) respectively):
δ2 d(s, p) + δ2 d(p, t) ≤ γδ1 d(s, t)
δ2 d(p, t) ≤ βδ1 d(s, t)

(4)

It can be verified that lemma 2.1, with the same boundary
condition holds here as well. Figure 1 shows the forwarding
regions for the euclidean case, with accurate and inaccurate
oracles. Note that the shape of the forwarding regions is
independent of the distance between the two nodes in question.
In a sensor graph setting, we use the (upper and lower)
bounded growth rate model. If we place at most a constant
number of sensor nodes inside any unit disk and the holes in
the sensor networks are not very fragmenting, the number of
nodes at k hops from a node p will be around Θ(k).
In general, we consider a graph such that number of nodes
in an r neighborhood |Nr (p)| = Θ(rρ ). Note that the diameter
D of such a graph is bounded by Θ(n1/ρ ).
A. Routing table construction
To build the routing table, we use a spatial distribution
(see [3]) of directed links. In particular, for nodes p and q
separated by a distance r, the probability of a directed link pq
being built is proportional to 1/rρ .
Theorem
node it is sufficient to select
³¡ ¢ 2.2. From each
´
O(ρ)
O 2ε
ln n ln ln n links, to guarantee a link in the forwarding region for every possible destination with probability
1 − 1/ logΘ(1) n.
The theorem above describes a guarantee for a suitable link
to a forwarding region to exist. However, we still need to prove
the existence of a path of (1 + ε) stretch for a given routing
request, that will take us to within a small constant distance
of the destination. This can in fact be done :
³¡ ¢
´
O(ρ)
Theorem 2.3. It is sufficient to select O 2ε
ln n ln ln n
long links per node to guarantee a path of stretch at most 1 + ε
1
.
with probability at least 1 − ρ logΘ(1)
n
And the routing table size is not too large.

Theorem 2.4. ³The average routing table´size of the scheme is
¡ ¢O(ρ) 1/ρ
bounded by O 2ε
n ln n ln ln n .
In the case of sensor networks in a plane (ρ ≈√2), for a given
stretch ε, this amounts to a table size of O ( n ln n ln ln n)
per node.
III. I MPLEMENTATION AND S IMULATIONS
We simulated our scheme using Euclidean distance as a
distance oracle, and compared simulations with VRR [1] and
S4 [4] on different topologies with varying node density and
hole distributions. We found that in networks of 1000-2000
nodes, the scheme achieves a delivery rate of 99% or more
with 6 − 7 long links per node. To achieve this delivery rate, it
requires a smaller routing table than VRR and S4 in all cases.
It achieves stretch equal or comparable to S4 and better than
VRR in all cases.
For networks that are do not satisfy suitable deployment
criteria, Euclidean distance is not a very good oracle. In such
cases, it may be necessary to build an oracle in the network
itself. We simulated an oracle based on random landmarks in
the network. It can be shown that flooding from O(ln n ln ln n)
landmarks suffice to select long links for each node with the
correct spatial distribution. Also, the shortest path tree from
the flood automatically creates the routes for the long links at
no extra cost, implying very small routing tables per node.
In simulations, we used the centered distance metric described in [2]. The results show that the scheme achieves a
very small stretch and good delivery rates with very small
routing tables compared to other schemes.
IV. C ONCLUSION
This scheme is not specific to sensor networks. It does not
rely on graphs being unit-disk or quasi-unit-disk in a euclidean
space. The concept of forwarding region applies to any metric
space, while the bounds for number and storage costs of long
links applies to any suitably growth bounded metric space.
As such, these concepts can be applied to relatively large
classes of graphs to produce self organizing distributed routing
schemes with strong guarantees. The design of approximate
distance oracles for the landmark scheme remains a challenge
and will be addressed in future work on this topic.
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Resolving Loads with Positive Interior Stresses (Extended Abstract)
Günter Rote

1
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Problem Setting

knowns v1 , . . . , vn (each of the vi is a 2d vector):
hvi − vj , pi − pj i
hvi − vj , pi − pj i
Pn
Pin vi ⊥
i hvi , pj i

Let P = {p1 , . . . , pn } be a point set in the plane and
let F = {f1 , . . . , fn } be a set of forces (2d vectors) such
that fi acts on pi . We call the set F load. Let G(P, E)
denote a framework that is based on P with edge set E.
A stress ω is a (symmetric) assignment of scalars to the
edges of a framework. A framework resolves a load if
∀pi :

X

ωij (pi − pj ) = fi .

2
∀i, j ≤ n,
≥ hpi , p⊥
j i
⊥ 2
= hpi , pj i (i, j) ∈ conv(P ),

(2)

= 0,
= 0.

(3)

The PPT-polytope is a simple polytope with dimension 2n − 3. Hence, a corner of it is specified by 2n − 3
tight inequalities. (We consider the equation of the
convex hull edges as tight inequalities.) The pointed
pseudo-triangulation that is associated with a specific
corner is given by the edges induced by the tight inequalities.
Pn
We study the minimization of the function i hvi , fi i
over the PPT-polytope given by (2) and (3) (in the following considered as primal program). Let us assume
that the primal program has a unique solution. The
constraints of the corresponding dual program have the
following form:

(1)

(i,j)∈E

If the load F produces a linear or angular momentum it cannot be resolved by any framework.
ThereP
fore we restrict ourselves to loads with pi fi = 0 and
P
⊥
⊥
pi hpi , fi i = 0. (The vector pi denotes pi rotated
by 90 degrees.) If a framework can resolve any load it
is called statically rigid. Static rigidity is an equivalent
condition for infinitesimal rigidity (see [3]). In general a
statically rigid framework cannot avoid negative stresses
on interior edges for some loads.
We are interested in a framework that fullfils (1) with
a stress that is positive on every interior edge. We look
at special candidates for these frameworks, the so-called
pointed pseudo-triangulations. A pseudo-triangulation
of P is a partition of the convex hull of P into polygons
with three corners such that every pi is part of some
polygon. We call a pseudo-triangulation pointed if every point is incident to an angle greater 180 degrees.
A pointed pseudo-triangulation is the embedding of a
minimal rigid graph, and hence statically rigid. For a
comprehensive discussion on pseudo-triangulations we
direct the reader to the survey by Rote, Santos and
Streinu [7].

2

†

1≤i≤n :

n
X

uij (pi − pj ) + t + rp⊥
i = fi .

(4)

j=1

The variables t and r are a result of the equations (3).
For every possible interior edge we obtain by LP duality
the dual constraint
uij ≥ 0.
By complementary slackness we can argue that if in the
solution of the primal a constraint is not tight (there
is no edge defined by this inequality) then in the dual
the corresponding dual variable uij is zero. Thus, a
(non-zero) uij appears only on the edges of the primal
solution.
We observe that the dual variables that come from
the conditions (3) are the only difference between (4)
and (1). Fortunately, we can show that under our assumptions the variables t and r can only be zero.

LP Formulation

There exists a high-dimensional polytope whose corners correspond to the pointed pseudo-triangulations a
point set can have [6]. This polytope is called PPTpolytope and has the following description in the un-

Theorem 2.1 If the load in the primal program has no
linear and angular momentum then we have for the dual
variables t = 0 and r = 0.
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As a consequence of Theorem 2.1 the dual variables uij
define a stress that resolves the load F and is positive
on every interior edge. Hence, the solution of the primal program computes a framework with the desired

1
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property. Since we assumed that the primal solution
is unique there is for any load exactly one pointed
pseudo-triangulation that resolves it with positive interior stress.
Instead of considering all pointed pseudotriangulation of P we can study these pointed
pseudo-triangulations that contain a prescribed set of
edges Ec . We modify the PPT-polytope and make all
inequalities that refer to edges in Ec tight by turning
them into equations. As long as Ec is non-crossing
and leaves an angle greater 180 degrees at every vertex
we can complete Ec to a pointed pseudo-triangulation
[8]. Hence, the modified PPT-polytope represents a
non-empty facet of the original PPT-polytope.
Forcing edges to appear in the framework has the following consequences for our LP approach: Since the inequalities of Ec are now equations we have no information about the sign of the corresponding dual variables
uij . In other words, the edges Ec behave like convex
hull edges. This is the only difference – for all other
interior edges we still have uij ≥ 0.

3

Optimal Pointed Pseudo-Triangulations of Polygons. Let S be a simple polygon with point set P and
h be a height assignment for P . Actually, the heights hi
are considered as upper bounds of the height the point
pi can realize. The maximal surface that respects these
upper bounds and that is convex on the interior of S
projects vertically down to a pseudo-triangulation PT h
[1]. PT h can be constructed by an O(n2 ) flip sequence
– each flip might require O(n3 ) time [2].
Assume that all corners of S lie on the convex hull
of P . In this scenario the load resolving method can
be applied to compute PT h faster than in O(n5 ). We
apply the dualism between 3d polyhedra and stresses
on planar embeddings that resolve the everywhere-zero
load (Maxwell-Cremona [4]). We built a 3d polyhedron
that consists of a lower part (a pyramid that spans the
lifted points of the convex hull of P ) and an upper part
that refers to the lifting of PT h . By the results of [1] the
heights realized on the corners of S are exactly hi . We
compute a stress on the pyramid edges that (1) induces
a load that is zero on the apex and (2) induces a lifting
that gives the heights hi for the corners of S. We apply
the load resolving method (with edge constraints given
by the polygon edges) to compute the upper part of the
polyhedron. Due to the positive interior stress we know
that the upper half is convex.

Applications

Constructing Regular Meshes. Let G = (P, E)
be a non-crossing straight-line embedding in the plane
called mesh. If there exists some stress for G that resolves the everywhere-zero load with positive interior
edge weights then we call G regular. Usually regularity
is defined by convex liftings, but due to the MaxwellCremona correspondence our definition is equivalent
(see [4, 10]).
A regular mesh is necessary for the discretization of
a process described by the Laplace equation [9]. It is
easy to construct a regular mesh for a given point set
P : the Delaunay triangulation is always regular. On
the other hand the underlying graph might have a completely different combinatorial structure and is therefore
not a good model for the discretization.
We sketch a method how to construct a regular embedding by switching some of the edges. We first
compute a stress on G that uses only a few negative
edges (we omit the details here). We delete the edges
with negative weights and obtain
P a stressed embedding
G0 = (P, E 0 ). In G we had (i,j)∈E ωij (pi − pj ) = 0,
but in G0 the stressed
P edges sum up to a possible nonzero vector fi0 := (i,j)∈E 0 ωij (pi − pj ). It can be observed that the load given by fi0 has no linear or angular
momentum. We apply our load resolving method and
construct a pointed pseudo-triangulation P T that resolves the fi0 s with a stress that is positive on the interior
edges. Clearly, the union of P T and G0 gives a regular
mesh that contains many edges of G. The mesh might
contain crossings but applying Bow’s trick [5] gives a
planarized embedding at the expense of new vertices.
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Abstract

x
fine Xv to be the set of points x ∈ S such that |x|
· v ≥ 0.
The Tukey depth (of the origin) can be defined formally
as minv∈Rd |Xv |. To generalize this, we replace the 0
in the definition of Xv with a constant c ∈ (−1, 1), to
x
get Xv,c = {x ∈ S| |x|
· v ≥ c}. The θ-cone depth
for a cone with half-angle θ/2 is minv∈Rd |X v ,− cos θ |.
2
|v|
Equivalently, the cone depth of p is n minus the maximum
number of points that may be contained in the interior of
a cone with apex at p. In particular, Tukey depth is equivalent to 180◦ -cone depth. In this note, we focus on the
interesting properties of the 90◦ -cone depth.

We generalize the Tukey depth to use cones instead of
halfspaces. We prove a generalization of the center point
theorem that for S ⊂ Rd , there is a point s ∈ S, with
n
depth at least d+1
for cones of half-angle 45◦ . This gives
a notion of data depth for which an approximate median
can always be found among the original set.

1 Cone Depth
Many different notions of data depth have been proposed
as ways to generalize the rank and the median of an ordered list to the case of higher dimensional point sets.
Several nice surveys are available on different depth measures and how to compute them [GSW92, Alo01, FR05].
One of the most enduring definitions of data depth is the
Tukey depth, also known as the half-space depth.
The Tukey depth of a point p relative to a point set S
is defined as the minimum number of points on one side
of any hyperplane through p. The Center Point Theorem
states that there exists a point in Rd with Tukey depth at
n
. Because no point can have Tukey depth greater
least d+1
n
than 2 , a center point is a constant-factor approximate
median.
One difficulty of traditional measures of data depth is
that the median (or even an approximate median) is often not among the points in the set. Popular depth measures such as the Tukey depth and simplicial depth have
the property that if the set S is in convex position then the
depth of every s ∈ S is 0. Thus, they may not give much
information about the relative depth of the original set.
We introduce the cone depth, a natural generalization
of Tukey depth in which the halfspace of points is treated
as a cone of half-angle 90◦ . Let v be a unit vector and de-

2 The Main Result
The main result is that among any set of points, there is
always one that has linear 90◦ -cone depth. We call such a
point a center vertex.

c

v

Figure 1: The point c is a center point and v is a center
vertex.
Theorem 2.1 For all n point sets S ⊂ Rd , there exists a
n
vertex v ∈ S with 90◦ -cone depth d+1
.
1
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n
d+1

n
− (k − 1). It follows that at least least 2(d+1)
points
n
in S have depth at least 2(d+1) . Thus, the average depth
n
of a point in S is at least 4(d+1)
2.
The linear expected depth of the points in S may have
ramifications for randomized algorithms, as it implies that
a randomly chosen point can be used to generate a roughly
balanced geometric partition of S. Moreover, one can find
a point with linear depth with high probability in sublinear
time. This is accomplished by first finding an approximate
center point using methods from [CEM+ 93]. This will
achieve a point c that has Tukey depth Ω( dn2 ) with high
probability. Sampling a constant number of points and
returning the closest to c will have linear cone depth with
high probability.

Proof: Let c be a center point for the set X, i.e. c has
n
Tukey depth d+1
. Let v be the nearest point in S to c.
Let C be any 90◦ cone with apex at v. If c ∈
/ C then
there exists a plane P through c such that the cone C lies
entirely on one side of P . In this case, the theorem follows
directly from the center point theorem.
We now consider the case where c ∈ C. We choose
a vector vc = (c1 , . . . , cd−1 , −cd ) to define a plane P
through the point c. Because c is a center point, there are
dn
points above P . To prove the theorem, it will
at most d+1
suffice to show that there are no points both in the cone C
and below P .
Cone depth is invariant under dilation and rigid transformations so we may assume without loss of generality
that v is at the origin, the cone axis is (0, . . . , 0, 1), and
|c| = 1. Suppose for contradiction that there exists a point
p ∈ S inside the cone and below P . Since p is below P ,
we can write it as p = kc + tq where k ∈ [0, 1], q · vc = 0,
and |q| = 1. Since p ∈ C, we know that 2p2d > |p|2 .
Substituting p = kc + tq in this inequality yields the following.

4 Some Open Problems

We conclude with several interesting problems related to
cone depth that remain open. Is 90◦ the largest value
for which the existence of a center vertex is guaranteed?
Given a point p ∈ Rd , how fast can we compute the cone
2(k 2 c2d + 2ktcd qd + t2 qd2 ) ≥ k 2 + 2kt(c · q) + t2
depth of p? Given a set of points S ⊂ Rd , how fast can
we find a center vertex deterministically? How fast can
Since q · vc = 0, it follows that q · c = 2cd qd . Substituting we find a point of maximal cone depth?
this in the above inequality, we get
2(k 2 c2d + t2 qd2 ) ≥ k 2 + t2 .

References
2

2cd −1
[Alo01]
We can rearrange this to see that t2 ≤ k 2 (1−2q
2 . If θ is
d)
the angle that c makes with the cone axis then cd = cos θ
2c2d −1
[CEM+ 93]
and qd ≤ sin θ. Therefore, c2d + qd2 ≤ 1 and 1−2q
2 ≤ 1.
d
We can conclude that t ≤ k. Thus, |c − p| ≤ |c − ck| +
t < (1 − k) + k < 1. This is a contradiction because
we assumed that v was the nearest point in S to c and
|c − v| = 1.

[FR05]

3 Expected Depth

Theorem 2.1 says that among S, there is a point with linear 90◦ -cone depth. The proof of this theorem indicates
a way to lower bound the expected depth of any point in
S. In the proof, we showed that nearest s ∈ S to a center [GSW92]
n
. The same arguments can be used
point c has depth d+1
to show that the k-th nearest s ∈ S to c has depth at least
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Abstract
Bárány, Hubard, and Jerónimo recently showed that for given well separated convex bodies
S1 , . . . , Sd in Rd and constants βi ∈ [0, 1], there exists a unique hyperplane h with the property
that Vol(h+ ∩ Si ) = βi ·Vol(Si ); h+ is the closed positive transversal halfspace of h, and h is a
“generalized ham-sandwich cut”. They prove an analogous result for other well-separted sets in
Rd that support suitable measures. Here we give alternative, simple proofs that were discovered
while developing an algorithm to compute a cut for discrete sets of points. We also strengthen the
original result by showing that the conditions assuring existence and uniqueness of generalized cuts
are also necessary.

1

Introduction.

Given d sets S1 , S2 , ..., Sd ∈ Rd , a ham-sandwich cut is a hyperplane h that simultaneously bisects
each Si . “Bisect” means that µ(Si ∩ h+ ) = µ(Si ∩ h− ) < ∞, h+ , h− the closed halfspaces defined by h
and µ a suitable, “nice” measure on Borel sets in Rd , e.g., the volume. The well known ham-sandwich
theorem guarantees the existence of such a cut. As with other consequences of the Borsuk-Ulam
theorem [6] there is a discrete version that applies to sets P1 , . . . , Pd of points in general position in
Rd , under counting measure. This can be proved using a standard argument that takes the average
of n probability measures, one centered at each data point. The variance of the measures is decreased
to zero, and one argues about the limit of the cuts (see [4] or [6]). However Lo et. al [5] gave a direct
combinatorial proof for the discrete ham-sandwich theorem. An important consequence was that this
particular proof became the basis for an efficient algorithm to compute ham-sandwich cuts for sets of
points.
In a similar vein, Bereg [3] studied a discrete version of a result of Bárány and Matoušek [2] that
showed the existence of wedges that simultaneously equipartition three measures on R2 (they are
called equitable two-fans). By seeking a direct, combinatorial proof of a discrete version (for counting
measure on points sets in R2 ) he (i) was able to strengthen the original result and (ii) also obtained a
beautiful, nearly optimal algorithm to construct an equitable two-fan.
The present paper is in the same spirit. The starting point is a recent, interesting generalization of
the ham-sandwich theorem. Bárány, Hubard, and Jerónimo [1] pursued the possibility of hyperplanes
∗
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that cut off a given fraction (not necessarily 1/2) of each set. They focused on well-separated sets (a
family S1 , . . . , Sk of k ≤ d + 1 connected sets in Rd is well-separated if, for every choice of xi ∈ Si , the
affine hull of x1 , . . . , xk is a (k − 1)-dimensional flat in Rd ) and proved
Proposition 1 Let K1 , ..., Kd be well separated convex bodies in Rd and β1 , . . . , βd given constants
with 0 ≤ βi ≤ 1. Then there is a unique hyperplane h ⊂ Rd with the property that Vol(Ki ∩ h+ ) =
βi ·Vol(Ki ), i = 1, . . . , d.
Here h+ denotes the closed, positive transversal halfspace defined by h: that is the halfspace where,
if Q is an interior point of h+ and zi ∈ Ki ∩ h, the d-simplex ∆(z1 , ..., zd , Q) is negatively oriented [1].
Specifying this choice of halfspaces is what allows h to be uniquely determined. Bárány et. al. gave
analogous results for such generalized ham-sandwich cuts for other kinds of well separated sets that
support suitable measures.
We were interested in a version of Proposition 1 for n points partitioned into d sets in Rd ; i.e.,
points in S = P1 ∪ · · · ∪ Pd , Pi ∩ Pj = φ, i 6= j, |S| = n. For this context we use the definition that point
sets P1 , ..., Pd are well separated if their convex hulls, Conv(P1 ), . . . , Conv(Pn ), are well separated.
and in [7] we gave a direct combinatorial proof of a discrete version of Proposition 1.
One benefit of that proof was the O(n(log n)d−3 ) algorithm that it inspired (see [7]). In the present
paper we exhibit two others. The ideas in that proof lead to an alternative proof of Proposition 1,
simpler than the original one. In addition we can obtain a stronger result by showing that the
conditions for generalized cuts are also necessary:
Corollary 2 Let K1 , ..., Kd be convex bodies in Rd . If, for every choice of βi ∈ [0, 1], i = 1, . . . , d,
there is a unique hyperplane h ⊂ Rd with the property that Vol(Ki ∩ h+ ) = βi ·Vol(Ki ), i = 1, . . . , d,
then the sets are well-separated.
We prove the Corollary, and give the new proof of Proposition 1, both for convex bodies in Rd ,
and for other connected sets that support suitably nice measures.
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1 Introduction

center. Given the fact that we are dealing just with a two dimensional projection, these segments correspond more genWe study a family of visibility and surveillance problems erally to surfaces in the full three dimensional problem.
arising in data centers that are similar to art gallery problems. In traditional art gallery problems (see [3], [4], [5]
and [6]) an entire polygonal region must be kept under 2 Results
surveillance. In our case it is a prescribed collection of line
segments in the interior of the polygon which must be kept We note that the data center in Figure 1 is almost rectanguunder surveillance. Czyzowicz, Rivera-Campo, Urrutia and lar. This is typical of data centers we have studied. Hence,
Zacks [2] studied a similar problem to ours (an analog of in what follows we consider problems with a rectangular
Lemma 1, case 3), but without the presence of a boundary. boundary. Secondly, we note that there are certain objects
With power costs escalating, there has been increasing in the data center that can potentially block the field of view
emphasis on keeping power consumption in data centers as of a camera. However, these field of view blocks tend not to
low as possible. With this objective in mind, care has been impinge upon the field of view for reasonable camera placegiven to modeling the flow of air around IT and facilities ments. There is one exception, namely the objects which
equipment in data centers to quickly detect emerging hot we must keep under surveillance also serve as field of view
spots and optimize the use of air conditioning delivered via blocks. We thus ignore the possibility of field of view blocks
which are not themselves objects which must be kept under
CRAC (Computer Room Air Conditioning) units.
One approach to understanding air flow in data centers is surveillance. Next, surfaces of interest in a data center must
to deploy a large number of static temperature and air pres- be viewed from a prescribed side; in Figure 1 some surfaces
sure sensors and feed this data into a computational fluid dy- need to be viewed from the right and some surfaces need to
namics (CFD) model, as has been done by some of our IBM be viewed from the left. Finally, in the vast majority of data
colleagues in [1]. Another approach is to deploy a signifi- centers we have studied surfaces requiring thermal measurecantly smaller number of infrared cameras, take temperature ment can be thought of as having just vertical and horizontal
readings at all surfaces of interest and as a result dispense orientations, and in many cases, as is the case in Figure 1,
just one of these orientations. Hence, to begin our investiwith, or at least reduce the need to use, CFD models.
gations we consider problems where the objects to be kept
Infrared cameras, however, are much more expensive than
under surveillance are all vertical segments. Segments and
temperature or air pressure sensors so the challenge is to decameras may come arbitrarily close to the boundary but not
ploy as few of these cameras as possible. A sample, relatouch it.
tively small, and somewhat idealized data center, is depicted
We start off with some simple observations:
in Figure 1.
Lemma 1 Given n vertical segments in the plane and a
bounding rectangle,
1. dn/2e cameras are sufficient, and for each n sometimes
necessary, to entirely see all n segments from the left.
2. n cameras are sufficient, and for each n sometimes necessary, to entirely see all segments from both sides (except for the special case where n = 1 which requires
two cameras).
Figure 1. An idealized data center.

3. dn/3e cameras are sufficient, and for each n sometimes
necessary, to entirely see all segments from one side or
the other (solver’s choice).

The basic problem we investigate is that of finding the
minimum number of cameras needed to completely survey
the entire length of all segments of interest in such a data

4. bn/2c + 1 cameras are sufficient, and for each n sometimes necessary, to entirely see all segments from one
side or the other (poser’s choice).
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In data centers, the most realistic scenario is that covered
by the last of these cases.
In thinking about constructing a greedy heuristic for placing cameras, a natural question is the following: Given a
single camera, what is the most, in terms of total length of
segments, that it can see? In this case, we consider only
visibility of segments from the left. If there is no minimum
separation between segments, or limit to the angle of visibility of the cameras, a single camera can see arbitrarily much,
as made precise by the following:

This result is not tight. It would be interesting to obtain a
more precise bound. In this bounded angle case we also
have a hardness result:
Theorem 4 Given n segments which must be guarded from
the left in a bounding rectangle and a limited angle of visibility θ relative to the horizontal, it is NP-hard to decide if k
cameras can entirely see all segments.

We are interested in devising practical heuristics for locating cameras. The next Lemma connects the possible approximation ratio of an algorithm that sees all segments from the
Theorem 2 Given a bounding rectangle of width w and left side (denoted by AL ) and another which sees all segheight h, let d be the minimum horizontal separation be- ments from both sides (AB ).
w
, so that, e.g.,
tween vertical segments with wk < d ≤ k+1
there can be at most k + 1 vertical segments. Then the max- Lemma 5 Suppose AL is a f (n)-approximation algorithm
imum total length of segments visible from a single camera to the problem of seeing all of n segments from the left. Let
AB be defined by applying AL twice, once to see all segments
is h ln k + O(h).
from the left, and a second time, applying the symmetrical algorithm to see all segments from the right and taking the union of all camera locations. Then AB is a 2 f (n)approximation algorithm to the problem of seeing all segments from both sides.

3 Future Work
We hope to extend Lemma 1 to more generically placed segments, develop practical heuristics for camera placements,
potentially with approximation guarantees, and finally, extend Theorem 4 to additional cases.

Figure 2. Placement of camera (small disk at the top left) and segments, so
that the camera sees the maximum total length of segments, for a minimum
segment separation of d = w3 − ε with ε  w3 .
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Figure 3. A camera placement with a limited view angle of θ.
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Reordering Ruppert’s Algorithm
Alexander Rand
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1 Overview

Definition 2. Given a PLC C, the local feature size of
a point p, denoted lfs(p, C) or lfs(p), is the radius of the
Ruppert’s algorithm [6] is an elegant method for gener- smallest disk centered at p that intersects two disjoint feaating size-competitive meshes, but admits a poor worst tures of C.
case run-time. Recent time-efficient Delaunay refinement
Local feature size will always be evaluated with respect
algorithms [2] rely on bounding the the degree of each
intermediate triangulation and thus ensure that all local to the input PLC C, and the second argument will be omitoperations in the Delaunay triangulation are efficient. We ted.
propose a simple alternative to Ruppert’s algorithm which
maintains this additional property that the all intermediate Definition 3. A simplex is unacceptable if it is
• an input point which has not been inserted,
triangulations have bounded degree.
• a segment with a nonempty diametral disk, or
The algorithm combines three main ideas. First, the • a triangle with an angle less than κ◦ .
yielding procedure of Ruppert’s algorithm is eliminated
by instead deleting a nearby circumcenter whenever a 3 Algorithm
midpoint or input point is inserted in the mesh in the spirit
of Chew’s second algorithm [1]. Second, quality of the The following algorithm is very similar to Ruppert’s almesh is maintained before conformity in a similar fash- gorithm: it maintains a queue of unacceptable simplices
ion to the SVR algorithm [2]. Finally, the triangles on and processes the front simplex by inserting its circumthe priority queue are prioritized by circumradius with the center. The main difference from Ruppert’s algorithm is
that quality points do not yield to segments they encroach,
largest simplices processed first.
but when conformality points are inserted, a nearby cirThe resulting algorithm produces a conforming Delau- cumcenter is removed (if it exists).
nay, size-competitive quality mesh. Additionally, there
is an explicit bound on the degree of each triangulation
Algorithm 1 Reordered Ruppert
produced by the algorithm which depends only on the
Initialize the Delaunay triangulation of a bounding box.
minimum angle acceptable for output triangles, denoted
Form a priority queue of all unacceptable simplices.
κ. The algorithm is simple and can be implemented by
while the queue is nonempty do
making a few changes to Ruppert’s algorithm.
Insert the circumcenter q of the top simplex s.
if q is a conformality point then
2 Preliminaries
if nq is a quality point then
Remove nq .
Given a non-acute piecewise linear complex (PLC) C =
end if
(P, S) composed of sets of points and segments, we seek
end if
a refinement C ′ = (P ′ , S ′ ) which conforms to the input
Update the priority queue of unacceptable simplices.
and contains no triangles with angles less than κ◦ . The
end while
algorithm incrementally builds a refinement for this purpose.
When processing queued simplices, triangles are given
the highest priority, followed by input points and finally
Definition 1. Let q ∈ P ′ be a vertex added to the segments. Triangles are prioritized by circumradius with
larger triangles processed first.
mesh.
• nq is a nearest neighbor to q in the triangulation.
• rq is the insertion radius of q: the distance from q to
nq when q is inserted.
• q is called a quality point if q was inserted as the circumcenter of a poor quality triangle.
• q is called a conformality point if q is an input point
or was inserted as the midpoint of a segment.

4 Results
First, the algorithm is shown to produce meshes with the
same desirable properties as Ruppert’s algorithm: the resulting Delaunay triangulation conforms to the input PLC,
and the output is graded to the local feature size. These
first two theorems mirror the standard results for Ruppert’s algorithm.
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κ
5◦
10◦
15◦
20◦
25◦

Ruppert
266
284
312
352
473

Algorithm 1
266
297
366
477
647

Table 1: Number of points in the resulting example meshes for
different minimum angles.

Theorem 1. The triangulation produced by Algorithm 1
conforms to the input PLC and contains no angles less
than κ.


1
Theorem 2. For κ < arcsin 4√
, Algorithm 1 termi2
nates. Moreover, there exists Cκ > 0 such that for each
Figure 1: (top) An input PLC. (left) Output of Ruppert’s algovertex q inserted into the mesh, lfs(q) ≤ Cκ rq .
◦
◦
◦
Finally, the degree of each Delaunay triangulation is
bounded throughout the duration of the algorithm. A similar result in [2] relies on ensuring no small angles occur at
any point during the algorithm and used this quality bound
to imply the degree bound. While Algorithm 1 allows arbitrarily small angles to occur in intermediate Delaunay
triangulations, it is still possible to compute and explicitly
bound the degree of these triangulations.
Theorem 3. There exists D(κ) depending only on κ such
that the degree of the Delaunay triangulation at any step
during Algorithm 1 is bounded by D(κ).
The key idea in this proof is that whenever a point is inserted into the mesh, any new triangle formed has no angles larger than 180 − κ degrees. So, while the algorithm
allows arbitrarily small angles to occur in the triangulation, it does not allow angles which are near 180◦ .
Only Theorem 3 relies on the specific order of the triangles in the priority queue in the algorithm: the other
results hold as long as triangles are processed before segments. Algorithm 1 does not lead to a degree bound if
the smallest triangles are processed first. A bound on the
value of D(κ) in Theorem 3 can be computed explicitly.
For κ = 10.2◦ , this bound is 248.
Figure 1 gives an example of a mesh refined using Algorithm 1 and Ruppert’s algorithm for several different κ
values. Table 1 contains the number of vertices in the resulting meshes.

5 Extensions
This algorithm can be extended to higher dimensions with
a slight modification. Simplices queued for mesh quality
are processed at a higher priority than those for mesh conformity. As in the 3D extension of Ruppert’s algorithm
[3], insertions for conformity are prioritized by dimension with the lowest dimension handled first. As in the

rithm using κ = 10 , 15 , and 25 . (right) Output of Algorithm 1 using κ = 10◦ , 15◦ , and 25◦ . While Theorem 2 only
ensures that Algorithm 1 terminates for κ less than 10.2◦ (compared to 20.7◦ for Ruppert’s algorithm), Algorithm 1 terminates
in practice for higher κ values.

SVR algorithm [2], insertions for quality are prioritized
by dimension with the highest dimension handled first.
This modification also enlarges the allowable range for
the minimum angle parameter to κ < arcsin( 41 ). Ruppert’s algorithm still provides a wider range for this mini1
mum angle parameter, accepting any κ < arcsin( 2√
).
2
We expect that the degree bound on intermediate triangulations will also hold if the largest first priority queue
on triangles is replaced with a first in-first out queue. In
this case, it is likely that the explicit degree bound on the
triangulations is weaker.
We hope to integrate this approach with techniques for
applying Delaunay refinement to domains with acute angles [4, 5].
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On the number of simple arrangements of five double pseudolines
Julien Ferté∗
1

Vincent Pilaud†

Introduction

Pseudoline arrangements (or in higher dimension, pseudohyperplane arrangements) have been extensively studied in
the last decades as a useful combinatorial abstraction of
configurations of points [2, 3, 7]. Recently, Habert and
Pocchiola [6] introduced double pseudoline arrangements
as a combinatorial abstraction of configurations of disjoint
convex bodies in the plane.
In order to carry out computer experiments and to
develop the understanding of pseudoline arrangements,
several algorithms have been implemented to enumerate
them [4, 5, 1]. In this paper, we present the implementation of an incremental algorithm to enumerate “mixed”
arrangements, that is, with both pseudolines and double
pseudolines.
2

Michel Pocchiola†

Figure 1: A mutation of the pseudoline in an arrangement
with one pseudoline and two double pseudolines.
From this result we may derive a simple enumeration
algorithm consisting of exploring the graph of mutations.
This first algorithm is sufficient for the enumeration of small
cases but already fails (because of RAM memory limitations) for arrangements of five double pseudolines. In order
to go a little bit further (and particularly, to enumerate
arrangements of five double pseudolines), we use an incremental version of this algorithm, developed in [8], based on
the following result:

Preliminaries

Mixed arrangements We denote the projective plane by
P and represent it as a disk with antipodal boundary points
identified.
A simple closed curve of P is a (simple) pseudoline if it is
not contractible, and a double pseudoline otherwise (Fig. 1).
The complement of a double pseudoline ℓ has two connected
components: a Möbius strip Mℓ and a topological disk Dℓ .
An arrangement of simple and double pseudolines is a finite set of pseudolines and double pseudolines such that (1)
any two pseudolines have a unique intersection point; (2) a
pseudoline and a double pseudoline have exactly two intersection points and cross transversally at these points; and
(3) any two double pseudolines have exactly four intersection points, cross transversally at these points, and induce
a cell decomposition of P (Fig. 1). Throughout this paper,
we only consider simple arrangements, that is, where no
three curves meet at the same point.
Two arrangements A and B are isomorphic if there is an
homeomorphism of the projective plane that sends A on B
(or equivalently if there is an isotopy joining A to B). In
this paper, we are interested in enumerating isomorphism
classes of simple arrangements.

Theorem 1 ([8]) Any two arrangements containing a
subarrangement L (and with the same numbers of simple
and double pseudolines) are homotopic via a finite sequence
of mutations where L remains fixed, followed by an isotopy.
3

The incremental algorithm

Description For any integers n and m, let An,m denote
the set of isomorphism classes of arrangements of n pseudolines and m double pseudolines, and pn,m denote its cardinality.
Our algorithm enumerates the set An,m from the set
An,m−1 = {a1 , . . . , apn,m−1 }, by mutating an added double pseudoline. For each i ∈ {1, . . . , pn,m−1 }, the algorithm
1. adds a double pseudoline α to the arrangement ai ;
2. performs mutations of α to enumerate the set Si of
arrangements of An,m containing ai , modulo isomorphism preserving ai ;
3. selects from this set Si the subset Ri of arrangements
with no subarrangements in {a1 , . . . , ai−1 };

Mutations A mutation is a local transformation of an arrangement L that only inverts a triangular face of L. More
precisely, it is a homotopy of arrangements during which
only one curve ℓ moves, sweeping a single vertex of the
remaining arrangement L r {ℓ} (Fig. 1).
The graph of mutations on arrangements is known to
be connected [6]: any two arrangements (with the same
numbers of simple and double pseudolines) are homotopic
via a finite sequence of mutations followed by an isotopy.

4. computes the set Ti of isomorphism classes of arrangements of Ri (not preserving ai ).
In other words, Ti is the set of isomorphism classes
of arrangements whose first subarrangement among
{a1 , . . . , apn,m−1 } is ai . Thus, it is clear that
G

Ti

and

i=1

∗ Département

d’Informatique, École Normale Supérieure de
Cachan, Cachan, France, julien.ferte@ens-cachan.fr
† Département d’Informatique, École Normale Supérieure, Paris,
France, {vincent.pilaud,michel.pocchiola}@ens.fr

X

pn,m−1

pn,m−1

An,m =

pn,m =

|Ti |.

i=1

A similar algorithm enumerates An,m from An−1,m by
mutating an added pseudoline.
1
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Adding a simple or double pseudoline One of the important steps of the incremental method is to add a simple
or double pseudoline to an initial arrangement. It is easy
to achieve when the initial arrangement contains a pseudoline, but turns out to be harder when we have only double
pseudolines. Our method uses three steps (see Fig. 2):

5

Further developments

The following questions and developments may be treated
in a subsequent paper:
1. Developing further implementation: we will soon extend the implementation to the enumeration of arrangements in the Möbius strip, to indexed arrangements, and to non-simple arrangements.

1. duplicate a double pseudoline: we choose one arbitrary
double pseudoline ℓ and duplicate it, drawing a new
double pseudoline ℓ′ completely included in the Möbius
strip Mℓ . If Mℓ contains a vertex of the arrangement,
we choose a triangle inside Mℓ and adjacent to ℓ and
denote R the rectangle delimited by ℓ′ and the three
sides of our triangle. Otherwise, we denote R any rectangle delimited by ℓ and ℓ′ .

2. Drawing an arrangement: we have seen how to add
a pseudoline in an arrangement. Combined with a
planar-graph-drawing algorithm, this provides an algorithm to draw an arrangement in the unit disk. For
example, p1,m can be interpreted as the number of
drawings ot the arrangements of A0,m .

2. flatten: we pump the double pseudoline ℓ′ (using an enhanced version [8] of the Pumping Lemma of Habert
and Pocchiola [6]) such that no vertex of the arrangement lies in the Möbius strip Mℓ′ . During this process,
we do not touch the rectangle R.

3. Axiomatization: pseudoline arrangements admit simple axiomatizations [2, 7], with few axioms dealing with
configurations of at most five pseudolines. The Axiomatization Theorem of [6] affirms that the complete list
of arrangements of at most five simple and double pseudolines is an axiomatization of mixed arrangements. Is
there any simpler axiomatization? Is it possible to algorithmically reduce this axiomatization?

3. add four crossings: we replace the rectangle R by four
crossings between ℓ and ℓ′ .

4. Realizability: it is well-known that certain pseudoline
arrangements are not realizable in the Euclidean plane.
Inflating pseudolines into thin double pseudolines in
such an arrangement give rise to non-realizable double
pseudoline arrangements. Are there smaller examples?
(a)

(b)

Acknowledgments
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Figure 2: Three steps to insert a double pseudoline in a
double pseudoline arrangement: duplicate a double pseudoline (a), flatten it (b) and add four crossings (c).
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Results

A C++ implementation of this algorithm is available at
http://www.di.ens.fr/~pilaud/recherche/dpl/.
This implementation provided us with the following complete enumeration of all arrangements of n pseudolines and
m double pseudolines with n + m ≤ 5:
m
0
1
2
3
4
5
n\
0
1
1
1
13
6 570
181 403 533
1
1
1
4
626
4 822 394
2
1
2
48
86 715
1
5
1 329
3
4
1 25
1
5
In particular, the number cn of mixed arrangements with
n curves is:
n 1 2
3
4
5
cn 2 3 20 7 250 186 313 997
Let us briefly comment on running time. Observe first
that our algorithm can be parallelized very easily (separating each enumeration of Si , for i ∈ {1, . . . , pn,m−1 }). In
order to obtain the last column, we used four processors of
2GHz for almost 3 weeks.
2
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Area and Volume of Molecular Skin Surfaces
Xinwei Shi

Patrice Koehl

1 Introduction

p
FB = env( conv(B)), in which the addition and the scalar
multiplication operations of two weighted points follows
the addition and multiplication of weighted distance functions π(x) = kx−zi k2 −wi in vector space, and the shrinking operation
√
√ for a set of weighted points X is defined as
X = { bi = (zi , wi /2)|bi ∈ X}.
We consider each weighted point as a sphere centered
√
at zi with a radius wi ; the convex hull of B is then an infinite family of√spheres. After shrinking these spheres by
a factor of 1/ 2, the boundary of the union of spheres,
namely, the skin surface, is a tangent continuous surface
that blends adjacent spheres smoothly. A skin surface
can be decomposed into a collection of simple quadratic
patches based on the framework of the weighted Delaunay
triangulation and Voronoi diagram.
Let DB be the weighted Delaunay triangulation of B, VB
be its dual Voronoi diagram, and KB the dual complex of
B. For a simplex σ∗ ∈ DB , we denote its vertices σi = zi ,
its edges σi j = zi z j , its triangles σi jk = zi z j zk and its tetrahedra σi jkl = zi z j zk zl . Similarly, the dual Voronoi cell v∗
of σ∗ are polytopes vi , polygons vi j , edges vi jk and vertices vi jkl respectively. The Minkowski sum of σ∗ and its
dual v∗ scaled down by half is called the mixed cell µ∗ ,
1
namely, µT
∗ = 2 (σ∗ + v∗ ). The center f ∗ of µ∗ is defined
as aff(σ∗ ) aff(v∗ ), in which aff(σ ) is the affine hull of σ .
The size R∗ of µ∗ is defined as the absolute
√ value of the
radius of the orthosphere of σ∗ divided by 2. As proved
T
in [2], the skin surface within a mixed cell, S∗ = FB µ∗ ,
is a quadratic patch defined by f∗ and R∗ . Specifically, Si
and Si jkl are the parts of spheres ( fi , Ri ) and ( fi jkl , Ri jkl )
within µi and µi jkl , respectively, and Si j and Si jk are the
parts of hyperboloids with focus fi j and fi jk .

In this paper, we propose a new method for computing the
geometric measures of bio-molecules using skin surfaces
to represent their shapes. Specifically, we give the formulas for measuring the total area A and volume V of the
skin surface defined by n weighted points, as well as the
contributions of the individual points to A and V .
Motivation. Bio-molecules interact and function according to their shapes: understanding of the latter is therefore
crucial in life sciences. A common way to represent the
shape of a bio-molecule is to use a union of balls in which
each ball corresponds to an atom. Geometric measures of
this union of balls (mainly surface area and volume) give
access to energetics properties of the molecule, such as its
stability in water (see [3] for a complete review). Among
all analytical and numerical methods that have been proposed to compute these measures, the approach based on
the Alpha Shape theory is the most promising [3]. Its
applications for modeling however have been limited because of the discontinuous nature of the derivatives of the
surface area and volume of a union of balls. As an alternative, the skin surface introduced by Edelsbrunner [2] has a
number of desirable properties for molecular shape representation such as smoothness, free of self-intersection and
deformation with smooth transitions. Cheng and Edelsbrunner [1] developed formulas for the area, perimeter
and derivatives of skin curves. Here we generalize these
formulas to skin surfaces in three dimensions.
Main Results. We give the formulas for measuring the
total area A and volume V of the skin surface defined by
n weighted points, as well as for measuring the contributions of the individual points to A and V . All the formulas
except part of the area calculation can be evaluated analytically. We first introduce geometric structures defining 3 Surface Area and Volume of a
skin surfaces. Then, we give the formulas for computskin surface
ing the area and volume as well as the formulas of the
individual contributions of each point. We briefly discuss Let A and V be the surface area and volume of S re∗
∗
∗
their applications and the calculation of the derivatives.
spectively. We denote Ai∗ and V∗i the portions of A∗ and V∗
that belong to the sphere bi if zi ⊂ σ∗ . The surface area Ai
and volume V i of a sphere bi is defined as follows,

2 Geometric Structures

Ai

= Aii +

i

Vii +

R3 ×

Given a set of weighted points B = {bi = (zi , wi ) ∈
R | i = 1..n}, the skin surface FB is defined as the envelope of the convex hull of B after shrinking, namely,

∑

Aii j +

∑

Viij +

σi j ∈DB

V

=

σi j ∈DB

∑

Aii jk +

∑

Viijk +

σi jk ∈DB

σi jk ∈DB

∑

Aii jkl ,

∑

Viijkl .

σi jkl ∈DB

σi jkl ∈DB

1
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The total surface area of the skin surface FB is A = and volume in this prism by parts. The assembly of these
∑bi ∈B Ai and the total volume is V = ∑bi ∈B V i . They can parts give the complete formulas:
be expressed as:

i
a
A = ∑ Ai + ∑ Ai j + ∑ Ai jk + ∑ Ai jkl , Ai j = ∑σi jk ∈DB Sign ( fi j − pk ) · nk × βk H (Zb , Zi j )

σi jkl ∈DB
σi jk ∈DB
σi j ∈DB
σi ∈DB
a
a
+I (dk , Zk1 , Zk2 ) + I (dk , Zk1 , Zk3 ) ,

V = ∑ Vi + ∑ Vi j + ∑ Vi jk + ∑ Vi jkl .
Viij = ∑σi jk ∈DB Sign ( fi j − pk ) · nk × βk H v (Zb , Zi j )
σi jkl ∈DB
σi jk ∈DB
σi j ∈DB
σi ∈DB

+I v (dk , Zk1 , Zzk2 ) + I v (dk , Zk1 , Zk3 ) ,
Next, we give the formula A∗ , V∗ , Ai∗ and V∗i in terms of
Ai j = Aii j + Aijj ,
the centers, sizes and boundaries of the mixed cells.
Vi j
= Viij +Vi jj ,
Mixed Cells µi and µi jkl . There is only one sphere bi
in which nk is the normal of a side plane determined by
that specifies the mixed cell µi ; we have Ai = Aii and Vi =
σ
i jk and pk is a point on this plane, βk is the ratio of
Vii . The area and volume of Si is equal to those of sphere bi
the dihedral angle of the triangular prism to 2π, and the
clipped by its Voronoi cell vi and scaled down by a proper
function H a (Z1 , Z2 ) calculates the total surface area of
factor,
a hyperboloid between two planes Z = Z1 and Z = Z2 ,
the function I a (dk , Zk1 , Zk2 ) calculates the partial surface


1
between planes Z = Zk1 and Z = Zk2 after it has been
2πR2i − ∑ Caj + ∑ Cajk − ∑ Cajkl ,
Ai =
clipped by the plane (pk , nk ). All the parameters used
2
σi jkl ∈KB
σi jk ∈KB
σi j ∈KB
in these equations can be derived using the center and
√ 

2 4 3
mixed cell µi , µ j and µi jk .
v
v
v
C j + ∑ C jk − ∑ C jkl ,size of µi j and its neighboring
πR −
Vi =
a (d , Z , Z ) includes a term
4 3 i σi ∑
We note that the function
I
k
k1 k2
σi jkl ∈KB
σi jk ∈KB
j ∈KB
q
of

which Caj

in
is the area of the cap C j formed by the sphere
bi and the Voronoi plane of edge σi j , Cajk is the area of
T T
T
C j Ck , and Cajkl is the area of C j Ck Cl . Similarly,
v
C∗ are the volumes of the cap and its intersections. The
formula of C∗a and C∗v will be given in the extended version
of this paper.
For the case of mixed cell µi jkl , we can use similar inclusion-exclusion formulas for calculating Ai jkl and
Vi jkl . We use the Voronoi planes of the six edges of σi jkl
to divide Ai jkl into four parts that belongs to bi , b j , bk and
bl respectively. There are no dual complex that gives
the combinatorial intersections among these six planes;
we therefore set up four figure sphereS and calculate the
dual complex of five spheres so that we can apply the
inclusion-exclusion formula to compute Aii jkl and Viijkl .

R Zk2
Zk1

arccos q

dk

Z 2 +R2i j

R2i j + 2Z 2 dZ, which cannot be

evaluated analytically. Efficient numerical integral using
Lagrange polynomials can be used. We use a similar approach for the mixed cell µi jk .

4 Discussion

We have given formulas for computing the area and volume as well as the weighted area and volume for molecular skin surfaces. We will apply these results to estimate the solvation energies of small molecules as well as
of proteins and nucleic acids. We are currently working
on computing the derivatives of the area and volume of
molecular skin surfaces with respect to the coordinates of
the centers of the atoms. These derivatives are expected
to be continuous, making them attractive for simulations
Mixed Cell µi j and µi jk . Mixed cell µi j is a n sided such as energy minimization and molecular dynamics.
prism with their vertical edges parallel to the edge σi j
where n is the number of Delaunay triangles shared the
edge σi j in DB . We can translate and rotate the system so References
that fi j is the origin and the Z axis is parallel to line zi z j .
In this configuration, the equation of the hyperboloids are [1] Ho-Lun Cheng and Herbert Edelsbrunner. Area,
X 2 + Y 2 − Z 2 = ±R2i j ; the sign of the right hand side deperimeter and derivatives of a skin curve. Comput.
termines if the hyperboloid is one sheeted or two sheeted.
Geom., 26(2):173–192, 2003.
The area Ai j and volume of Vi j are those of this standard
hyperboloid clipped by n side planes, a top plane Z = Zt [2] H. Edelsbrunner. Deformable smooth surface design.
Discrete Comput. Geom., 21:87–115, 1999.
and a bottom plane Z = Zb . The Voronoi plane vi j ,that is,
j
i
Z = Zi j , divides Ai j to Ai j and Ai j , in which Zi j is the Z [3] H. Edelsbrunner and P. Koehl. The geometry of
biomolecular solvation. Discrete and Computational
coordinate of fi j . We take each side plane of µi j and form
Geometry (MSRI Publications), 52, 2005.
a triangular prism with the Z axis and calculate the area
2
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Operating on Large Geometric Datasets
W. Randolph Franklin
Rensselaer Polytechnic Institute
ECSE Dept, 110 8th Street, Troy, NY 12180, USA

frankwr@rpi.edu, http://wrfranklin.org/

1.

INTRODUCTION

We describe some successful strategies for storing and operating on sets of up to tens of millions of simple geometric objects. Users wish to process datasets derived from
laser scanners that may range up petabytes in size. At this
point on the asymptotic time curve, superlinear times, even
T = θ(N log N ), are too slow. We illustrate this with some
implementations.

2.

MINIMIZE THE EXPLICIT TOPOLOGY

A data structure that explicitly stores the mininum possible structure will be more compact. Surprisingly, this may
also lead to simpler algorithms. For example, how simple
can a polyhedron P be? Consider the set of faces, F = {fi }.
That permits the following operations
1. Inclusion determination: Point x is contained in P iff a
semi-infinite ray from x crosses an odd number of fi .
2. Volume computation: The volume V of P is the sum of
the volumes of all the pyramids determined by the fi and
the origin. Other mass properties follow similarly.
In no case was the global topology of the hierarchy of nested
inclusions of shells of faces required, although it could have
been derived if necessary.
However, a simpler data structure is possible. Suppose that
we have only the set of incidences of vertices, edges lines,
and oriented face planes. For
instance, for a cube, each vertex would induce six such incidences. Then if P is the vertex position, T̂ is a unit tangent vector along the edge incident on it, N̂ is a unit vector
Figure 1: P, T̂ N̂ , B̂
normal to T̂ in the plane of the
face, and B̂ is a unit binormal vector, normal to both T̂
and N̂ pointing
into the polyhedron, then the volume is
P
P · T̂ P · N̂ P · B̂. Similar formulae obtain for
V = − 61
other mass properties. Figure 1 illustrates this for a cube.
Each visible (vertex, edge, face) tuple is check marked, except for one that is starred. For that one, the vectors P , T̂ ,
N̂ , and B̂ are shown.

3.

DESIGN FOR EXPECTED INPUT

We find pairs of coinciding input objects with a uniform
grid, which is simple to implement and fast to execute. Although the worst-case time is θ(N 2 ) or θ(N 3 ), the expected
time is θ(N ).

4.

SHORT-CIRCUIT OPERATOR
COMPOSITIONS

E.g., computing the volume of the union C of two polyhedra A and B does not require completely computing C.
From Section 2, computing certain local information of C
suffices. This principle becomes even more important with
more complex operations. Suppose that we want the volume
of the union of N polyhedra? The naive algorithm proceeds
by uniting the polyhedra pair by pair, then four by four, and
so on, building a tree of depth lg N , to explicitly compute
the union polyhedron before finding its volume. Worse, the
intermediate polyhedra may have many more vertices than
the final one. However, that whole tree may be flattened as
described in the following section.

5.

VOLUME OF THE UNION OF MANY
POLYHEDRA

This is an algorithm to compute the volume of the union of
many polyhedra in expected linear time. Algorithm details
are in [3] and the time analysis in [2]. We have implemented
and tested this for up to 3 · 107 identical isothetic cubes.
1. Superimpose a uniform grid on the input data. A good
cell size is 1/2 the cube size.
2. Iterate through the input cubes. Mark any grid cell that
is completely contained in a cube as covered. Record
every non-covered cell that an input vertex, edge, face,
or cube intersects, in a data structure indexed by the cell.
3. Initialize variables V, A and L to zero. They will accumulate the total volume, surface area, and edge length of
the union of the input cubes.
4. Iterate through the cells. In each cell,find all intersections
of an edge and a face, or of three faces. These are potential output vertices. Other potential output vertices are
the input vertices.
5. Test each potential output vertex against the input cubes
in the same call, to cull those contained in any cube. The
rest are the output vertices.
6. Knowing each output vertex’s neighborhood from how it
was formed, compute its contribution to V, A and L and
update them.

5.1

Implementation Tests

The HW is a dual 2.4 GHz Xeon with 4GiB of real memory. The SW is SuSE 8.2 linux and the Intel C++ compiler.
The program is about 1000 lines of code, excluding debugging lines, comments, and blank lines. The input cubes are
generated with a combination of three Tausworth random
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1. Assume that for T1 and T2 , we know each vertex’s position, and each edge’s adjacent vertices and polygons. No
global information will be used.
2. Initialize a hash table H keyed by (i, j) with an entry for
each (pi , qj ) with non-zero intersection, and contents the
partial or complete area of the corresponding polygon.
3. Computing the area of an intersection requires computing
its vertices, and each vertex’s local neighborhood, i.e., the
directions of the two adjacent edges on it. These output
vertices are input vertices or intersections of input edges.
4. Find all the intersections s between edges of T1 and T2
using a uniform grid. Each s is a vertex of four output
intersection polygons. Compute s’s contribution to those
polygons’ areas and create or update four entries in H.
5. Process all the input vertices similarly.
6. The non-empty entries of H are the desired information.
Figure 2: Execution Time vs Number of Cubes

number generators, which is much better than the widely
used class of linear congruential generators. One problem
with even the best linear congruential generators is that, if
we let the generated numbers be xi , then the 3-D points
(xi , xi+1 , xi+2 ) fall on a relatively small number of parallel
planes.
Figure 2 shows some sample runs, varying the number of
cubes, edge length, grid resolution, and number of processors. The grid resolution and number of processors affect
the time for a given input. For each run, the CPU time is
reported, conservatively, as the sum over all the processes.
However, since 4 threads can execute in parallel, the elapsed
time is usually much less.
The added line has a slope of one, which would be T =
Θ(N ). The observed time performance appears to be slightly
worse than linear. This is principally caused by memory limitations, which force a suboptimally small grid resolution to
be used for large datasets.

6.

COMPUTING THE AREAS OF THE
NON-EMPTY INTERSECTIONS OF
PAIRS OF CELLS FROM TWO OVERLAPPING TRIANGULATIONS

Consider two different triangulations, T1 and T2 , over the
same region. In E 2 , for the United States, T1 might be
counties and T2 hydrography regions. A polygon p of T1
is generally not contained in any one polygon q of T2 , but
overlaps several qj . Suppose that we know the populations
of the pi , and wish to infer the populations of the qj . One
way to estimate pop(q) is to pro-rate the populations of the
pi overlapping q, each weighted by the fraction of area(q)
that overlaps each pi . This cross-area problem requires determining all the pairs (pi , qj ) with non-empty intersections,
and the areas of those intersections.
The first optimization is not to work with individual polygons, but with the planar graph as a whole. The second is
to realize that computing the area of the intersection of two
polygons requires only the intersecting polygons’ set of vertices together with their local topologies. That motivates
the following algorithm.

An implementation in E 2 is described in [5], with code at
[1]. The E 3 algorithm is described in [4]. The expected execution time, assuming i.i.d. input, is linear in the size of
the input plus output, with the computation being quicker
than the I/O. T1 , coterminous US counties has 55068 vertices, 46116 edges, and 2985 polygons, while T2 , hydrography polygons, has 76215 vertices, 69835 edges, 2075 polygons. The total time (excluding I/O) is 1.58 CPU seconds
on a machine that is several years old.
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Reconstructing Polygons from Scanner Data
Therese Biedl∗

Stephane Durocher†

1 Introduction
Range scanners are used in many configurations: looking in
to capture objects on a platform or in-situ, looking down to
capture terrain or urban environments, or looking out to capture rooms or factory floors. In addition to point coordinates,
different scanners may be able to provide surface labels, normals, or unobstructed segments of scanned rays.
The problem of reconstructing a surface from a set of data
points has been studied for both theoretical and practical interests. Theoretical solutions can provably reconstruct the
original surface when the samples are sufficiently dense relative to local feature size. Applied solutions handle noisy
data and often incorporate additional information along with
point coordinates, such as estimated normals [3].
We consider problems of reconstructing the 2D floor plan
of a room from different types of scanned data – specifically
whether knowledge about the geometry (monotonicity, orthogonality) or topology (connectedness, genus) of the room
allows efficient reconstruction from less dense data.

We ask whether there exists a polygon that is consistent
with the scanned data under the assumption that all walls
have been seen, i.e., that each polygon edge contains at least
one scanned point. When scanning from a single position,
only star-shaped polygons can be reconstructed. We may
impose restrictions on topology or geometry: that the room
is simply connected and that the walls are orthogonal (every
edge is parallel to a coordinate axis) or monotone (any vertical line intersects the boundary in at most two segments).
1.2 Related work
The problem has been well studied if the scanned points
coincide with polygon vertices, rather than points on edge
interiors. When edges must meet a vertex at right angles,
O’Rourke [4] gives an O(n log n) time algorithm to construct a solution polygon, which is unique if it exists. The
problem is NP-hard if both straight and right angles are permitted [5] or if edges must be parallel to one of three (or
more) given directions [1].
1.3 Our results
For a point scan, a solution polygon always exists and can
be computed in O(n log n) time, even if we require it to be
star-shaped or monotone. An orthogonal polygon solution
does not always exist. Details are omitted.
For scans with more information, the problem is NP-hard
(Section 4), even for orthogonal polygons. Some special
cases can be solved in polynomial time: orthogonal monotone polygons for point-wall scans (Section 2), monotone
polygons for point-normal scans (Section 3), and star-shaped
polygons for point-normal scans (details are omitted).
Finally, for most combinations of output restrictions we
know whether a solution to each model is unique; we omit
these results due to space constraints.

1.1 Models and problem definition
We consider five models for input scanner data: A point scan
is a set of points on walls. A point-wall scan is a set of
points on walls including the line containing each wall. A
point-normal scan is a set of points with normals perpendicular to the corresponding walls, each towards the room’s
interior. A segment scan is a point-wall scan for which each
point records the position of its scanner; the line segment
from scanner to point must be inside the room. A visibilitypolygon scan is a set of visibility polygons, i.e., the entire
region visible from each scanner. Let n denote number of
elements in a scan.

point scanner

segment scanner

point−wall scanner

visibility−polygon scanner

2 Orthogonal Monotone Polygons
In this section we consider the reconstruction problem for
orthogonal monotone polygons from point-wall scans. Each
input point corresponds either to a horizontal (H) or vertical
(V) edge. The points can be represented by a sequence σ of
Vs and Hs corresponding to their left-to-right ordering.

point−normal scanner

Theorem 1 A monotone orthogonal polygon can be reconstructed from a point-wall scan in O(n log n) time; the solution is unique.

solution

Figure 1: Instances of the five models and a solution.

Proof: (Sketch) If a solution exists, σ contains equally many
Vs and Hs, and begins and ends with V. Consequently, σ
contains HH as substring; we reconstruct the polygon starting from this point. For two consecutive horizontal edges,
the one with greater y-coordinate must be in the upper chain
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Proof: (Sketch) Given any orthogonal graph G, we construct
an instance of the visibility-polygon scan problem by replacing each vertex v with the vertex gadget illustrated in Fig. 2.
In this gadget, there is a gap in the corresponding polygon
edge for every neighbour of v. This allows either connecting
to the neighbouring vertex gadget via a corridor formed by a
pair of parallel edges (blue), or closing the gap by extending
an edge (red).

and the other in the lower chain. If the next two elements of
σ are VH, then the relative positions of these two data points
tell us to which chain the vertical edge belongs. The horizontal edge then belongs to the same chain as the vertical edge.
Following this step, we again know the y-coordinate of both
the upper and lower chains, so if the next two letters of σ are
again VH, we can resolve these two edges, and so on.
If the next substring is not VH, then it must be H (which
can easily be handled) or VV (we can determine to which
chains the vertical edges belong, but then cannot move on).
The substring HH must follow (possibly later in the sequence) each occurrence of a VV substring. We jump forward to this occurrence of HH resolve rightward from that
point on until we reach another VV, jump forward to the next
HH, and so on, until we reach the rightmost data point.
We then repeat the same procedure in the opposite direction: start at the rightmost HH, resolve each substring HV
leftward (in a symmetric manner) until we reach VV, jump
leftward to the next HH, and so on, until we reach the leftmost data point. Two consecutive VV substrings must have
an HH between them since σ corresponds to an orthogonal
monotone polygon. This resolves the complete polygon and
the solution is unique. 
3 Monotone Polygons
In this section we consider the reconstruction problem for
monotone polygons from a point-normal scan. Each input point knows the orientation and interior of the polygon
boundary passing through it. In the monotone setting, these
half-spaces determine whether each edge belongs to the upper or lower chain of the polygon boundary (with the exception of vertical edges).

A

B

Figure 2: Vertex gadgets with degree 4 (A) and degree 2 (B).
Dashes indicate how an edge may be closed or continued,
provided it matches a neighbouring gadget.
If G has a non-crossing spanning tree, then our instance
has a simple polygonal solution formed by including the corridors that correspond to edges of the spanning tree. The
reverse direction can also be shown to hold. 
It is straightforward to modify the vertex gadget such that
all edges are orthogonal, showing that the visibility-polygon
scan problem remains NP-hard under orthogonality.
5 Discussion and Directions for Future Research
If a solution is not unique, we may ask how many additional
scanners are necessary to reveal the true solution. This question is NP-hard since Theorem 3 shows hardness for an instance of the the corresponding decision problem. The problems of reconstructing a monotone polygon or a star-shaped
polygon from point-wall scanners remain open, as do the
corresponding problems in higher dimensions.

Theorem 2 A monotone polygon can be reconstructed from
a point-normal scan in O(n log n) time.
Proof: (Sketch) We use dynamic programming to assign vertical edges to the top or bottom chains. Scan the data points
from left to right and update a function that stores whether
there is a partial solution (upper and lower chains) up to the
current x-coordinate t. If the vertical line through t contains no data point, then the upper chain must be on the line
through the last data point in the upper chain before t, or
through the next data point in the upper chain after t. Similarly for the lower chain. This gives four combinations for
which the upper and lower chains end. We store whether a
partial solution exists for each of them, and update accordingly whenever any two of these four lines cross, or whenever we reach the x-coordinate of the next data point. 
4 Hardness Results
Given an orthogonal graph G (a graph embedded in the plane
with edges drawn as axis-parallel line segments), it is NPhard to determine whether G has a crossing-free spanning
tree [2]. This problem is the basis for our reduction to show:
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Fast Sizing Calculations for Meshing
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Abstract

ners and along creases. Some algorithms take these functions as given, naively requiring brute-force computations
taking Ω(n2 ). Later algorithms calculate approximations
to sizing procedurally. This works well in practice, however the methods used do not have good runtime guarantees. Our contribution is a work-efficient procedure for
approximating sizing functions.
The goal of this research is to develop a provably efficient algorithm for generating 3D meshes of arbitrary
PLCs. The ability to estimate sizing functions quickly is
an important first step.
We will return a pointwise sample of the domain with
the exact values of lfs and gs at every point. The Lipschitz conditions will provides enough smoothness to give
appropriate guarantees on the quality of our sample.
As desired by most of these algorithms, our sample includes as a subset all the corners of of the PLC and a good
sample along all the input segments.

Provably correct algorithms for meshing difficult domains
in three dimensions have been recently developed in the
literature. These algorithms handle the problem of sharp
angles (< π/2) between segments and between facets by
constructing protective collars around these regions. The
collars are approximately sized according to the local feature size of the input. With the eventual goal of developing
time-efficient algorithms for the same mesh generation
problems, we give a method for estimating the feature size
of a 3D piecewise-linear-complex of size n on domain Ω
in time O(n log ∆ + m), where
R ∆ is the spread of the input. The linear term m ∈ O( Ω 1/ lfs3 ) is bounded above
by the output size of a quality generated mesh. Our algorithm is based on early termination of the Sparse-VoronoiRefinement (SVR) meshing algorithm, which is not guaranteed to terminate in the presence of sharp angles.

1 Local Sizing Functions

2 SVR Algorithm

There are several algorithms [1, 3, ?, ?] for computing
quality meshes of three-dimensional PLCs that all use
some form of “collars” as protective regions around sharp
angles. The sizing for these collars is determined by some
variant of the following two functions.
The first is the local feature size (lfs(x)), the smallest
x-centered ball that intersects two disjoint features of C,
originally due to Ruppert [4]. The second is the gap-size
(gs(x)), the smallest x-centered ball that intersects two
features of C, one of which does not contain x . The lfs is
bounded away from zero everywhere and is 1-Lipschitz.
The gs may be very discontinuous, but it is 1-Lipschitz
along the interior of any feature. The definitions imply
that gs ≤ lfs everywhere.
Meshing algorithms wish to know these values at cor-

The problem of sizing estimation is in some sense identical to mesh generaiton, a proper mesh provides a sizing estimater. It is no coincidence then that our size estimation procedure is obtained by modifying the workefficient SVR meshing algorithm [2].
The SVR algorithm iteratively maintains a Voronoi diagram V of inserted points. Additionally, it maintains
queue of uninserted points and protective circumballs
around unrecoved input features. The current Voronoi diagram contains bi-directional pointers maintaining the intersection of the Voronoi diagram with the queue.
Secondly, V is always a τ -well-spaced Voronoi diagram for some τ > 1. If V is a Voronoi cell of vertex
v in V , let Rv be the radius smallest v-centered ball con1
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taining V , and let rv be the largest contained ball. V is
τ -well-spaced if Rv /rv < τ .
The iterative SVR algorithm proceeds as a work queue,
processing events until termination. Events can be prioritized according to the geometric size of the cells being
refined (approximately-smallest-first), so that when a vertex v is inserted, there is a constant β such that any other
vertex u has Ru ≥ βRv . The algorithm terminates for a
non-sharp PLC with total work O(n log ∆ + m).

one of two types. C LEAN moves that attempt to improve
the quality of mesh vertex distribution, and B REAK moves
that attempt to recover unresolved features.
To ensure termination, we add the following additional
rule to the iterative SVR algorithm: - If any Voronoi cell
V ∈ V centered on at point v is small enough, let i be the
dimension of the lowest dimensional feature containing v.
Ignore any B REAK moves on the queue of dimension > i
that intersect V .
The argument for termination follows because of the
work removed by the new rule. Normally, SVR could
recurse indefinitely when B REAK moves mutually create
each other on adjacent features, as happens at sharp angles. With the new rule, once the corner where these features meet becomes disjoint-empty, the ping-pong effect
of mutual encroachment is circumvented.

3 SVR with Feature Sizes
We will add to SVR, an invariant that every vertex at
any point during the algorithm knows it’s exact lfs and
gs. These will be calculated explicitly when a vertex is
initially added to the mesh. When a vertex v is added,
the termination proof of SVR gives a constant C such
that the new Voronoi cell is at least feature size, that is
CRv ≥ lfs(v) ≥ gs(v).
Let R = min{Rv , minf |v −f |} where f is any feature
in the new Voronoi cell V . R is then clearly a lower bound
on the gs. We can then calculate the function values at v
by searching out all features within a ball of radius CR.
Because we are refining smallest first, we need only look
at a constant number of nearby Voronoi cells.
There may be a very large number of uninserted features in these nearby cells, and the work to determine lfs
and gs exactly will be linear in this number. We will
amortize this work and charge it to the features being
queried. An input feature is only queried when there is
a large empty region (the new Voronoi cell V ) relatively
nearby (constant C). Packing arguments identical to those
bounding the work for point location in [2] can show that
this implies each input feature will be charged at most
O(log ∆) many times. Thus, the additional new calculations can be added to SVR without any new asymptotic
work.
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4 Terminating SVR
Without modification, the previous scheme is correct, except that it will not terminate (because SVR will not terminate) in the presence of sharp angles.
Since we know the sizing at the center of all our current
Voronoi cells, we can determine the quality of our sample
by how much smaller the current Voronoi cell is than the
actual local feature size.
The items on the work queue for SVR are in general
2
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Robust Shape Clustering: Computing 1-medians on Riemannian
Manifolds
P. Thomas Fletcher

Suresh Venkatasubramanian

Sarang Joshi

Introduction1

P

Propelled by advances in medical imaging technology, clinicians and researchers are generating vast
amounts of complex 2D and 3D shape data describing the brain, the heart, and other critical organs
in both diseased and normal patients. Such shape
data is often modelled as points on manifolds. Thus,
characterizing such data requires us to extend statistical notions of centrality to manifold-valued data.
In previous work [2, 6, 13], the notion of centrality of
empirical data was defined via the Fréchet mean [7],
which was first developed for manifold-valued data by
Karcher [8]. Although the mean is an obvious central
representative, one of its major drawbacks is its lack
of robustness, i.e. sensitivity to outliers.

Theorem 1. The weighted geometric median defined
above exists and is unique if (a) the sectional curvatures of M are nonpositive, or if (b) the sectional
curvatures of M√are bounded above by ∆ > 0 and
diam(U ) < π/(2 ∆).

i wi d(x, xi ), where d is the Riemannian distance
function on M .
We define the weighted geometric median,
PN m, as the
minimizer of f , i.e., m = arg minx∈M i wi d(x, xi )
When all the weights are equal, wi = 1/N , we call m
simply the geometric median.

The Weiszfeld Algorithm for Manifolds

For Euclidean data the geometric median can be computed by an algorithm introduced by Weiszfeld [14]
and later improved by Kuhn and Kuenne [10] and
Our Contributions One of the most common ro- Ostresh [12]. We adapt this to general Riemannian
bust estimators of centrality in Euclidean spaces is manifolds. The gradient of the Riemannian sum-ofthe geometric median, or the 1-median. In this paper distances function is given by
we extend the notion of geometric median to genN
X
eral Riemannian manifolds, thus providing a robust
∇f
(x)
=
−
wi Logx (xi )/d(x, xi ),
(0.1)
statistical estimator of centrality for manifold-valued
i=1
data. We prove some basic properties of the generalization and exemplify its robustness for data on where we require that x is not one of the data points
common manifolds encountered in computer vision. xi . This leads to a natural steepest descent iterationAlthough the methods presented herein are quite gen- median:
eral, for concreteness we will focus on the following
explicit examples: i) the space of 3D rotations, ii) the
mk+1 = Expmk (αvk ),
space of positive-definite tensors, and iii) the space of
−1
X wi Logm (xi )  X
wi
k
planar shapes.
vk =
·
. (0.2)
d(mk , xi )
d(mk , xi )
i∈Ik

i∈Ik

The Riemannian Geometric Median

Theorem 2. If the sectional curvatures of M are
Let M be a Riemannian manifold. Given points nonnegative and the conditions (b) of Theorem 1 are
x1 , . . . , xN ∈ M and corresponding
positive real satisfied, then limk→∞ mk = m for 0 ≤ α ≤ 2.
P
weights wi , . . . , wN , with
w
=
1, define
i i
the weighted sum-of-distances function f (x) =
1 This research is partially supported by Award Number
R01EB007688 from the National Institute Of Biomedical Imaging And Bioengineering

1

Fall Workshop on Computational Geometry 2008 - Rensselaer Polytechnic Institute

55

References
[1] Bose, P., Maheshwari, A., and Morin, P. Fast
approximations for sums of distances, clustering and
the fermat–weber problem. Comput. Geom. Theory
Appl. 24, 3 (2003), 135–146.
[2] Buss, S. R., and Fillmore, J. P. Spherical averages and applications to spherical splines and interpolation. ACM Transactions on Graphics 20, 2
(2001), 95–126.
[3] Chandrasekaran, R., and Tamir, A. Algebraic
optimization: The Fermat-Weber problem. Mathematical Programming 46 (1990), 219–224.

Figure 1: Computation of the geometric median for 3D
rotations with example rotations (top) and outliers (bottom). The geometric median results with 0, 5, 10, and 15
outliers.

[4] Cootes, T. F., Taylor, C. J., Cooper, D. H.,
and Graham, J. Active shape models – their training and application. Comp. Vision and Image Understanding 61, 1 (1995), 38–59.
[5] Eckhardt, U. Weber’s problem and Weiszfeld’s
algorithm in general spaces. Mathematical Programming 18 (1980), 186–196.
[6] Fletcher, P. T., Lu, C., and Joshi, S. Statistics of shape via principal geodesic analysis on Lie
groups. In Proceedings of the IEEE Conference on
Computer Vision and Pattern Recognition (2003),
pp. 95–101.
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COMBINATORIAL 2D ZEOLITES
HERMAN SERVATIUS

Abstract
In chemistry, a zeolite is a crystalline solid formed of units consisting of a silicon
atom surrounded by four covalently bonded oxygen atoms, see Figure 1. Each

O
Si
O

O
O

Figure 1. The unit in a zeolite
oxygen has the opportunity to form another bond, but the bond angles in the unit
discourage a bond between the oxygens of the same unit as well as more than one
bond between oxygens of different units, so it is common for each unit to bonded
at the oxygens to four other units. Some zeolites are naturally occurring minerals,
others have been synthesized, and still other structures are as yet purely theoretical.
A key feature of zeolites the presence of relatively large empty regions within
the solid through which other molecules, such as water or hydrocarbons, may pass,
so zeolites are useful in many applications as a micro-filter.
One mathematical model for zeolite structures is to represent each silicon/oxygen
unit as a tetrahedron, and to consider arrangements of congruent regular tetrahedra which share corners and do not pairwise interpenetrate. More generally, one
can consider analogous abstract mathematical structures both in higher and lower
dimensions. For example, if K3 is the complete graph on three vertices, then the
cartesian product K3 × K3 is realizable as a unit distance graph in R2 , see Figure 2,
which we may regard as a two dimensional combinatorial zeolite.
A combinatorial d-dimensional zeolite consists of a connected complex of corner
sharing d-simplices such that at each corner there are exactly two distinct simplices,
and such that two corner sharing simplices intersect in exactly one vertex. We can
conveniently represent a combinatorial zeolite using a body-pin graph, whose vertices
represent the simplices and whose edges indicate which pair of simplices share a
corner. In this case the complex of simplices is simply the line-graph of the body-pin
graph. There is a one-to-one correspondence between combinatorial d-dimensional
zeolites and d-regular body-pin graphs.
In particular, a 2-dimensional zeolite consists of a complex of triangles two at a
vertex, equivalently a 3-regular graph, and a 1-dimensional zeolite is a complex of
edges, two at a vertex, in other words, a simple cycle.
1
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Figure 2. K3 × K3 as a unit distance graph
By a realization of a d-dimensional zeolite we mean an embedding of the ddimensional complex in Rd , equivalently an embedding of the line graph of the
body-pin graph. More chemically relevent is a unit-distance realization in which all
edges join vertices which are unit distance in Rd , which forces each simplex to be
regular.
In this talk we consider the problem of generating examples of combinatorial
d-dimensional zeolites and study the dimension of their configuration spaces.

Figure 3. A finite 3d zeolite
Mathematics and Computer Science, Clark University, Worcester, MA 01610
E-mail address: hservat@wpi.edu
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A streaming algorithm for computing an approximate
minimum spanning ellipse
Asish Mukhopadhyay∗†

1

Eugene Greene∗‡

Introduction
r2

Zarrabi-Zadeh and Chan [3] proposed a simple algorithm for computing an approximate minimum
spanning ball of a set of n points S = {s1 , ..., sn }
in the streaming model of computation. Each new
ball in their algorithm is the smallest that contains
the new point and the previous ball. Though the
algorithm is simple, they came up with a very
clever and elegant analysis to show that the approximation ratio is 3/2 (in terms of radius). The
algorithm uses only O(1) space and time for each
new point. Inspired by the above paper, in this
note we investigate the problem of extending their
algorithm to compute an approximate ellipse in
the same model.
The problem of computing a minimum area
spanning ellipse of a planar set of points has been
around for a very long time. Dyer [1] proposed an
O(n) time deterministic algorithm for this (indeed
in O(n) time for any fixed dimension D). Welzl
[2] proposed an O(n) expected time algorithm. In
this note we show how to find an approximate
minimum ellipse spanning S, with an approxima, where e is the eccentricity
tion factor of 4√9k
1−e2
of the minimum spanning ellipse of S, and k is a
constant defined later in the text. The algorithm
similarly uses only O(1) space and time for each
new point.
The following symbols will be used to denote
the geometry of an ellipse E (see Figure 1): E
will have center p0 = (x0 , y0 ); r1 is half the length
of the axis corresponding to φ, and r2 is half the
length of the other axis (r1 can correspond to the
minor or major axis); φ is the angle corresponding
to the direction of r1 .

r1

φ

(x0 , y0 )

Figure 1: An ellipse

already in the current approximate ellipse. For
the second point, the approximation becomes a
segment. As long as subsequent points are on the
supporting line of this segment, the approximate
ellipse will be a segment. The next point not lying
on the supporting line produces a non-degenerate
ellipse defined by the new point and the endpoints
of the current segment. The approximate ellipse is
thus equal to the exact ellipse up to this moment.
Assuming that the ith ellipse Ei encloses all
of Si = {s1 , ..., si }, then at the (i + 1)th iteration, we approximate the minimum ellipse by the
smallest ellipse Ei+1 enclosing both Ei , and si+1 .
Given non-degenerate ellipse Ei , we can derive a
transformation Ti that maps Ei to the unit circle. Ti is simply a translation, rotation, and scaling. We then add another rotation to Ti , so that
s′i+1 = Ti (si+1 ) is on the positive x-axis. Let
′
s′i+1 = (d, 0). Now let Ei+1
be the smallest ellipse that contains the unit circle and s′i+1 . Then
′
Ei+1 = Ti−1 (Ei+1
) is the smallest ellipse that contains Ei and si+1 .
The problem of finding the smallest ellipse Ei+1
containing an ellipse Ei and a point si+1 is thus
′
reduced to that of finding the smallest ellipse Ei+1
containing the unit circle and a point s′i+1 on the
′
positive x-axis. Ei+1
must have an axis on the
x-axis.
′
2 Our solution
Consider any ellipse Ci+1
, containing and tangent to the unit circle, and passing through s′i+1 ,
When the algorithm receives its first point, the ap- that is aligned with the x-axis. (See Figure 2.)
proximate minimum ellipse is just that point. We Let α be the angle made by the x-axis, the origin,
will only consider subsequent points that are not and the point at which C ′ touches the upper
i+1
′
∗ School of Computer Science, University of Windsor,
half of the unit circle. It turns out that Ei+1
is
Windsor, Canada
described by a(x −√x0 )2 + cy 2 = 1, where
† asishm@cs.uwindsor.ca, Partially supported by an
2
d2 −1
β = cos α = d− 4d +8 x0 = 2d−β−β
−1
NSERC operating grant
‡ greene6@uwindsor.ca, Supported by an NSERC USRA
c = 1−x1 0 β
a = (β−x0 )(β1 −1 −x0 )
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Eapprox
Eexact

It is then a simple matter to transform this ellipse using Ti−1 .

2

1

1

′
Ci+1

(cos α, sin α)

3

α

s′i+1

Figure 3: An undesirable sequence of points
# Points
2 × 103
2 × 105
2 × 107
2 × 109

Figure 2: An ellipse containing and tangent to
the unit circle, and passing through s′i+1

3

Approximation ratio

Figure 4: Area ratios (approximate ellipse /
exact ellipse)

Suppose ApproxEllipse ≤ kApproxDisk (in
terms of area), where ApproxEllipse is the ellipse
generated by our algorithm, ApproxDisk is the
circle generated by the algorithm of [3], and k is
a constant. We have not been able to establish
the value of k exactly, but extensive experimentations indicate that k lies between 5 and 6. We
know from [3] that ApproxDisk√≤ 9/4M inDisk.
Now, M inDisk ≤ M inEllipse/ 1 − e2 , where e
is the eccentricity of the minimum spanning ellipse of the point set. Thus, combining the above
results we obtain the following approximation ratio:
9k
M inEllipse.
ApproxEllipse ≤ √
4 1 − e2

Ratio
4.418103486895557
5.267371718841295
5.281897415706886
5.28204328082953

4

Higher dimensions

We can transform a non-degenerate Ddimensional ellipse Ei into the D-dimensional
unit ball, and rotate so that the new point si+1
is on the positive x1 -axis. Now the new ellipse
′
Ei+1
will have to be symmetric with respect to
the x1 -axis. We use the same values of x0 , a, and
c. Each new point would require at most O(D3 )
space and time.

5

(1)

Conclusions

We have presented a streaming algorithm for computing an approximate minimum spanning ellipse,
that can be extended to D dimensions. The main
open question is to obtain an approximation ratio
that does not involve the eccentricity of the minimum spanning ellipse. We have implemented this
algorithm. This implementation can be viewed at
http://cs.uwindsor.ca/~asishm by clicking on
the link software.

If we set k = 6, we get ApproxEllipse ≤
√27
M inEllipse.
2 1−e2
Another potential route to finding an approximation ratio uses the following idea: Assuming
that the exact minimum ellipse is the unit circle,
how can we construct a corresponding sequence of
points that will make the approximate ellipse as
large as possible? It turns out that if such a sequence of points exists, then the ratio of the area
of the corresponding approximate ellipse to the
that of the unit circle will be the approximation
ratio of the algorithm.
We observe that in order to construct the
biggest Ei+1 from some Ei , the point si+1 should
be on the supporting line of Ei ’s minor axis. We
can use this observation to attempt to create a
very bad approximate ellipse. One example of a
bad point set is shown in Figure 3. The algorithm
finds the left and right points first, then finds the
points going from the origin to the top of the circle, and finally the points from the origin to the
bottom of the circle. As we increase the number
of points on the y-axis, the ratios of the areas of
the approximate and exact ellipses get bigger, and
they appear to converge. See Figure 4.
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A tight lower bound on the average distance from the Fermat-Weber center
of a planar convex body
Adrian Dumitrescu∗

Csaba D. Tóth†

The lower bound for c1 has been recently further improved by Abu-Affash and Katz from 1/7 to 4/25 [1].
Here we establish that c1 = 1/6 and thereby confirm
the above conjecture of Carmi, Har-Peled and Katz.

Abstract
The Fermat-Weber center of a planar body Q is a point
in the plane from which the average distance to the
points in Q is minimal. We show that for any convex body Q in the plane, the average distance from the
Fermat-Weber center of Q to the points of Q is larger
than ∆(Q)/6, where ∆(Q) is the diameter of Q. This
proves a conjecture of Paz Carmi, Sariel Har-Peled and
Matthew Katz.
1

ε
−1

Introduction

−ε

1

Figure 1: A flat rhombus Pε , with limε→0 µ∗Pε /∆(Pε ) = 1/6.

The Fermat-Weber center of a measurable planar set Q
with positive area is a point in the plane that minimizes
the average distance to the points in Q. Such a point
is the ideal location for a base station (e.g., fire station
or a supply station) serving the region Q, assuming the
region has uniform density. Given a measurable set Q
with positive area and a point p in the plane, let µQ (p)
be the average distance between p and the points in Q,
namely,
R
q∈Q dist(p, q) dq
,
µQ (p) =
area(Q)

Theorem 1 For any convex body Q in the plane, we
have µ∗Q > ∆(Q)/6.
Related work. Carmi, Har-Peled and Katz also show
[3] that given a convex polygon Q with n vertices, and
a parameter ε > 0, one can compute an ε-approximate
Fermat-Weber center q ∈ Q in O(n + 1/ε4 ) time such
that µQ (q) ≤ (1 + ε)µ∗Q . Abu-Affash and Katz [1] obtained an O(n) time algorithm for computing an approx√ µ∗ .
imate Fermat-Weber center q such that µQ (q) ≤ 625
3 Q
The same algorithm, combined with our Theorem 1 improves the approximation ratio to µQ (q) ≤ √43 µ∗Q . It
has been pointed out in [1] that the value of the constant c1 plays a key role in a load balancing problem
introduced by Aronov, Carmi and Katz [2].

where dist(p, q) is the Euclidean distance between p and
q. Let F WQ be the Fermat-Weber center of Q, and write
µ∗Q = min{µQ (p) : p ∈ R2 } = µQ (F WQ ).
Carmi, Har-Peled and Katz [3] showed that there exists a constant c > 0 such that µ∗Q /∆(Q) ≥ c for any
convex body Q, where ∆(Q) denotes the diameter of
Q. It is easy to construct nonconvex regions where the
average distance from the Fermat-Weber center is arbitrarily small compared to the diameter. Let c1 denote
the infimum of µ∗Q /∆(Q) over all convex bodies Q in
the plane. They also showed that 1/7 ≤ c1 ≤ 1/6 and
conjectured that c1 = 1/6. The inequality c1 ≤ 1/6 is
given by an infinite sequence of rhombi, Pε , where one
diagonal has some fixed length, say 2, and the other
diagonal tends to zero; see Fig. 1. By symmetry, the
Fermat-Weber center of a rhombus is its center of symmetry, and one can verify that µ∗Pε /∆(Pε ) tends to 1/6.

2

Proof of Theorem 1

In a nutshell the proof goes as follows. Given a convex
body Q, we take its Steiner symmetrization with respect to a supporting line of a diameter segment cd, followed by another Steiner symmetrization with respect
to the perpendicular bisector of cd. The two Steiner
symmetrizations preserve the area and the diameter,
and do not increase the average distance from the corresponding Fermat-Weber centers. In the final step, we
prove that the inequality holds for a convex body with
two orthogonal symmetry axes.
Steiner symmetrization of a convex figure Q with respect to an axis (line) ℓ consists in replacing Q by a
new figure S(Q, ℓ) with symmetry axis ℓ by means of

∗ Department of Computer Science, University of WisconsinMilwaukee, WI 53201-0784, USA. E-mail: ad@cs.uwm.edu
† Department of Mathematics, University of Calgary, AB,
Canada T2N 1N4. E-mail: cdtoth@ucalgary.ca
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left and a triangle Ti incident to point d on the right.
The resulting subdivision has 2n + 2 pieces, under the
nondegeneracy assumption.
By Lemma 4, we have µT0 (o) > 31 . Observe that
the difference µT0 (o) − 13 does not depend on n, and let
δ = µT0 (o) − 13 . By Lemma 6, we also have µTi (o) >
1
3 , for each i = 1, 2, . . . , n. Since every point in Q0
is at distance at least 31 from the origin, we also have
µQ0 (o) ≥ 31 .
For the n curvilinear triangles Si , i = 1, 2, . . . , n, we
use the trivial lower
Pn bound µSi (o) ≥ 0. We can also
show that sn = i=1 area(Si ) ≤ 1/12n.

the following construction: Each chord of Q orthogonal
to ℓ is displaced along its line to a new position where
its symmetric with respect to ℓ, see [4, pp. 64]. The
resulting figure S(Q, ℓ) is also convex, and has the same
area as Q. Let ℓx denote the x-axis, and ℓy denote the
y-axis. A body Q is x-monotone if the intersection of Q
with every vertical line is either empty or is connected.
Lemma 2 Let Q be an x-monotone body in the plane
with a diameter parallel or orthogonal to the x-axis, then
∆(Q) = ∆(S(Q, ℓx )).
Lemma 3 If Q be an x-monotone body in the plane,
then µ∗Q ≥ µ∗S(Q,ℓx ) .

b

q1 q2

q3

q3

q4 r

Lemma 4 Let T a right triangle in the first quadrant
based on the x-axis, with vertices (a, 0), (a, b), and
(1, 0), where 0 ≤ a < 1, and b > 0. Then µT (o) > 1/3.
Corollary 5 For any rhombus P ,

µ∗P

T

d
o

> ∆(P )/6.

1/3

1

U

Lemma 6 Let T be a triangle in the first quadrant with
a vertical side on the line x = a, where 0 ≤ a < 1, and
a third vertex at (1, 0). Then µT (o) > 1/3.

1

1/3

(i)

(ii)

Figure 2: (i) The subdivision of Q1 for n = 3. Here o =
(0, 0), q1 = b = (0, h), q4 = r, d = (1, 0). (ii) Transformation
used in the proof of Lemma 6.

Proof of Theorem 1. Let Q be a convex body in the
plane, and let c, d ∈ Q be two points at ∆(Q) distance apart. We may assume that c = (−1, 0) and
d = (1, 0). Apply a Steiner symmetrization with respect to the x-axis, and then a second Steiner symmetrization with respect to the y-axis. The resulting
body Q′ = S(S(Q, ℓx ), ℓy ) is convex, and it is symmetric with respect to both coordinate axes. We have
∆(Q′ ) = ∆(Q) = 2 by Lemma 2, and in fact c, d ∈ Q′ .
We also have µ∗Q′ ≤ µ∗Q by Lemma 3.
Let Q1 be the part of Q′ lying in the first quadrant:
Q1 = {(x, y) ∈ Q′ : x, y ≥ 0}. By symmetry, F WQ′ = o
and we have µ∗Q′ = µQ′ (o) = µQ1 (o). Let γ be the
portion of the boundary of Q′ lying in the first quadrant,
between points b = (0, h), with 0 < h ≤ 1, and d =
(1, 0). For any two points p, q ∈ γ along γ, denote by
γ(p, q) the portion of γ between p and q. Let r be the
intersection point of γ and the vertical line x = 1/3.
For a positive integer n, subdivide Q1 into at most
2n + 2 pieces as follows. Choose n + 1 points b =
q1 , q2 . . . , qn+1 = r along γ(b, r) such that qi is the intersection of γ and the vertical line x = (i − 1)/3n.
Connect each of the n + 1 points to d by a straight
line segment. These segments subdivide Q1 into n + 2
pieces: the right triangle T0 = ∆bod; a convex body
Q0 bounded by rd and γ(r, d); and n curvilinear triangles ∆qi dqi+1 for i = 1, 2, . . . , n. For simplicity, we
assume that neither Q0 , nor any of the curvilinear triangles are degenerate; otherwise they can be safely ignored
(they don’t contribute to the value of µ∗Q′ ). Subdivide
each curvilinear triangle ∆qi dqi+1 along the vertical line
through qi+1 into a small curvilinear triangle Si on the

In particular, sn ≤ δ · area(T0 ) for a sufficiently large
n. Then we can write
R
p∈Q1 dist(op) dp
µQ1 (o) =
area(Q1 )
P
µQ0 (o) · area(Q0 ) + ni=0 µTi (o) · area(Ti )
≥
area(Q1 )
1
(area(Q
)
−
s
)
+ δ · area(T0 )
1
n
≥ 3
area(Q1 )
1
1 2δ · area(T0 )
+
> .
≥
3
3 · area(Q1 )
3
This concludes the proof of Theorem 1.
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Convex Partitions with 2-Edge Connected Dual Graphs
Marwan Al-Jubeh∗

Michael Hoffmann†

Diane L. Souvaine∗

Mashhood Ishaque∗

Csaba D. Tóth‡

Abstract

three segment endpoints are collinear, then this algorithm
produces n + 1 convex cells for n segments, and every
segment endpoint is incident on exactly two cells. We call
this a S TRAIGHT-F ORWARD convex partition, Cπ . Aichholzer et al. [1] conjectured that there is a permutation π
such that the dual graph D(π) is the union of two spanning trees. The conjecture would immediately imply that
such a dual graph is 2-edge connected. We present a counterexample to this conjecture (see Fig. 2).

In the paper we show that for every set of n disjoint line
segments in the plane, there is a partition (more may exist)
of the plane into n+1 open convex cells whose dual graph
is 2-edge connected. Questions about the dual graph of
a convex partition are motivated by the still unresolved
conjecture about compatible geometric matchings.
For a set S of disjoint line segments in the plane, a
convex partition of the plane is a set C of open convex
cells such that the cells are pairwise disjoint, they are disjoint from any segment, and their closures cover the entire plane. Note that every segment endpoint must be incident on at least two cells. Let σ be an assignment of
every segment endpoint to two adjacent convex cells. The
convex partition C and the assignment σ defines a dual
graph D(C, σ): the cells in C correspond to the nodes of
the dual graph, and every segment endpoint p corresponds
to an edge between the two cells assigned to p. For n disjoint segments, the dual graph has 2n edges, with possible
double edges (see Fig. 1(a) ).

Theorem 2. For every n ≥ 15, there are n disjoint segments in the plane such that the dual graph D(π) has a
bridge (cut edge) for any permutation π.
- B2
+

B1

C5 +
- C4

+

-

+
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+

+
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+
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+

+

+
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+
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+
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+

B4

-
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-
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+

p

p

γ

Figure 2: Counterexample with 15 segments

q r

(a)

Constructing a convex partition

(b)

In a S TRAIGHT-F ORWARD convex partition (defined
above), whenever two extensions meet, one of them stops
and the other one continues in its original direction. Here,
however, we let the two extensions merge and continue
in any direction in the closed wedge bounded by the two
extensions; every resulting cell is still convex.
In particular, we use the concept of extension trees introduced by Bose et al. [2]. A set S of n disjoint line
segments in the plane is a matching M with 2n vertices.
We augment M with directed edges (including directed
rays going to infinity) and the Steiner vertices they induce, such that the directed edges and the input segments
jointly partition the plane into convex cells.
We require that: (1) every segment endpoint emits exactly one outgoing edge; (2) every Steiner point disjoint
from M is incident on exactly one outgoing edge; (3) no
Steiner point on an input segment is incident on any outgoing edge; and (4) the directed edges do not form a cycle.

Figure 1: Dual Graph and Extension Trees
Theorem 1. For every set of n disjoint segments in the
plane, there is a convex partition with n + 1 cells and an
assignment σ such that the dual graph D(C, σ) is 2-edge
connected.
It is straightforward to construct a convex partition for
a set of n segments as follows. Let π be a permutation on
the 2n segment endpoints. Process the segment endpoints
in the order π. For an endpoint p, extend the incident
segment beyond the endpoint until until the extension hits
another segment, a previous extension, or infinity. If no
∗ Tufts

University, {maljub01,mishaq01,dls}@cs.tufts.
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† ETH

Zürich, hoffmann@inf.ethz.ch
of Calgary, cdtoth@ucalgary.ca

‡ University

1

Fall Workshop on Computational Geometry 2008 - Rensselaer Polytechnic Institute

63

this is the case where the segment endpoint p′
is incident on at least three cells.
→ becomes collinear with the previous edge of
(d) −
xy
P (iterate).
2. Split the tree T by calling the recursive subroutine
S PLIT T REE(T, p′ ).

The extended-path of a segment endpoint p is a directed
path along directed edges starting from p and ending on an
input segment or at infinity. An extension tree is the union
of all extended-paths that have a common endpoint, which
is called the root of the extension tree.
In our construction, we let σ assign a segment endpoint
p to the two cells adjacent to the unique outgoing edge
incident on p. Thus the 2-edge connected dual graphs
D(C, σ) can be characterized by a forbidden pattern (see
Fig. 1(b)).

s
x
p

Lemma 1. A dual graph D(C, σ) is 2-edge connected if
and only if no extended-path of any segment endpoint hits
the same segment.

x

w

P

y

p′ ′
q

q

r, z

y

s

(b)

(a)

Algorithm. We are given a set S of n disjoint line segments. First we draw extension trees that go to infinity
as follows. Draw successively any straight-line extension
that goes to infinity or hits a previously drawn extension.
After this initial step, the straight-line extension of any
remaining segment endpoint hits another segment. We repeat the subroutine A DD T REE for adding new maximal
extension trees until all extended-paths have been drawn.
Subroutine A DD T REE .
1. Find a segment endpoint whose extended-path has
not been drawn but its straight-line extension hits a
segment pq such that at least one of the extendedpaths of pq has already been drawn (refer to
Lemma 2).
2. Draw the straight-line extension of the unextended
endpoint and successively draw any new straight-line
extension that hits a previous extension. We have
created a maximal extension tree T whose root r
is incident on the segment pq. Since at least one
extended-path of pq is part of a previous extension
tree, at most one extended-path of pq can be part of
T.
3. If an extended-path of pq is a forbidden path, we
modify T with subroutine F LEX T REE(T ) below.
In subroutine F LEX T REE (see Fig. 3), we will modify
T while maintaining two invariants: (a) the interior of P
expands; (b) points s and r remain vertices of P ;
Subroutine F LEX T REE(T )
1. Loop until a new segment endpoint appears on the
→ be the last edge of the
extended-path γ. Let −
xy
(flexed) polygon P along γ such that the vertices x
−
→ be the
and y are Steiner, and x is convex. Let yz
→ be a third
other edge incident on y along γ. Let −
wy
directed edge incident on y, in the exterior of P such
→ and −
→ are consecutive in among the edges
that −
yz
wy
incident on y.
→ so as to expand the polygon P . If
Rotate the edge −
xy
→ Rotating the edge
∠xyz > 180◦ , then also move −
yz.
−
→
xy will result in one of the following four cases:
(a) y arrives at w and w = (p′ ) is a segment endpoint.
(b) y arrives at w and w is a Steiner point disjoint
from input segments (iterate).
→ or −
→ meets an endpoint p′ whose extension
(c) −
xy
yz
is not in the boundary of the polygon P . Notice

P
z, r p

w

s

q′
x

p
q

r, z

P

p′
y

w

(c)

Figure 3: FlexTree Operation (a), (b) and (c)
Subroutine S PLIT T REE(T, p′ )
1. Split tree T into two extension trees T1 and T2 . The
tree T1 consists of the extended-paths that terminate
at r, and T2 consists of the extended-paths that now
terminate at p′ .
2. If tree T2 contains a forbidden path, then call subroutine F LEX T REE(T2 ).
Lemma 2. If some extended-paths have been drawn and
the straight-line extension from every unextended endpoint would hit another segment (rather than a previous
extension or infinity), then we can draw a new straightline extension that hits another segment which has at least
one already extended-path.
Lemma 3. Subroutine F LEX T REE(T ) modifies an input
extension tree T with a forbidden extended-path γ until a
segment endpoint p′ appears along γ, where p′ 6= p and
the extended-path of p′ is part of T . During this modification, the set of extended-paths in T remains the same,
and T remains disjoint from all previously drawn extension trees.
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The Emergence of Sparse Spanners and
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I. I NTRODUCTION
A geometric graph G defined on a set of points P ⊆ Rd
with all edges as straight line segments of weight equal to the
length is called Euclidean spanner [4], if for any two points
p, q ∈ P the shortest path between them in G has length at
most λ · |pq|, where |pq| is the Euclidean distance. The factor
λ is called the stretch factor of G and the graph G is called a
λ-spanner. Spanners with a sparse set of edges provide good
approximations for the pairwise Euclidean distances and are
good candidates for network backbones. Thus, there has been
a lot of work on the construction of Euclidean spanners in
both the centralized setting and the distributed setting. In this
paper we are interested in the emergence of good Euclidean
spanners formed by uncoordinated agents. The work in this
paper initiates the study of the emergence of good spanners
in the setting when there is little coordination between the
peers and the users only need a modest amount of incomplete
information of the current overlay topology.
Our contribution We consider in this paper the following
model. There are n points in the plane. Each point represents
a separate agent and may build edges from itself to some other
points by the strategy to be explained later. The edges in the
final graph is the collection of edges built by all the agents.
The agents may decide to build edges at different point in
time. When an agent p plans on whether an edge from itself to
another point q should be built or not, p checks to see whether
there is already an edge from some points p0 to q 0 such that
1
|pp0 | and |qq 0 | are both within 4(1+1/ε)
· |p0 q 0 | from p and q
respectively. If not, the edge pq is built, otherwise it is not. This
strategy is very intuitive — if there is already a cross-country
highway from Washington D.C to San Francisco, it does not
make economical sense to build a highway from New York to
Los Angeles. We assume that each agent will eventually check
on each possible edge from itself to all the other points, but the
order on who checks which edge can be completely arbitrary.
With this strategy, the agents only make decisions with limited
information and no agent has full control over how and what
graph will be constructed. It is not obvious that this strategy
will end up with a sparse spanner on all points. It is even not
clear that the graph will be connected.
The main result in this paper is to show that with the above
strategy executed in any arbitrary order, the graph built at the
end of the process is a sparse spanner graph with the following
properties:

•
•
•

Between any two points p, q, there is a path with stretch
1 + ε and O(|pq|1/(1+2/ε) ) hops.
The number of edges is O(n).
The total edge length of the spanner is O(|MST| · log α),
where α is the aspect ratio, i.e., the ration of the distance
between the furthest pair and the closest pair, and |MST|
is the total edge length of the minimum spanning tree of
the point set. Clearly |MST| is a lower bound on the total
edge length of any constant stretch spanner.
II. U NCOORDINATED SPANNER CONSTRUCTION
ALGORITHM

Given n points in Rd , each point is represented by an agent.
We consider the following algorithm for constructing a sparse
spanner with stretch factor s in an uncoordinated way. For
any point p, denote by Br (p) the collection of points that are
within distance r from point p, i.e., inside the ball with radius
r centered at p.
Uncoordinated spanner construction. Each point/agent p
will check to see whether an edge from itself to another point
q should be constructed or not. At this point there might be
some edges already constructed by other agents. The order
of which agent checks on which edge is completely arbitrary.
Specifically, p performs the following operation:
Check where there is already
an edge p0 q 0 such that p and
|p0 q 0 |
q are within distance 2(s+1) from p0 , q 0 respectively. If so, p
does not build the edge to q. Otherwise, p will build an edge
to q.
This incremental construction of edges is executed by different agents in a completely uncoordinated manner. Any agent
makes its decision only based on local information and the
current network already constructed. The algorithm terminates
when all agents finish checking the edges from themselves to
all other points. To show the above algorithm output a good
spanner, we first show the connection of G with the notion
well-separated pair decomposition.
Definition 2.1 (Well-separated pair). Let s > 0 be a constant, and a pair of sets of points A, B is s-separated, if
d(A, B) ≥ s · max(diam(A), diam(B)), where diam(A) is
the diameter of the point set A, diam(A) = max |pq|, and
d(A, B) =

min |pq|.

p,q∈A

p∈A,q∈B

Definition 2.2 (Well-separated pair decomposition).
Let s > 0 be a constant,and P be a point set. An s-well-
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separated pair decomposition (WSPD) of P is a set of pairs
W = {(A1 , B1 ), . . . , (Am , Bm )}, s.t.
1) Ai , Bi ⊆ P , and the pair sets Ai and Bi are s-separated
for every i.
2) For any two points p, q ∈ P , there is at least one pair
(Ai , Bi ) such that p ∈ Ai and q ∈ Bi .
Here m is called the size of the WSPD.
A greedy algorithm for well-separated pair decomposition
The above theorem shows the connection of the uncoordinated
graph G with a WSPD W . In fact, the way to compute the
WSPD W via the construction of G is equivalent to the
following algorithm that computes an s-WSPD, in a greedy
fashion, with s > 1.
1) Choose an arbitrary pair (p, q), not yet covered by
existing well-separated pairs in W .
2) Include the pair of point sets Br (p) and Br (q) in the
WSPD W , with r = |pq|/(2 + 2s).
3) Label every pair (pi , qi ) with pi ∈ Br (p) and qi ∈ Br (q)
as being covered.
4) Repeat the above steps until every pair of points is
covered.
III. P ROPERTIES OF THE GREEDY SPANNER
Deformable spanner. Given a set of point P in the plane,
a set of discrete centers with radius r is defined to be the
maximal set S ∈ P that satisfies the covering property and
the separation property: any point p ∈ P is within distance r
to some point p0 ∈ S; and every two points in S are of distance
at least r away from each other. We now define a hierarchy
of discrete centers in a recursive way. S0 is the original point
set P. Si is the discrete center set of Si−1 with radius 2i . The
deformable spanner is based on the hierarchy, with all edges
between two points u and v in Si if |uv| ≤ c · 2i , where c is
a constant equal to 4 + 16/ε.
Lemma 3.1 (Deformable spanner properties [1]). For a set
of n points in Rd with aspect ratio α,
1) For any point p ∈ S0 , its ancestor P (i) (p) ∈ Si is of
distance 2i+1 away from p.
2) Any point p ∈ Si has at most (1 + 2c)d − 1 edges with
other points of Si .
3) The deformable spanner Ĝ is a (1 + ε)-spanner with
O(n/εd ) edges.
4) Ĝ has total weight O(|MST| · lg α/εd+1 ), where |MST|
is the weight of the minimal spanning tree of the point set
S.
With the WSPD Ŵ constructed by the deformable spanner,
we can prove several important properties of our greedy
WSPD W. The basic idea is to map the pairs in W to the
pairs in Ŵ and show that at most a constant number of pairs
in W map to the same pair in Ŵ .
Theorem 3.2. The uncoordinated spanner G with parameter s
is a spanner with stretch factor (s + 1)/(s − 1) and has O(nsd )

number of edges, with maximal degree of O(lg α · sd ) and average degree O(sd ), and the total weight is O(lg α·|MST|·sd+1 ).
Theorem 3.3. For any two point p and q in G, there is a path
with stretch (s + 1)/(s − 1) between p and q with at most
2|pq|1/(1+lg s) hops.
IV. A PPLICATION OF THE GREEDY SPANNER
The uncoordinated spanner construction has application in
P2P network overlay design [3]. For that, we will first extend
our spanner results on a more general metric, metric with
constant doubling dimension [2]. The doubling dimension of
a metric space (X, d) is the smallest value γ such that each
ball of radius R can be covered by at most 2γ balls of radius
R/2.
Theorem 4.1. For n points and a metric space defined on them
with constant doubling dimension γ , the uncoordinated spanner
construction outputs a spanner G with stretch factor (s+1)/(s−
1), has total weight O(γ 9 · lg α · |M ST | · sO(γ) ) and has O(γ 4 ·
n · sO(γ) ) number of edges. Also it has a maximal degree of
O(γ 4 · lg α · sO(γ) ) and average degree O(γ 4 · sO(γ) ).
The spanner edges are recorded in a distributed fashion so
that no node has the entire picture of the spanner topology.
After each edge pq in G is constructed, the peers p, q will
inform their neighboring nodes(those in Br (p) and Br (q)
with r = |pq|/(2s + 2)) that such an edge pq exists so
that they will not try to connect to one another. The total
communication cost for the above construction is O(n log α),
and each node’s storage cost is bonded by O(log α). Although
the spanner topology is implicitly stored on the nodes with
each node only knows some piece of it, we are actually able
to do a distributed and local routing on the spanner with
only information available at the nodes such that the path
discovered has maximum stretch (s + 1)/(s − 1). In particular,
for any node p who has a message to send to node q, it
is guaranteed that (p, q) is covered by well-separated pair
(Br (p0 ), Br (q 0 )) with p ∈ Br (p0 ) and q ∈ Br (q 0 ). By the
construction algorithm, all the nodes in Br (p0 ) ∪ Br (q 0 ) will
be informed the edge pq. Thus p includes in the packet a partial
route with {p Ã p0 , p0 q 0 , q 0 Ã q}. By the same induction as
used in the proof of spanner stretch, the final path is going
to have stretch at most (s+1)/(s-1) and at most 2|pq|1/(1+lg s)
hops. The constructed spanner can also be used to look for
nearest peer in the P2P network, and it nicely supports node
insertion and deletion as well.
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ABSTRACT
Motivated by constraint-based CAD software, we introduce
a new, very general, rigidity model: the body-and-cad structure, composed of rigid bodies in 3D constrained by pairwise
coincidence, angle and distance constraints. We have identified 21 relevant geometric constraints and a new, necessary,
but not sufficient, counting condition for minimal rigidity of
body-and-cad structures: nested sparsity. We remark that
the classical body-and-bar rigidity model can be viewed as a
body-and-cad structure that uses only one constraint from
this new set of constraints.

1.

INTRODUCTION

This paper and accompanying poster introduce body-and-cad
structures, a class of 3D geometric frameworks with specific
coincidence, angle and distance constraints between rigid
bodies. To the best of our knowledge, these constraints have
not been studied before from this perspective.
Motivation. Popular computer aided design (CAD) software based on geometric constraint solvers allow users to
design complex 3D systems by placing geometric constraints
among sets of rigid body building blocks. The constraints
are specified by identifying primitive geometries (points, lines,
planes, or splines) on participating rigid bodies. Analyzing
all of these simultaneously is a very difficult problem. In
this paper, we focus on a subset of these constraints that are
amenable to a rigidity-theoretical investigation.
We define a body-and-cad structure to be composed of rigid
bodies connected by pairwise coincidence, angle (parallel,
perpendicular, or arbitrary fixed angle) and distance constraints. These may only be placed on the primitive geometries of points, lines or planes. In an accompanying paper [1], we develop the pattern of the rigidity matrix and
identify a necessary combinatorial counting property called
nested sparsity, which is the counterpart of the well-known
Maxwell condition for fixed length rigidity. We also show
that this condition is not sufficient.
Related work. Classical rigidity theory focuses on distance
constraints between points [2] or rigid bodies [8, 9]. Direction constraints are well-understood and arise from parallel
redrawing applications [10]; 2D systems with both length
∗ Partially

supported by NSF CCF-0728783.
supported by a Research Grant from SolidWorks 2007
‡ Partially supported by NSF CCF-0728783.
† Partially

and direction constraints are characterized in [6]. Angle constraints in the plane have been studied in [11] and [5]. Combinatorial sparsity conditions [4, 7] are intimately tied with
rigidity theory, appearing often as necessary conditions (as
for 3D bar-and-joint rigidity) and sometimes even as complete characterizations (as for 2D bar-and-joint, body-andbar in arbitrary dimension) [2, 8].

2.

BODY-AND-CAD STRUCTURES

Geometric constraints. Besides the well-studied distance
constraint between points (as in body-and-bar structures),
we identify 20 new pairwise coincidence, distance and angle constraints between points, lines and planes. We label
constraints by the geometries involved, e.g., a line-plane perpendicular constraint between bodies A and B indicates that
a line on A is perpendicular to a plane on B. Here is the
full set of body-and-cad constraints that we study:
• Plane-plane constraints. Parallel, perpendicular,
fixed angle, coincidence, distance.
• Plane-line constraints. Parallel, perpendicular, fixed
angle, coincidence, distance.
• Plane-point constraints. Coincidence, distance.
• Line-line constraints. Parallel, perpendicular, fixed
angle, coincidence, distance.
• Line-point constraints. Coincidence, distance.
• Point-point constraints. Coincidence, distance.

Figure 1: Two dice rigidly stacked; die A is above B. Faces
are labeled by the number of dots, and face 6 lies at the
bottom (opposite 1). The length of an edge is 1.
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Body-and-cad rigidity. A body-and-cad structure is rigid
if the only motions respecting the constraints are the trivial 3D motions (rotation and translation); otherwise, it is
flexible. It is infinitesimally rigid if the only infinitesimal
motions are trivial. Infinitesimal rigidity is the linearized
version of rigidity.
Body-and-cad minimal rigidity. The concept of minimal rigidity is usually defined as follows: a rigid structure
is minimally rigid if the removal of any constraint results in
a flexible structure. However, in our case, geometric constraints may correspond to more than one “primitive” constraint. Formally, a primitive constraint yields only one row
in the rigidity matrix, while the body-and-cad constraints
may yield several rows. In our setting, we define minimal
rigidity as above, but referring to the removal of primitive
constraints only.
The example in Figure 1 illustrates the subtleties of this
concept. Let A and B be two dice rigidly stacked with the
following constraints: (i) (Plane-plane parallel) A’s Face
1 is parallel to B’s Face 1, (ii) (Plane-plane perpendicular) A’s Face 2 is perpendicular to B’s Face 3, (iii) (Planeline distance) The distance between A’s Face 1 and B’s
Line 12 (intersection of Faces 1 and 2) is 1, and (iv) (Pointpoint coincidence) A’s Corner 236 (the point defined by
Faces 2, 3 and 6) is coincident to B’s Corner 123. This
structure is rigid. We say the structure is overconstrained
since it remains rigid even after removal of constraint (iii).
The resulting structure is now minimally rigid; constraints
(i), (ii) and (iv) correspond to 6 primitive constraints. Thus,
the removal of any primitive constraint results in a flexible
structure.
Now consider stacking the dice with the following two
constraints: (i) (Line-line coincidence) A’s Line 26 is coincident to B’s Line 12 and (ii) (Line-line coincidence)
A’s Line 36 is coincident to B’s Line 13. This structure is
still rigid. While it becomes flexible after the removal of
either constraint (i) or (ii), it is not minimally rigid. Since
a line-line coincidence constraint corresponds to 4 primitive
constraints, this structure has 8 primitive constraints and is
overconstrained. To give some intuition, note that a structure composed of 2 rigid bodies has 12 degrees of freedom.
Of these, 6 are trivial, so we fix body A to factor them
out. Now consider constraint (i); the structure is left with
2 degrees of freedom, as B may slide along the line and
rotate about it. This indicates that a line-line coincidence
constraint is somehow “killing” 4 degrees of freedom.

3.

NESTED SPARSITY

We introduce a combinatorial condition called nested sparsity that is derived naturally from the body-and-cad rigidity
matrix. We have shown that nested sparsity is necessary for
generic rigidity of body-and-cad structures and provide an
counterexample to show that it is not sufficient [3].
A graph on n vertices is (k, `)-sparse if every subset of
n0 vertices spans at most kn0 − ` edges; it is tight if, in
addition, it spans kn − ` total edges. Let G = (V, R ∪
B) be a graph with its edge set colored into red and black
edges, corresponding to R and B, respectively. We say G is
(k1 , `1 , k2 , `2 )-nested sparse if G is (k1 , `1 )-sparse and G1 =
(V, R) is (k2 , `2 )-sparse; the graph is (k1 , `1 , k2 , `2 )-tight if G
is (k1 , `1 )-tight.

Given a body-and-cad structure, let G = (V, R ∪ B) be
the graph obtained by assigning vertices to bodies and constraints to disjoint edge sets R and B, corresponding respectively to primitive angular and blind constraints. In [1], we
show that (6, 6, 3, 3)-nested sparsity is a necessary condition
for generic minimal body-and-cad rigidity. We provide the
counterexample that shows it is not sufficient.
Figure 2 depicts a flexible structure whose associated graph
is (6, 6, 3, 3)-nested sparse. It is composed of 3 bodies A, B
and C; Figure 2b colors the constraints. A and B have
2 point-point distance constraints (cyan and purple) and a
line-line coincidence constraint (pink); A and C have a lineline angle constraint (orange) and a plane-plane coincidence
constraint (yellow); B and C have a plane-line coincidence
constraint (green).

A

A

B

C

B

C

(a)
Constraint (b) The structure is (c) Corresponding
structure in Solid- flexible with one de- graph is (6, 6, 3, 3)Works.
gree of freedom.
nested tight.

Figure 2: Counterexample shows nested sparsity condition
is not sufficient.

4.

CONCLUSIONS AND FUTURE DIRECTIONS

Motivated by CAD applications, we have initiated the study
of body-and-cad rigidity. Constraint-based CAD software
contains a rich set of geometric constraints. As a first step
towards understanding these, we have identified a class of
constraints amenable to rigidity-theoretical investigation. We
are hopeful that the study of all or some of the body-and-cad
constraints introduced here will prove to be more tractable
than classical 3D bar-and-joint rigidity.
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I. I NTRODUCTION
We apply Morse theory in the study of sensor networks
and distributed sensor data. Sensor nodes are deployed in a
2D region M with boundaries and possibly interior holes,
and the sensor data samples a continuous real function f .
We are interested in both the topology of the discrete sensor
field in terms of the sensing holes (voids without sufficient
sensors deployed), as well as the topology of the signal field
in terms of its critical points. Towards this end, we extend
the construction of the Morse-Smale complex in the setting of
a domain with boundaries and develop distributed algorithms
to construct the Morse-Smale decomposition. The sensor field
is decomposed into simply-connected pieces, inside each of
which the function is homogeneous, i.e., the integral lines flow
uniformly from a local maximum to a local minimum. This
compact structure captures the essential topological features
of the signal field sampled by distributed sensors, and has numerous applications in sensor data aggregation and distributed
data-guided navigation in the network.
A major component of the result in this paper is to establish
the equivalence of the Morse-Smale decomposition with the
‘cut locus’ of the flow, defined as the points through which
the flow has different homotopy types (get around the holes in
different ways), or different limit endpoints, with the flows in
their neighborhood. Since the cut locus can be detected locally
in a discrete network, this connection turns out to be the key in
the robust detection of the saddle points and the Morse-Smale
decomposition of the sensor field.
II. F LOW, D ECOMPOSITION AND D UAL C OMPLEX
Observe that existing approaches to adapting Morse theory
to discrete domains( [1]–[3]) do not apply to sensor networks
due to unavailability of a triangulated mesh. We therefore
devise a method from scratch that handles a discrete network,
and presence of boundaries without explicitly detecting the
boundary of the network.
Handling boundaries requires reconsidering the differential
structure starting from the definition of gradients. We provide
only a short description here, the rigorous presentation is
available online [4]. The major obstruction in defining a
Morse-Smale decomposition of a manifold with boundaries
is that the gradient vectors do not imply smooth integral lines
the way they do in manifolds without boundaries. To obtain
meaningful substitute constructs that can be used in a dense
sensor network, we redefine gradients to be the maximum of
the projection of the true gradient over directions that locally

points to the manifold interior. This keeps the vectors in
the interior unchanged, but modifies those at the boundary.
Figure 1 shows the idea.
A flow can now be defined
Vf (p)
in the usual manner. An Orp
bit is defined for each point
Vh (p)
as the trajectory obtained by
following the gradient vector
Up+
starting at that point. A stable
manifold of a critical point c is Fig. 1. Definition of gradient vector
defined as the the set of points of function h on M. Vf is the
whose orbits converge to c. The original gradient.
unstable manifold is defined as the stable manifold under the
gradient vector field of the negative function.
Definition 2.1. Morse Smale Decomposition. The decomposition obtained by removing boundaries of the stable and
unstable manifolds.
Computing these boundaries in a sensor network is still a
challenge. We therefore interpret them in terms of cut locus
generated by the orbits.
Definition 2.2. Ordinary point, cut point, cut locus of h. A
point p is said to be ordinary if ∀ε there is a δ such that for any
q in a δ -neighborhood orbits of p and q are within a distance ε.
A point is a cut point if it is not an ordinary point. The set of all
cut points is the cut locus of h.
We show that the cut locus w.r.t h and −h give exactly the
boundaries in the definition above. In addition, the several
other properties can be proven:
Theorem 2.3. Each Morse-Smale cell is simply connected.
Theorem 2.4. The flow inside each Morse-Smale cell is homogeneous.
Based on the properties above, we describe a Dual. The
construction of it is similar to Cech dual, except that we insert
a simplex for each connected component of intersections of
cells. Then the following can be shown:
Theorem 2.5. The dual complex is homotopy equivalent to
M.
III. A PPLICATIONS IN SENSOR NETWORKS
To construct the decomposition in sensor networks, we let
each sensor compute the gradient in the direction of each
neighbor, and set the gradient vector variable to point to the
neighbor of highest gradient. If locations are not available,
this is simply the neighbor with the highest reading. Then
techniques similar to [6] can be used to compute the cut locus.
The resulting decompositions are shown in fig. 2. For details
of this method, and the applications described below, see the
full version [7].
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Fig. 2. (i) Original signal field. The network has a hole. (ii) Stable manifolds. (iii) Unstable manifolds. (iv) Morse-Smale decomposition with each cell labeled.
Red square: max; green square: min; blue disk: regular saddle; blue star: max-saddle; blue triangle: min-saddle.

A. Data centric routing
We are interested in two types of data dependent queries :
• Value restricted routing. Find a path from a source node
s to a destination node t with all values on the path within
a user-specified range.
• Iso-contour query. From a query node q, find the isocontours at value v, or count or report iso-contour components at the given value or range. This involves local
determination of contour components and routing to each
of these components.
To perform the routing, we make use of the dual constructed
in the last section as a high level routing structure, that
determines a path over the adjacency graph of the cell decomposition. To perform routing within a cell, we make use
of iso-contours and gradients of the signal. By the properties of
Morse-Smale decomposition, these form a simple and easy to
use coordinate system that can be used to navigate within the
cell or to a neighboring cell. In addition, we use randomization
in selecting path in the dual as well as in routing within a cell
to get better load balancing.

(i)

(ii)

Fig. 3. (i) Depending on the range restriction applied, the algorithm constructs
different paths. The red path is in response to a request for a path in a high
range, the blue path on request for a low path. (ii) Iso-contours and routes to
the different iso-contours found by the algorithm.

B. Data aggregation by sweeps
The idea of using a sweep over a sensor network to perform
data aggregation was proposed in [5], where this method was
shown to be more efficient than standard aggregation tree
based methods.
The intuition behind performing a sweep is to schedule
the transmissions in a way that reduces collisions and energy
usage. Sweeping each cell of the decomposition individually
is intuitively even more appealing than a regular sweep - since
each cell is homogeneous, and does not contain any saddle, the

sweep proceeds without pauses. The decomposition also lets
the sweep proceed simultaneously in different components,
allowing further parallelism. Our simulations show that this
is indeed the case; sweeping by the decomposition reduces
collisions, the sweeps execute faster, and nodes need to keep
awake for smaller intervals.
Type
Normal
X coord
Decomposed

Total Time
17182
11748
7788

Avg up-time
984.5
579.1
386.1

Max up-time
12147
8475
2056

#collisions
10013
9156
5766

TABLE I. The sweep time for the network with 2 holes. The table shows
results for sweeping the network by the input signal itself, sweeping by a coordinate of the geographic location, and the sweep by the cell decomposition.
See [7] for explanation of these results.
IV. C ONCLUSION

We have presented here the theory of Morse-Smale decomposition for bounded subsets of R2 . The resulting decomposition and structural information about the network obtained
in the process is shown to facilitate several applications
in sensor networks. Note that executing the scheme does
not require detecting the boundary or any other topological
or geometric features of the network. The topology of the
network is extracted from the information implicit in the flow
of the signal gradient. Encoded as the dual, this information
permits the routing mechanisms. The precise guarantees of the
decomposition in the network case is under investigation.
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Implementation of a Generalized Nonoverlapping Unfolding Algorithm
Nathaniel Born1

1. Introduction
Algorithms for computing non-overlapping
foldouts of 3-dimensional convex polyhedra have
been developed [1,2] and implemented [3,5] for
quite some time. Recently, Miller and Pak [4]
gave an algorithm to compute certain nonoverlapping foldouts for convex polyhedra of
arbitrary dimension. This presentation will
describe an implementation of the Miller-Pak
algorithm, including a discussion of the algorithm
itself, issues that were raised during the
implementation process, and sample results of 3dimensional foldouts of boundaries of 4dimensional polytopes.

Ezra Miller2
polyhedron, it looks, from the point of view of an
observer in any given facet, that there are multiple
source images in the
hyperplane of the facet, each
emitting its own wavefront.
These source images induce a
Voronoi subdivision of the
facet. To the right is an
example of the Voronoi
subdivision of the top facet of
the cube. The regions in the
subdivision are then rearranged to form a foldout,
such as the one below and to the left. Below and
to the right is an image of the cube with the cuts
of the foldout shown.

2. Overview of the algorithm
The input is a polyhedron of dimension d+1 and a
source point on the boundary of the polyhedron.
For example, the 3dimensional cube to the right.
The source point v emits a
signal, sending out a spherical
wavefront of dimension d
along the boundary of the
polyhedron. At certain times and locations, called
events, the geometry of the wavefront changes.
An event is a 3-tuple (w, F, R) such that w is a
source image, F is a facet, and R is a ridge with
the property that R lies in the hyperplane between
w and F. The source image is the point, in the
hyperplane containing F, where the source point
appears to be if you look from F through R.
The algorithm computes the events in
chronological order as follows. After some events
have been computed, identify a set of potential
events. Declare the “closest” potential event to be
the next event. As the wavefront wraps itself
around lower dimensional faces of the

3. Pseudocode
Input: a d+1-dimensional polyhedron P and a
source point v on some facet F of P.
Step 1. Initialize the set EF of potential events of
F to be the triples (source image, facet, ridge) for
the facets adjacent to F. Initialize YF, the set of
source images of F, to be v. For all other facets F'
of P, set YF' = {}, EF' = {}. Define E to be the
union of all potential events of P.
Step 2. Compute the dihedral angles for all pairs
of adjacent facets.
Step 3. From E, choose the potential event E that
occurs earliest (so E is the “next event”), and
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2 Department of Mathematics, University of Minnesota
email: ezra@math.umn.edu

Fall Workshop on Computational Geometry 2008 - Rensselaer Polytechnic Institute

71

remove E from EF and E.
Step 4. For the facet F' on the other side of the
relevant ridge of F, add to YF' the source image
corresponding to E.
Step 5. Compute the Voronoi diagram for F' with
its source images YF'. For all possible potential
events involving F', find the potential events (w,
F', R) such that w can see R through F. That is,
such that a line segment can be drawn from w
through the interior of F to R, without leaving its
respective Voronoi subdivision. Add all such
events to E and EF'.
Step 6. Continue to repeat steps 3-5 until there are
no more potential events to process.
Step 7. Calculate the Voronoi diagram for each
facet F using its corresponding source images, YF.
The different regions of the Voronoi subdivisions
are then sequentially rotated to the hyperplane
containing the original facet F using the angles
computed in Step 2.

4. The closest point problem
Step 3 requires us to be able to do the following:
Given a point v and a polyhedron P, find the point
on P that is closest to v. Experts we consulted
claimed that existing algorithms to do this are not
particularly efficient. Furthermore, it would have
been difficult to integrate the optimization
methods of the existing algorithms into our
implementation. Therefore we developed a naïve
geometric algorithm to compute these closest
points:
Place the origin arbitrarily in the interior of P.
Then, take the ray from the origin through v, and
travel infinitely far away to a point x. The point x
will be in a unique outer normal polyhedron to P.
As x travels back along the ray towards the origin,
x will cross from one outer normal polyhedron to
another. When x is in the same outer normal
polyhedron CF as v, project x orthogonally onto F,
the face of P whose outer normal polyhedron is
CF.

5. The finiteness theorem
In order to determine the “next event” to process
(as in Step 3), we need to look at the points x

where multiple wavefronts converge on each
other. A theorem [4] indicated that a subroutine
for determining this exists, but did not produce
sufficient pseudocode for implementation. At
these points, we iterate the following procedure
for each potential event:
Input: a point x; an outer support vector to x, v;
and a cone V with apex x.
Step 1. Initialize an ordered sequence of mutually
orthogonal unit vectors L to be empty.
Step 2. Choose any nonzero vector ζ in V that
minimizes the angle with v, and add it to L.
Step 3. Take the orthogonal hyperplane to ζ,
move it one unit along ζ, intersect it with V, then
move it back one unit. This is the new V, with the
same support vector.
Step 4. Repeat steps 2-3 until Step 2 is no longer
possible.
The next potential event to process will be the
event with the lexicographically minimal angle
sequence (Theorem 4.11 in [4]).
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