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Abstract

We present VEDA-2, a redesigned version of the DNA fragment assembler VEDA. VEDA-2 covers

all stages of the assembly process, from sequencing the input fragments into collection of contigs, to

reordering and orienting contigs, based on the mate-pair information. Like its predecessor, VEDA-

2 is a generic procedure with several “open” numeric and algorithmic parameters that are “learned”

by a learning meta-algorithm L-VEDA through post-processing of previously sequenced DNAs. Our

experiments are performed on two types of input data: real, comprised of the system of Anthrax fragments

that was made public on the TIGR site; and synthetic, comprised of systems of fragments generated by

the program frag, which is applied to real DNA strings. The latter includes a frag-generated input formed

from the Anthrax DNA. Testing on diverse DNA sequences of lengths of up to 5 million base pairs shows

that VEDA-2 correctly assembles approximately 97% of the DNA. According to our experiments, VEDA-

2 correctly restores the order of the contigs and determines the lengths of the gaps between them within

5% of the true answer.
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1 Introduction

One of the most important problems in the field of bioinformatics is DNA Sequencing, which is the deter-
mination of the precise order of nucleotides in a piece of DNA. In this paper, we present a new algorithm
VEDA-2 for assembling a DNA sequence from fragments. VEDA-2 is a redesign of the original VEDA as-
sembler; like its predecessor, VEDA-2 is an algorithm created by applying the machine learning approach to
the algorithm design. Methods of machine learning and data mining are often applied to complex problems
in bioinformatics ([1]). Our approach to the use of machine learning methods is novel in that instead of
learning patterns in the object of interest (e.g. a map for the assembly problem), we seek to learn a pattern
in an algorithm’s logic that creates this object. We use such patterns to significantly reduce the size of the
combinatorial search space that needs to be explored in order to solve the problem. VEDA-2 differs from
other DNA-assemblers in that it is a generic algorithm with a number of initially undetermined numeric and
algorithmic parameters that are domain-specific. Learning these parameters is done by a learning procedure
L-VEDA which post-processes already sequenced training DNA strings and supplies the learned parameters
to VEDA-2.

The earliest methods of DNA sequencing ([12, 19]), based on gel electrophoresis, were sufficient for sequencing
in vitro short strands, of up to 100-200 bp. Advances in technology have increased the electrophoresis bound
to close to 1000 bp, which is well below the length of entire genomes. At the beginning of the Human Genome
Project, the main goal was the construction of physical maps of chromosomes that indicated the regions of
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DNA where singularly unique sequences are positioned. The major breakthrough in DNA sequencing came
with the development of shotgun sequencing ([20]), which enabled researchers at The Institute for Genomic
Research (TIGR) to sequence the entire genome of Haemophilus influenzae [4]. The whole-genome shotgun
sequencing approach achieved a dramatic success with the first drafts of the Human genome ([11, 22]). This
method requires the shredding of multiple copies of the original strand yielding a system of DNA fragments.
The fragments are read individually using electrophoresis. The sequenced fragments, or reads, are stored in
silico, and the original sequence is then deduced from fragment overlap information ([2, 6, 7, 8, 9, 14, 18, 23]).

The main sources of difficulty for shotgun sequencing are gaps in the DNA coverage by the fragments,
erroneous readings of DNA fragments, and the presence of repeats, i.e. long identical disjoint segments
of a DNA string. An assembler implementing the traditional overlap-layout-consensus paradigm ([2, 7])
can be “tricked” into merging fragments with large, similar ends that cover disjoint segments of the DNA.
Thus, according to [15], the assemblers Phrap, CAP3, and TIGR make substantial errors while assembling
bacterial DNAs. To overcome this problem1, several different strategies have been developed ([8, 10, 15]).
The experiments with a new assembler EULER, reported in [15], show a significant improvement in the
accuracy of assembly on the bacterial DNAs. Still, no purely algorithmic strategy is reported which performs
satisfactorily assembling eukaryotic genomes.

The input to VEDA-2 is a set of DNA fragments; its output is an ordered set of contigs, or meta-fragments.
VEDA-2 starts by creating a hash table of all k-mers vs the input fragments. The table is processed in
order to determine the “reliable” k-mers; these are short segments that, with high probability, have a unique
location in the final DNA-string. This determination is made based on the parameters learned by L-VEDA
from post-processing training DNAs. Once the hash table is created, the following steps are performed: (1)
Labeling and Cleaning fragments; (2) Creating meta-fragments through staircasing; (3) Expanding meta-
fragments; and (4) Ordering meta-fragments. The labeling and cleaning of fragments of the whole DNA
during the first step are done interchangeable and are repeated until a sufficient number of errors have
been cleaned and a sufficient number of fragments have been labeled. After a sufficient amount of errors
is cleaned (by performing the cleaning stage a number of times), meta-fragments are formed by merging
overlapping fragments. Once formed, meta-fragments are extended (and possibly merged) into the repeat-
regions. Finally, the meta-fragments are ordered based on mate-pair information.

Our learning experiments have been performed on five “short” DNA sequences (1Mbp); the learned pa-
rameters were then used for the sequencing of three inputs derived from the same “long” (5Mbp) DNA
sample for testing purposes. For the learning experiments, we used b burgdorferi, b subtilis, c trachomatis,
d radiodurans, and v cholerae. All of these genomes were obtained from the TIGR website[21]. The three
testing experiments involve the 5Mbp b anthracis “Florida” isolate ([17]). The first of these three uses a 7x
coverage of the DNA consisting of real fragments developed by TIGR. The second used a 7x coverage of the
same DNA consisting of fragments developed by Myers’s frag program ([13]). The third used a 10x coverage
of the DNA consisting of fragments developed by frag. The results showed that the information learned from
various smaller DNAs could actually be used to accurately sequence a different, longer DNA. The results
also showed that the generation of fragments by frag did not cause a significant difference in the resulting
meta-fragments.

The next section describes VEDA-2 in detail. The following sections show the results of the five learning
experiments performed by L-VEDA and the results of the three testing experiments, each of which using
the data learning from the L-VEDA experiments, on different fragment sets of Anthrax. Data from previous
experiments based on a various samples, including a ten million bp sample of Human Chromosome 22, are
also presented. Finally, the last section is a discussion of future work.

Acknowledgment. We are grateful to Dr. Eugene Myers for directing us to the program frag to generate
inputs, and Dr. Mihai Pop for useful information and comments.

1If repeats are longer than the lengths of the fragments, the problem is in principle unsolved unless some additional infor-

mation is used, for example, mate-pairs.
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2 Description of VEDA-2

VEDA-2 is a generic assembler whose algorithmic and numeric parameters are supplied by L-VEDA, which
discovers the latter by post-processing a preselected set of training DNAs. In the absence of training, default
values can be taken. The input to VEDA-2 is a system of fragments F = f1, . . . , fn; its output is an ordered
collection of meta-fragments, or contigs.

Initially, VEDA-2 constructs a hash table of k-mers vs. fragments. A k-mer is a substring of length k found
in one or more input fragments; in our experiments, the value of k is 24. Each k-mer in the hash table is
associated with a list of all input fragments containing that k-mer; the length of this list is called the k-mer’s
frequency.

Once the hash table is created, the following steps are performed: (1) Labeling and Cleaning fragments;
(2) Creating meta-fragments through staircasing; (3) Expanding meta-fragments; and (4) Ordering meta-
fragments. The labeling and cleaning of fragments of the whole DNA during the first step are done inter-
changeable and are repeated until a sufficient number of errors have been cleaned and a sufficient number
of fragments have been labeled.

Labeling. This process deals with the problem of read orientation and is an improvement over the original
VEDA algorithm. A scheme for read (fragment) orientation was first proposed in [9]. We present a new
scheme which directly aids in the removal of errors from fragments.

In a typical input, synthetic or real, approximately half of the fragments come from one strand of the DNA
and the rest from the opposite one. Given a fragment f , the corresponding interval f ∗ of the DNA from the
other strand is obtained by reverse complement. For a given k-mer K, the stack S(K) of K comprises the
set of all input fragments containing K as a substring; a fragment is used in the stack as many times as the
number of its substrings identical with K. If K∗ is listed in the hash table, then the paired frequency of K

is the pair (a, b) of integers, where a (resp. b) is the frequency of K (resp. K∗).

The output of procedure labeling is a collection of “piles” of fragments that are determined to be on the
same strand (but possibly different for different piles.) Some fragments of the same pile (approximately half
of them) are obtained by replacing original input fragments with their reversed complements. If we knew
that K and K∗ belong to the opposite strands of the DNA, then the fragments from S(K) and S(K∗) would
be labeled, respectively, 0 and 1, which would start the formation of a pile. Thus, the main question is how
to determine if both K and K∗ are on the same strand (it can also be that some fragments from the other
strand contain these k-mers). VEDA-2 determines this by checking if the paired frequency of K is in the set
of markable pairs. A markable pair is identified by L-VEDA as a pair (a, b) for which in all training inputs,
all k-mers whose paired frequency is (a, b) are such that all fragments from S(K) belong to one strand and
all fragments from S(K∗) belong to the opposite strand.

All fragments which contain any markable k-mers can now be oriented correctly. Our labeling procedure
scans through each fragment, looking for a markable k-mer K. Once found, all fragments containing K

(resp. K∗) are marked with an odd (resp. even) integer value. A unifying process is run to make sure that
all previously marked fragments of K (resp. K∗) are marked with the same odd (resp. even) value.

Once labeling has completed, piles of fragments with the same label value are formed. Each pile with an
odd label value c has a corresponding pile of fragments with an even c+1 label value. The fragments in the
piles with even label values are replaced with their reverse complements.

Cleaning. Procedure Labeling does not necessarily label all fragments. It can be expected, in particular,
from the fact that, usually, for a given DNA string not all k-mers that would be appropriate for labeling
are markable. However, partial labeling together with corresponding replacing fragments with their reversed
complements makes the task of cleaning easier. In turn, cleaning fragments yields new markable k-mers.
Thus, VEDA-2 repeats the sequence Labeling-Cleaning several times until the efficiency of the procedure is
diminished.
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Cleaning deals with the problem of read error. Identifying the regions on fragments with no errors or with
very few ones is crucial to our strategy. These regions are much easier to sequence and they do not require
the special treatment given to gapped and repeated sections. The post-processing of previously sequenced
training DNAs performed by L-VEDA established the range of frequencies of the k-mers that, with high
probability, are error-free and belong to unique regions of the DNA. VEDA-2 uses this information to identify
such k-mers and then corrects the erroneous locations around them in the corresponding fragments. The
three types of errors in the fragments are caused by substitutions, insertions, and deletions.

Cleaning is performed by applying an operation called Double Fix to k-mers that are reliable according to
L-VEDA. A k-mer is called reliable if its frequency is such that for all training DNAs, all k-mers with this
frequency were error-free and are located in the unique areas. It was found by L-VEDA, that the intervals
of reliable frequencies depend on the coverage of the DNA by the fragments. Thus, for the 7x (resp. 10x)
coverage, the reliable interval is [4,10] (resp. [5,13]). If the fragments of the stack S(K) of a given k-mer K

are aligned according to their common substring identical to K, then for each F ∈ S(K), intervals of fixed
length (whose value is determined by L-VEDA) adjacent to K from the right and left are selected. K is
called the anchor of the stack; the adjacent intervals g and h are called the right and left windows of K. For
every position i in a window w, the corresponding bases in all fragments of the stack constitute a pool. The
action of creating the fragment stack and determining a pool and its windows is depicted in figure 1.

}
position i

Stack of  K

Right window

K

Figure 1: Stack for cleaning

For each window of a reliable k-mer, Double Fix de-
termines whether every pool has a majority value
(the letter which occurs in more than half of the
votes); the procedure will only proceed if every pool
has a majority value. For every fragment of the stack
S(K) which covers the entire window, the vote in a
position i which differs from the majority is declared
an error (i = 1, . . . , |w|). To correct the errors in a
fragment, Double Fix attempts to undo them by ap-
plying (within the window) all possible pairs of operations replacement, insertion, and deletion, in the order
indicated. The first of these fixes which succeeds is accepted, and the corresponding interval of the fragment
in question is corrected. The underlying motivation of the procedure which was confirmed by L-VEDA is
that in the area near reliable k-mers, “easily fixable” discrepancies from the majority vote are indications
of errors rather than the presence of repeats. For every reliable k-mer, after both windows are cleaned, the
hash table is updated, which may produce more reliable k-mers; those k-mers are discovered and processed
during the next Cleaning Pass.

Staircasing. The second step of VEDA-2 assembles the set of reliable k-mers into a set of initial meta-
fragments. This procedure is similar to, but different from, the construction of the super-path in EULER
([15]; also see [3]). In particular, staircasing performs some additional cleaning of the fragments while
constructing meta-fragments.

The system of meta-fragments is constructed by repeated applications of operation Move (details of which
will be given in the full paper), which is applied to a pair 〈M,K〉, where M is a meta-fragment and K is a
reliable k-mer at the right (similarly, for the left) end of M . The initial pair consists of a meta-fragment and
a reliable k-mer which are identical. Let S(K) be the stack of K, and let w be the right window of K. Let P

be the pool of the bases in the first position of w (adjacent to K). If all bases in this positions are identical to
a symbol x ∈ {A,G,C, T}, then Move setsM =Mx and replaces K = (a1, . . . , ak) with K ′ = (a2, . . . , ak, x).
If the bases in the first positions of the pool are not identical, Move applies Double Fix to the window
w. If within w, there is a sufficient number of fixed fragments, Move disregards those fragments that were
erroneous within w and were not fixed, appends M with the majority values within w, and replaces K with
the right-most k-mer of the new meta-fragment M . Otherwise, Move stops moving to the right, and switches
to moving to the left. Once Move halts in the left direction, a new, not as yet processed reliable k-mer is
chosen as the base for a new meta-fragment.

Expansion. During this step of VEDA-2, the meta-fragments are expanded to include, possibly, the areas
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containing repeats. Procedure Expansion uses the hash table of k-mers in order to determine large overlaps
of meta-fragments with the input fragments. A special cleaning procedure is applied to extension regions.
Since our previous cleaning stages have removed errors from unique regions of the DNA, a new cleaning
procedure must be applied to the repeat regions.

pool size           >13 votes
small cluster    < 4 votes

Figure 2: Stack for cleaning

The difficulty with cleaning in repeated regions is the occurrence
of “clusters” of values among the pools of a cleaning window which
do not represent a single majority. For example, in a pool of fifteen
votes, two clusters of seven votes can appear along with a singular
third value. In Figure 2 the fourth pool contains three clusters of
values, none of which represents a majority of the vote. However
the two largest clusters form a plurality of the vote. L-VEDA has
determined that clusters which have at least four members are
significant, and all other small clusters are considered erroneous.

Cleaning is performed with respect to these clusters and their plurality values. For each vote, qi now denotes
the sum proportions of all large clusters. A variant of the procedure Double Fix proceeds with cleaning if
either a majority value or a plurality of values exists in every pool. Values from small clusters are changed
to the value of the largest cluster. In all other respects, cleaning is performed as previously described.

After cleaning, the meta-fragments are extended into the regions with the k-mer frequencies below five. This
is done by procedure Low Extend which is similar to Move, but with two distinct differences. First, instead
of using the majority value in a pool, Low Extend uses the plurality value. Second, to achieve a consensus
within the window, instead of using Double Fix, we use a procedure Multi Fix, which is in fact a fast
backtracking procedure.

After the low-frequency expansion is completed, the procedure High Extend extends meta-fragments into
areas of repeats. High Extend is comprised of three steps. Given a meta-fragment, the procedure identifies
the set T of input fragments that non-trivially overlap the meta-fragment. The initial threshold for overlaps is
determined by L-VEDA. It then uses Double Fix to clean errors in the segments of the overlapping fragments
that are outside of the meta-fragments. Having cleaned those segments, the procedure expands the meta-
fragments. The next step considers the input fragments that have a substantially longer intersection with
a new meta-fragment (the exact length is determined by L-VEDA), and then expands the meta-fragment
using a procedure Cluster High Extend, which uses two longer overlap thresholds to extend meta-fragments
further (the details of this procedure will appear in the full paper).

Ordering Meta-fragments. The output of the expansion step of VEDA-2 is an unordered collection
M = {Mi} of meta-fragments. The final step of VEDA-2 involves a two-stage process: (1) ordering meta-
fragments and (2) estimating the distances between meta-fragments. The additional input information which
is used to accomplish these tasks is a system of mate-pairs.

Two fragments fi and fj form a mate-pair iff their relative order and distance d apart in the target string
are known; a mate-pair is presented as a ordered triple P = 〈fi, fj ; d〉.

Figure 3: Spanning a gap with a mate-pair

Given a matepair P , if both fi and fj occur uniquely
in M, and if each fragment appears on different meta-
fragments Mi and Mj , then Mi and Mj can be ordered
(see Figure 3), and the distance between them can be
approximated based on d.

Given a set P of mate-pairs whose fragments appear
uniquely in M, VEDA-2 creates a fragment graph G =
(V,E), which is defined as follows: the vertices V = v1, v2, . . . , vn represent meta-fragments of M, and for
each mate-pair P = 〈f, g; d〉 ∈ P, there is an edge (vi, vj), where vi (resp. vj) is the meta-fragment containing
f (resp. g). Each edge is given a weight w(e), called the separating length, which is the distance between
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Mi and Mj , computed based on d and the locations of f and g in Mi and Mj , respectively.

Ordering. Using the standard algorithm for topological sorting, VEDA-2 checks if G is a DAG (directed
acyclic graph); any cycle would indicate a contradiction in the ordering of meta-fragments. If G is not a
DAG, some edges are removed based on their multiplicities, until G becomes a DAG.

Once G has been determined to have no cycles, a dynamic programming algorithm is used to construct the
longest path in G, which is called the trunk of the graph. After creating the trunk, VEDA-2 induces new
edges to vertices which do not lie on the trunk based on the following procedure:

If vertices vi and vj are not adjacent in G, for some vk ∈ V (G), (vk, vi), (vk, vj) ∈ E(G), and
w(vk, vj) << w(vk, vj), then a new edge e′ = (vj , vi) is added to the fragment graph G; the
separating length of e′ is set by w(e′) = w((vk, vi))−w((vk, vj))− |Mj |, where |Mj | is the length
of the meta-fragment represented by vj .

A similar process is run to induce edges between vertices with a common child. VEDA-2 uses the new edges
to expand the trunk into a (small) number of paths containing all vertices of the graph. The final collection
of distinct paths is ordered arbitrarily.

Gap Length Estimation. Having constructed the order {Mi} of the meta-fragments, VEDA-2 computes the
distances {xi} between them; here xi is the distance between Mi and Mi+1. If Mi+1 belongs to the different
path constructed during the reordering, then xi = 0.

For each mate-pair 〈f, g; d〉, let Mi and Mi+k be the meta-fragments containing f and g, respectively. Then,
let

d∗ = xi +

i+k−1
∑

j=i+1

(xj + |Mj |).

VEDA-2 uses a standard algorithm for the least-square method to find the {xi} that minimize the following
expression:

√

∑

mate−pairs

(d− d∗)2.

3 L-VEDA Results

L-VEDA performed learning on 5 different DNAs. Each training experiment involved a one million bp
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Figure 4: Region of markable k-mers

sample and a 7x coverage fragment system. For each ex-
periment, the fragments (and the errors on them) were gen-
erated by frag. Each fragment was approximately 500 bp
in length, and errors were introduced to the fragments at
a rate of 1%, with insertions, deletions, and substitutions
occurring with equal probability. Approximately 50% of
all fragments were inverted to their corresponding reverse
complements. The functions of all parameters learned by
L-VEDA are described in detail in the full paper.

The experiments show that three iterations of Labeling-
Cleaning are sufficient for labeling a significant portion of
fragments and for cleaning a significant number of errors. The number of additional fragments which could be
labeled and the number of errors which could be cleaned by further iterations were negligible; the remaining
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errors were handled during the Staircasing and Expansion steps. By analyzing the results of the labeling
steps of the experiments, L-VEDA delineated a region of (a, b) k-mer frequencies which could be used to
orient fragments. This region is described in Figure 4. The shaded area represents paired frequencies of
a k-mer K which guarantee (in regards to the experimental data) that the fragments in S(K) come from
the different strand than the fragments in S(K∗)2. By analyzing the results of the cleaning steps of the
experiments, L-VEDA determined that the procedure double fix can be applied to a window of size 10,
with each pool having a value which comprises of at least 51% of the values.

Table 1: Fragment Labeling and Cleaning

Labeling Cleaning

Species Stage 1 Stage 2 Stage 3 Stage 1 Stage 2 Stage 3

B burgdorferi 12602 12781 12992 53212 54470 54832

B subtilis 12675 12848 13011 53640 54887 55068

C trachomatis 13123 13332 13451 53501 54721 54992

D radiodurans 12682 12839 12978 53021 54642 54798

V cholerae 12598 12804 13078 53411 54607 54823

The results for the labeling experiments are shown in Table 1; each table entry represents the cumulative
number of fragments labeled at each stage of labeling. The results for the cleaning experiments are shown
in Table 1; each table entry shows the cumulative number of errors cleaned at each stage of cleaning.

The L-VEDA experiments produce the computational bounds necessary for the staircasing and extension
stages of VEDA-2. L-VEDA had determined that the same k-mer frequency interval for cleaning, [4, 9],
can be used to identify k-mers for staircasing. L-VEDA had also determined that for the extension step,
50bp can be used as the overlap bounds for the procedure High Extend and that 100bp and 200bp are
appropriate bounds for Cluster High Extend.

4 VEDA-2 Results

Previous work with VEDA produced results for a diverse set of genome samples based on simulated fragment
sets of 10x coverage [5]. While these results show that VEDA-2 performs well on simulated data of large
coverages, the question remained whether VEDA-2 could work just as well with lower fragment coverages
and with real data. This was the motivation behind the current work with the Anthrax fragment systems.

Table 2: Results of VEDA-2 testing on Anthrax

Input % Labeled % Cleaned % Covered

7x Real 98.9 96.2% 97.1%
7x Sim. 99.2 97.3% 97.1%
10x Sim. 99.5 98.2% 98.2%

The sequence assembly results of applying VEDA-2
to three fragment systems of Anthrax are presented
in Table 2. This table shows the labeling/cleaning
results as well as the relative sizes of the collection
of meta-fragments compared to the original target
strings. Two of the three fragment systems were de-
veloped using frag; one of the coverage sizes was 7x,
and the other size was 10x. Both simulated frag-
ments systems had fragments with approximate length 500bp and 1% error rate. The third fragment system
was comprised of real fragments developed at TIGR. The experiments involving the real data included an
additional preprocessing stage where fragments were “pruned” according to quality scores of the fragments’
bases. Bases located at the beginning and end of fragments with quality scores below a certain threshold
were removed from the fragment. Pruning resulted in a system of fragments whose lengths ranged between
400 and 900 bp. After this preprocessing stage, VEDA-2 ran in the same manner for all three Anthrax
inputs.

2K∗ denotes the reverse complement of K
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4.1 Analysis of Results

In the last stage of VEDA-2, the meta-fragments created by the extension stage are ordered based on mate-
pair information supplied to the program. The TIGR fragments were organized in mate-pair libraries of
distances 2kbp, 3kbp, 4kbp, and 10kbp. Using TIGR’s mate-pair data, VEDA-2 produced a collection of
sets of meta-fragments, each of which is called a block. Each block consists of a set of meta-fragments for
which an ordering was determined. Each block can not be ordered amongst other blocks without further
information (mappings, for example). 458 separate blocks were identified by VEDA-2.

For the rest of this section, the VEDA-2 solution and the TIGR solution will be referred to as AV and
AT , respectively. The resulting collection of blocks in AV contained slightly less base pairs than the TIGR
solution. One of the most likely reasons why our assembly was shorter than TIGR’s was our preprocessing
pruning stage. As current work, we are examining the use of quality scores as a measure for selecting the
“majority” value in both our cleaning and staircasing stages.

Figure 5: AV vs AT

The collection of blocks in AV was compared to the contigs
in AT using a k-mer assisted alignment procedure. This pro-
cedure looked for unique k-mers in each of the contigs/meta-
fragments of the two final strings and used them as a basis
for alignment. Using this procedure, we found that there
is an 94% similarity between AV , and AT ; that is, 94% of
k-mers found in AT were also found in AV . We also found
that no blocks comprised of meta-fragments which origi-
nated from widely distant regions of the DNA; there was
no “scattering effect” found in any of our blocks. However, there were some slight discrepancies among
blocks of AV and AT . Fifty-three blocks of AV contained an ordering inconsistent with AT (see Figure 5);
in these cases, the reported ordering of meta-fragments clashed with the ordering of AT ’s contigs.

In fifty-one of these cases, the meta-fragments were small enough so that inconsistencies in the ordering could
be explained by mate-pair length variance. In the other two cases, the incorrect orderings were probably
due to misassmbly errors, the closeness of the library distances, or errors stemming from chimeric data.

5 Conclusion

One of the most puzzling questions that naturally arise from our experiments is why the parameters that
are learned on simple and short DNA are applicable to completely different DNA strings. Our preliminary
experiments with other strings, e.g. Human Chromosome 22 (to be reported in detail in the complete
paper) provide further confirmation to the same effect. Apparently, in spite of the difference of the strings
themselves, there is a great deal of commonality between the “computational spaces” associated with the
strings. The latter may also hint to the commonality of the distributions of the symbols in the DNA strings.
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