CSCI-2962
Programming in Perl
Midterm Exam Issues
The grades for the midterm are not overly good.  Obviously, I am not happy about this.  However, I cannot locate any particular part of the exam that seems too ‘tricky’ or picayune.  Therefore, there will not be a scale or curve.  It is obvious, however, that many students require a refresher on some of the basics we did in the first half of the course.  Following are a list of issues that many people seemed to have problems remembering.  I encourage EVERYONE to study this list and become intimately familiar with it, as well as the lecture notes from the first 7 weeks.
Basics:

Three kinds of variables – scalar, array, hash.  Scalars start with $, Arrays with @, Hashes with %.  

$foo has nothing to do with @foo.  @foo has nothing to do with %foo.  %foo has nothing to do with $foo.  There is nothing wrong with using any or all of those variables in the same program.

Evaluating an array in scalar context gives the size of the array.  For any array @foo, $#foo is the last index of that array.  That is, the size minus one.  It is not the size, nor is it the last element.

Negative subscripts are allowed on arrays.  -1 is the last element.  -2 the 2nd to last, etc.  Therefore:

$foo[-1] == $foo[$#foo] == $foo[@foo – 1]

Putting ++ or -- before a variable increments or decrements the variable *before* its value is returned (ie, before its value is looked at).  Putting them after the variable changes it after its variable is returned.

Built-in Variables

$” is the array separation sequence for interpolated arrays only, not for lists.  It defaults to a single space.

$, is the separation sequence for lists (list literals or arrays without interpolation).  It defaults to a null string.

$_ is the default variable for MANY functions.  These functions include print, split and pattern matching
Pattern Matching

=~ and !~ take a scalar value on the left.  If an array is used on the left, it is evaluated in scalar context, and you end up trying to match something in the size of the array.

To see if a string matches anything in an array, you need to use either grep or a loop.

To match exactly your pattern – ie, not just a substring within your string – you must use ^ and $ to be sure nothing comes before or after your pattern.

^ outside of a character class means “beginning of the string”.  ^ inside of a character class means “Not any of the following”

You cannot use a character class in the replacement portion of a s///.  That includes your own character classes (ie, delimited with [ ]), as well as the built-ins( . , \d, \w, etc)

tr/// *looks* like it takes character classes, but it does not.  It is simply a list of characters, where a range is shown with a hyphen.  Therefore, no brackets are used in tr///.

the \w character class includes all letters, numbers *and* the underscore.

Reverse

reverse does NOT do anything to the argument it is given.  If you want to save a reversed string or array, you need to set the return value of reverse equal to a variable.  ie - @revarr = reverse @array;
reverse does not simply return a list by default, which is then evaluated in list or scalar context.  Instead, reverse knows which context it has been called in.  If it is list context, reverse returns a list of the elements passed in, in the opposite order.  If it is scalar context, it concatenates the arguments, reverses the string, and returns that string.

Passing a single element to reverse (or any function expecting a list) is the same as passing a list containing only one element.  It is therefore completely unnecessary to take a string, split it into an array, reverse the array, and join the reversed array.  You can simply say $revstring = reverse $string;
or vs ||
The ONLY difference between these two operators is their level of precedence.  or has a much lower precedence than ||.  This is usually most helpful in that || has a higher precedence than =, but or has a lower precedence than =.

False Values

The false values are: ‘’, 0, ‘0’, undef, and ().

In English: the null string, zero, the string containing zero, undefined, and the empty list.  

There is no such thing as an actual value false.

External programs

system() returns the exit code of the program.  `` return the output.  Pipes are not equivalent to either, and are their own separate method of running an external program.

eval()

$op1 = 5; 

$oper = ‘+’;

$op2 = 3;

print “$op1 $oper $op2 = ”, $op1 $oper $op2, “\n”;

This doesn’t do anything!  You cannot just type variables that put together make up an expression and expect them to evaluate.

There is an eval() function we didn’t cover yet, which will evaluate a string as though it was perl code.  So the line

print “$op1 $oper $op2 = ”, eval(“$op1 $oper $op2”), “\n”;

would have worked.

chomp()

ALL input from STDIN or from a file contains a newline at the end.  ALWAYS.  If you don’t want the newline, you MUST chomp it.

chomp() does not return the chomped string – it returns the number of characters removed, either 0 or 1.  So saying

$string = chomp $string ;

assigns $string to the value 1 (or 0 if it didn’t have a newline).

Hashes

You NEED to learn to use hashes.  They are an integral part of Perl.  Go back to Paul’s solutions to the homeworks and see how hashes are used.  Go over Paul’s answer to the final problem on the exam and see how they were used.  Go over examples in the Camel and the Llama and see how they’re used.  They’re just too important to disregard and try to do programs without them.

Numerical Comparisons

When a variable is looked at in Numeric context, the value is converted to a number first.  The rule for conversion to number is:  If the string starts with anything that’s not a ‘numeric’ (ie, digit, negative sign, positive sign, decimal point), the string evaluates to 0.  If it does start with a numeric, it gets converted to the number obtained by reading the string starting at the first character and ending at the first character that would make it not a valid number.  So, if a string is read in with a newline, you can safely compare the number within the string regardless of the newline.   In other words, this is a true condition:

(“543\n” == 543)

So when testing two numbers that have been read in, if you are sure they are numbers, there is no need to chomp the strings.  There’s certainly nothing wrong with chomping, but it is not necessary.

Reading multiple lines

If you ask the user to enter multiple lines of input from STDIN, the user must terminate the input with the End-Of-File character.  In Unix, this is given by pressing CTRL-D.  (I think it’s CTRL-C or CTRL-Z in Windows).  So, to read multiple lines from STDIN, you would say:
@input = <STDIN>;

Then the user gives his input, and terminates with CTRL-D.  Each line the user entered occupies one position in @input.  Each line of input is terminated with a newline character, which you may or may not want to chomp.
