
CSci 4968 and 6270
Computational Vision,

Fall Semester, 2011-2012
Homework 2

Due: Tuesday, October 4, 2011, 5 pm

Submission Guidelines

Please submit your solutions via email to cvstewart@gmail.com. Submit a pdf file contain-
ing your write-up and image results, Matlab diaries, and your m-files as well. As usual, you
need to convince me that your techniques are working, without providing massive amounts
of output — be clear and concise. Do NOT submit Word files or Powerpoint files. You
may use this tools (Powerpoint can be particularly useful for image results), but save the
results as pdf files. Do not submit massive images — reduce each to less than 0.5MP (e.g.
640x480 images are usually fine). Combine everything into a zip file; if you want you can
create subfolders for each problem. Include the phrase “HW 2 submission” on the subject
line, so that I can automatically sort your email.

PLEASE: include the phrase “CV HW 2” on the subject line, so that I can automati-
cally sort your email

A Note About Testing Computer Vision Algorithms

As you have experienced, images are large and complicated. This makes testing of code
that runs on images rather difficult. Here are three suggestions you might find helpful:

• Start with small images. These can be reduced resolution versions of much larger
images, or they can be cropped regions of these larger images. I generally prefer the
latter.

• Work with synthetically-generated images. For example, Matlab has the ability to
generate images of checkerboards and then augment them in a variety of ways, such
as adding noise. While success on synthetic images does not guarantee good results
on natural images, if you can’t succeeed on synthetic images, you have a problem.
Hence, this is a good place to start testing.

• Visualize, visualize, visualize! Display your images, display your results, and take a
careful, controlled look.

Problem

This a multistage problem about edge detection, line fitting and Hough transforms. I will
give reasonable partial credit for partial solutions. The goal is to write and analyze a
simple version of edge detection, edgel chain extraction, and line fitting. The results of
line fitting must be compared to the results of applying the Hough transform, and if you
are not successful with the final line fitting then you can just explore the Hough transform
independently.

I have posted a copy of the dogs image on the course website, and you should use this
as part of your analysis, but you should also use
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1. (25 points) Start by implementing the gradient computation, non-maximum sup-
pression and thresholding steps of edge detection. The input parameters to this part
of the computation are the image, the Gaussian smoothing σ value, and the threshold
on the gradient magnitude. Be sure to use the gradient directions in computing the
non-maximum suppression, as discussed in class. In particular, for a pixel location
(i, j), with gradient direction θi,j and gradient magnitude mi,j make it very clear what
pixel locations (k, l) are used to decide if (i, j) should be suppressed. Note that if you
prefer you may work with the gradient direction vector instead of θi,j .

Output 1a: The first output should be a binary image must show the pixel locations
that survived the non-maximum suppression step. For this output, no thresholding
should have been applied: instead there should be 1 in the binary image if and only
if the pixel survives non-maximum suppression.

When you apply a threshold to remove edges that have low gradient magnitudes, just
do a simple thresholding: we are not going to consider the idea of double-thresholding
here.

Output 1b: Please output a gray-scale image showing the gradient magnitudes of the
pixels that survived thresholding. Make this easy to see, which implies some scaling
of the magnitudes.

2. (25 points) Write a function that extracts chains of edgels using connected compo-
nent labeling. The input to your function should be the binary image, the gradient
magnitude image, the gradient direction image; these can be wrapped up in a single
structure if you like. You may also add parameters as you wish.

Do the labeling using a different method from the one discussed in class which uses
edge linking followed by either depth-first or breadth-first search. Instead we will
introduce breaks in edgel chains at junctions in the image; these breaks will need to
be large enough that an 8-connected component includes only the edgel locations from
just one chain.

You will need to write a function that takes two eight-connected edgel locations, along
with their gradient directions, and decides if they are “consistent” for linking. As
discussed in class, consistency must involve both the positions and gradient directions.
Please document your consistency test carefully in your code. I will be looking for
this during grading.

We use the consistency test to determine if a particular edgel location (x, y) is a
junction. The first part of the test is very simple: if (x, y) has an 8-connected neighbor
(xi, yi) for which the edgels at (x, y) and (xi, yi) are not consistent, then both the
edgels at (x, y) and (xi, yi) can be marked as non-edgels in the same way that we would
mark a pixel location that fails thresholding or that is non-maximum suppressed. This
can be done “in-place”.

There is a second part of the test: if (x, y) has two consistent neighbors in the backward
direction and these neighbors are either not adjacent to each other or not consistent
with each other, then (x, y) and these neighbors are marked as non-edgels. This takes
care of Y-junctions.

As the last step, apply an 8-connected components labeling algorithm to extract the
edgel chains (see bwlabel, bwlabeln in Matlab). Show the connected component on a
color image using a function like label2rgb.
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Output 2: Show the color-coded label image.

3. (20 points) Extract and fit a line segment using a least-squares fit to each chain /
connected component that is at least than 10 pixel locations long. If the maximum
distance of any point to this line is above a threshold then throw this line away. You
may alter this algorithm as you wish (including fitting muiltiple lines) to obtain the
best results that you can, but please document your ideas clearly.

Output 3: For each connected compoent, output every fourth or pixel location (so
I don’t have so many to look at!), with more than one per line, and output the line
parameters, the maximum distance and whether or not the segment was accepted.
Also create an output image. There are several choices here. The simplest is to just
show a new version of the color-coded label image with connected components that
fail the maximum distance test removed from the image. A better way is to draw the
line segments on top of the image. 5 points extra credit for doing a good job with
this. Note that you will need to determine the endpoints of the line segment.

4. (10 points) Your algorithm is controled by some parameters, including at least one
that controls the strictness of the consistency test. Briefly, explore the impact of
varying these parameters, summarizing the results in an understandable manner.

5. (20 points) Explore an implementation of the Hough transform to find lines, compar-
ing the results to the results you obtained with your own line-segment fitting algorith.
You will need to carefully investigate the following Matlab functions or their equiva-
lents in whatever software system you are using:

• edge

• hough,

• houghpeaks, and

• houghlines

Under what cases are the Hough lines better and under what cases are they worse?
What adjustments did you make with the Hough parameters? Does the Hough trans-
form create false lines?
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