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1 Goals of SIFT

• Distinctive and repeatable features

• Describe features in a compact representation suitable for matching

• Invariant to:

– Rotation and scale

– Partial invariance to affine changes

– Linear changes in intensity

Reading — the SIFT paper Use Google Scholar to access

D.G. Lowe, Distinctive image features from scale-invariant keypoints, Interna-
tional Journal of Computer Vision, 2004.

2 Background

The follow background should help with understanding Section 3 of the SIFT paper. Some
of this is review from the earlier lectures on feature extraction.

Laplacian of Gaussian

• Primary tool for SIFT feature extraction

• Recall that, in two dimensions, the Laplacian of a function is
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• Because convolution is commutative and because differentiation is associative with
convolution, smoothing an image with a Gaussian and then applying a Laplacian is
equivalent to applying the Laplacian operator to a Gaussian and then convolving the
result with an image. More formally

∇2(I ∗G) = I ∗ (∇2G). (2)
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• Looking at this carefully, we observe that this will produce a strong response for a
“disk” of radius r =

√
2σ.

• In order to detect features of different size, we need to vary σ.

• More broadly, the Laplacian of Gaussian is an example of what has come to be called
an “interest operator”.

Scale Space

• Since we are interested in feature extraction at different scales, we create a function
of both image position and scale, known as scale space:

L(x, y;σ) = I(x, y) ∗G(x, y;σ) (4)

In effect, we are thinking of σ as a (somewhat) densely sampled value.

• In practice, we sample σ at exponential increments of 1/s where s is an integer pa-
rameter, i.e.

σi = 2i/s i ∈ {0, 1, 2, . . . , n− 1}. (5)

Thus, the i-th image of scale space is

Li = I ∗G(2i/s). (6)

• When implementing we combine formation of scale space with downsampling. In
particular,

– For i ≤ s we work at the original resolution.

– When i = s, we downsample the image by a factor of 2 in each dimension, creating
image Ls. (Typically, Ls is represented at both the original resolution and the
down-sampled resolution.) We do this because of the frequency properties of
Gaussian smoothing discussed earlier in the semester.

– We create Ls+1 through L2s in the same manner that we created L1 through Ls,
working at the smaller resolution. In other words, at this smaller resolution, we
use σ values of 21/s through 2.

– When i = 3s, we repeat the downsampling process, continuing until we’ve
reached the desired, coarsest resolution.

• SIFT uses s = 3, but Lowe experimented with s = 4, s = 5, etc.

• The formation of scale space typically stops when the down-sampled images are around
50× 50 pixels, perhaps a bit more.

Effect of Smoothing on the Magnitude of Derivatives

• When we increase the value of σ in the Gaussian smoothing, the images are more
blurry, and the edges are less sharp.
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• Suppose I(x) is a continuous, one-dimensional image formed as a step edge at x = 0
with height 1, i.e.

I(x) =

{
0 x < 0
1 x ≥ 1

(7)

• Then we can show that

d

dx
(I ∗G(σ)) =

1√
2πσ

exp
(−x2
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)
(8)

The leading fraction on the right, which is the normalization factor required to ensure
that the Gaussian integrates to 1, is crucial in this case.

• This means that the peak of the derivative — giving the edge location — is at x = 0,
as desired.

• More importantly, for our discussion, is the fact that the peak derivative magnitude
is

1√
2πσ

(9)

meaning that as the scale increases, the magnitude of the edge decreases.

• This has important implications in working with scale space:

– Derivatives in scale-space are multiplied by σ to normalize them.

– The normalization factor for second derivatives is σ2.

3 Outline of SIFT Discussion

The following is an outline of our discussion of the SIFT paper. These notes are relatively
sparse: the details are covered both in the paper and in our class discussion.

Detection of Scale-Space Extrema

• Formation of scale-space uses s = 3 as above, but forms s+3 image at each resolution.
We will see why as our discussion progresses.

• Instead of implementing the Laplacian at each resolution, SIFT used the “Difference of
Gaussian” (DoG) approximation to the Laplacian. This depends on the heat equation,
written in the paper as

∂G

∂σ
= σ∇2G. (10)

• Local extrema are detected by looking for positive local maxima and negative local
minima of the DoG at 26 scale-scale neighbors.

– This is effectively non-maximum suppression, but using all directions instead of
just the gradient direction.

• Aside: note that all computations are performed after the image has been converted
to gray and the intensites scaled to the interval [0, 1].
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Localization

• Extrema positions are computed to subpixel accuracy in x, y and σ by

– forming a 2nd order Taylor expansion of the DoG function,

– taking its derivatve with respect to x, y and σ,

– setting the result equal to 0 = (0, 0, 0)>, and

– solving for the offset.

• This is a 3d analog to what we did in 1d for subpixel localization, but in this case, it
may need to be repeated for each pixel location.

• A threshold is applied to the DoG response at the peak location to eliminate weak
responses.

• Edge responses are filtered by looking at the Hessian matrix of the DoG function and
evaluating its trace and determinant.

This discussion of localization requires some work in linear algebra and vector and matrix
derivatives. I will provide enough background to make sense of what Lowe does.

Orientation Assignment

• The orientation of each surviving “keypoint” location is estimated by histogramming
the gradients of pixels in a small surrounding region.

• Gradient directions are distributed to multiple bins and weighted according to gradient
magnitudes.

• The results are smoothed, peaks are detected, and sub-bin peaks are found.

• Multiple peaks can produce multiple keypoints.

SIFT Descriptor

• Form a 128-component vector to describe the region surrounding each keypoint

• This is a 4x4 array of orientation histograms, with each histogram storing 8 orienta-
tions.

• The coordinate system is aligned to the orientation assigned to each keypoint.

– Both pixel positions and gradient directions must be rotated into the keypoint’s
coordinate system

• Votes are distributed to multiple bins to avoid boundary effects.

• Several final normalization steps are applied.
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Representation and Matching

• k-d tree to store vectors

• Best-first search to match a descriptor vector from one image to all of the descriptor
vectors from the other.

• Two best matches are pulled out.

– The ratio of the first to the second best dot product is the quality of the match.

• A match is considered to be a strong candidate if this ratio is below 0.8.

We will not discuss the final decision and pose estimation in any detail in class, preferring
to spend our time on more recent techniques.

5


