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Abstract

New approaches to Quality-of-Service (QoS) Rout-
ing in wireless sensor networks which use differ-
ent forms of learning are the subject of this paper.
The Cognitive Packet Network (CPN) algorithm uses
smart packets for path discovery, together with rein-
forcement learning and neural networks, while Self-
Healing Routing (SHR) is based on an ant colony
paradigm which emulates the pheromone based tech-
nique which biological ants use to mark paths and
communicate information about paths between dif-
ferent insects of the same colony. In this paper we
present first experimental results on a network test-
bed to evaluate CPN’s ability to discover paths hav-
ing the shortest delay, or shortest length. Then, we
present small test-bed experiments and large-scale
network simulations to evaluate the effectiveness of
the SHR algorithm. Finally, the two approaches are
compared with respect to their ability to adapt as
network conditions change over time.

1 Introduction

The requirement for timely delivery of digitized
audio-visual information has generated much interest
in QoS routing [5]. However the shortest path algo-
rithm still plays a very important role in communica-
tion networks [12]. In the Internet, Distance Vector
[13] and Link State [1, 14] algorithms are usually used
to find the shortest path between source and desti-
nation. Many factors, including non-negligible delay
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and relatively infrequent link state updates due to
overhead concerns, have an impact on the precision
of global network state information required to make
“good” routing decisions.

Other QoS routing algorithms based on an adap-
tive and incremental approach have also been sug-
gested, and this paper compares two of them which
use different forms of learning: the Cognitive Packet
Network (CPN) algorithm which uses smart pack-
ets, and reinforcement learning with neural networks,
to find the best paths, and the Self-Healing Routing
(SHR) paradigm based on the pheromone based tech-
nique which biological ants use to mark paths and
communicate information about paths between dif-
ferent insects of the same colony.

The CPN routing algorithm adaptively selects
paths so as to offer best effort QoS to the end users
based on different user defined QoS criteria [9, 7],
including power saving [8]. CPN uses Random Neu-
ral Networks with Reinforcement Learning (RNNRL)
[6, 10] to make routing decisions in a distributed fash-
ion at each node. Each output link of a node is repre-
sented by a neuron in our RNN. The arrival of Smart
Packets(SPs) triggers the execution of RNN and the
output link corresponding to the most excited neuron
is chosen as the routing decision.

The SHR protocol uses uses broadcast communi-
cation, de facto a standard for nodes of wireless sen-
sor networks, and a prioritized transmission back-off
delay scheme to enable each receiving node to decide
autonomously whether to forward a packet [4]. When
severed routes are encountered, the protocol dynam-
ically and locally re-routes packets so they traverse
the surviving shortest route.

This paper is organized as follows. Section 2
presents CPN, and experimental results concerning
CPN are presented in Section 2.1. SHR is introduced
in Section 3 and its operation and route repair al-
gorithm are detailed in Section 3.1. The experimen-
tal and simulation results for SHR are presented in
Section 3.2. Comparisons between the two discussed
protocols and conclusions are presented in Section 4.

1



2 CPN Routing

CPN includes three types of packets which play dif-
ferent roles. Smart or Cognitive Packets (SP) are
used to discover routes for connections. They are
routed using a reinforcement learning(RL) based on
a QoS “goal”. We use the term “goal” to indicate
that there is no guaranteed QoS and that CPN pro-
vides a best-effort to satisfy the desired QoS. SPs find
routes and collect measurements, they do not carry
payload. The RL algorithm uses the observed out-
come of a decision to “reward” or “punish” the cor-
responding decision of the routing algorithm so that
its future decisions are more likely meet the desired
QoS goal. The goal is the metric which characterizes
the success of the outcome, such as packet delay, loss,
hop count, jitter and so on. The specific goal used
by a SP will depend on the user’s QoS requirements.
When a SP arrives at its destination, an acknowledg-
ment(ACK) packet is generated and the ACK stores
the “reverse route” and the measurements data col-
lected by the SP. The ACK being returned as a re-
sult of a SP will travel along the “reverse route”,
which is is established by taking a SP’s route, ex-
amining it from right (destination) to left (source),
and removing any sequences of nodes which begin
and end in the same node. For instance, the path
< a, b, c, d, a, f, g, h, c, l, m > will result in the reverse
route < m, l, c, b, a >. Note that the reverse route is
not necessarily the shortest reverse path, nor the one
resulting in the best QoS. ACKs deposit QoS mea-
surement data in the mailboxes (MBs) of the nodes
they visit. Dumb Packets (DP) carry payload and
use dynamic source routing. The route brought back
by an ACK is used as a source route by subsequent
DPs of the same QoS class having the same destina-
tion, until a new route is brought back by another
ACK. A Mailbox(MB) in each node is used to store
QoS information. Each MB is organized as a Least-
Recently-Used (LRU) stack. The entries in MB are
identified with the QoS class and destination.

Random neural networks (RNN)[6] at each node,
where each output link of a node is represented
by a neuron, together with reinforcement learning,
are used to implement CPN routing. The RNN is
an analytically tractable spiked random neural net-
work model whose mathematical structure is akin to
that of queuing networks. Given the goal G (hop
count or delay, or a combination) we formulate a re-
ward R which is simply R = 1

βG where β is a con-
stant. Successive measured values of R are denoted
by Rl, l = 1, 2, · · ·. These are used to compute a de-
cision threshold:

Tl = αTl−1 + (1 − α)Rl (1)

where α is some constant(0 < α < 1) which deter-
mines the algorithm’s memory. Rl is the most re-
cently measured value of reward. The RL algorithm
uses Tl to keep track of the historical value of the re-
ward. Suppose we have made the lth decision which
corresponds to output link(neuron) j and that the lth
reward calculated for the QoS information received
from the network is Rl. We first determine whether
Rl is larger than, or equal to, the threshold Tl−1. If
this is the case, then we increase very significantly
the excitatory weights going into neuron j and make
a small increase of the inhibitory weights leading to
other neurons in order to reward it for its success.
If the Rl is less than Tl−1, then we moderately in-
crease the excitatory weights leading to all neurons
other than j and increase significantly the inhibitory
weight leading to neuron j in order to punish it for
not having provided an accurate prediction. Finally,
the state probabilities of each neuron are computed
and the SP is forwarded to the output link which
corresponds to the neuron which has the largest ex-
citation probability. The arrival of a SP to a node
triggers the execution of the RNN algorithm and the
output link corresponding to the most excited neuron
is chosen as the routing decision. The weights of the
RNN are updated so that decisions are reinforced or
weakened depending on how they contribute to the
success of the QoS goal.

2.1 Experiments with CPN

The experiments are run on a wired test-bed consist-
ing of 17 nodes shown in Figure 1, which was cho-
sen because it offers ease of programming to mod-
ify the routing algorithms, more so than would have
been possible if we had used simple sensor nodes, and
realistic timing values for processing times and net-
work delays. The links between each pair of nodes
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Figure 1: The current test-bed topology

are 10Mbps Ethernet links. All tests were performed
using a flow of UDP packets entering the CPN net-
work with constant bit rate (CBR) traffic and the
packet size is 1024KB. For each experiment, 10,000
packets were sent out from the source to the desti-
nation. In addition, we introduced the background
traffic to each link in CPN network. The average hop
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count, forward delay and packets loss rate under dif-
ferent background traffic are reported. We also report
the measurements of SP routing algorithm which uses
forward delay, the combination of hop count and for-
ward delay as the desired QoS goal respectively. We
use Algorithm-H, Algorithm-D and Algorithm-HD to
denote the RNN routing algorithms using hop, delay
and the combination of hop count and delay as QoS
goal, respectively. The length of the shortest path be-
tween the source node (#201) to the destination node
(#219) is 7 and there are only five different shortest
paths in all (see Figure 1).
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Figure 2: Path length comparison

Figure 2 reports the average number of hops of
the routes when different algorithms are used. When
hop count is used as the QoS goal, we find that the
average number of hops under different background
traffic rates are all close to 7. The following figures
show the routes used by the first 2000 DPs without
background traffic.

Figure 3 shows the routes used when the packet
traffic rate is 100 packets/sec. 25 different routes are
used in total and one shortest path is discovered. We
notice that 1805 of 2000 packets use the route 〈201 →
202 → 203 → 204 → 205 → 206 → 218 → 219〉,
which is one of the shortest routes. When the traffic
rate is 1000 packets/sec (Figure 4), 12 routes are used
and four of them represent the shortest paths. In this
case, only 1021 packets follow the shortest paths.
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Figure 3: Route usage at low traffic rate
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Figure 4: Usage of routes with high traffic rate

From the above results, we can draw the conclu-
sion: when Algorithm-H is used, the shortest paths
are discovered by the the SPs and are used by most
of the DPs. We note that most of the DPs keep on
using the same shortest path even if more than one
have been discovered. That is because the topology
of our test-bed does not change and the shortest path
is always the shortest path. Once a shortest path is
discovered and used, the positive feedback brought
back by the ACKs will always reward the previous
choice so that the RNN will choose the same shortest
path. When the traffic rate is very high, the RNNs
do not get enough QoS information from the ACKs
before the first packets are sent out. That is why
only 12 routes were discovered and there was no us-
age preference on the routes when the traffic rate is
1000 packets/sec.

When forward delay is used as the desired QoS
goal, the average number of hops is close to 9 (Fig-
ure 2). Figure 5, and 6 show the routes information
when the delay is used as the QoS goal. Comparing
to the Algorithm-H, more routes are discovered and
used by the dumb packets. The numbers of routes
used are 40, 35 and 15 when the packets traffic rate
is 100 packets/sec, 500 packets/sec and 1000 pack-
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ets/sec respectively. The reason is that the more a
route is used, the larger the delay over that route will
be. So the RNNs can pick different routes to use for
the DPs.
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Figure 5: Usage of routes with low traffic rate and
delay as the QoS goal
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Figure 6: Usage of routes with high traffic rate and
delay as the QoS goal

Figure 7 and 8 show how the routes are used when
the combination of hop count and delay is used as the
QoS goal. The numbers of routes discovered by the
smart packets are 43, and 12 when the packet rate
rate is 100 packets/sec and 1000 packets/sec respec-
tively. From Figure 2, we can see that the average
path length is close to 8 when the packet rate is low
or medium. If the traffic rate is high, the average
path length is close to 9. If we only consider the path
length of the routes, Algorithm-H is the best, while
Algorithm-HD is better than Algorithm-D.

We also measure the forward delay using the round
trip delay divided by two. As for the packet loss rate,
we keep track of the number of packets which are
sent out from the source node, s, and the number of
packets which are received by the destination node,
r. The packets loss rate is then expressed by r/s.

From Figure 9, we note that if the packet rate
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Figure 7: Usage of routes with low traffic rate
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Figure 8: Usage of routes with high traffic rate
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Figure 9: Delay with 0Mbps, 3.2Mbps and 6.4Mbps
background traffic

is less than or equal to 3.2Mbps and if the for-
ward delay is used as a criterion, the performance of
Algorithm-H is the best. When the network load is
low, the shortest path has the lowest forward delay.
The performance of Algorithm-D is worse than the
other two. When traffic rate is between 3.2Mbps and
5.6Mbps, the performance of Algorithm-HD is a little
bit better. The average forward delays of Algorithm-
H and Algorithm-D are almost the same. We can
not tell the difference between these three algorithms
when the packets traffic rate is between 5.6Mpbs and
7Mbps. When the packets traffic rate is extremely
high(>7Mbps) Algorithm-D performs the best and
Algorithm-H is the worst.

Then, we set the background traffic to 3.2Mbps.
When the traffic rate is less than 3.2Mbps, Algorithm-
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H is the best, then Algorithm-HD and again
Algorithm-D is the worst. When the traffic rate is
between 3.2Mbps and 6.4Mpbs, Algorithm-HD is the
best and Algorithm-H is the worst, and when it is
higher than 6.4Mbps, Algorithm-D performs almost
the same as Algorithm-HD and both of them are bet-
ter than Algorithm-H. We have a similar conclusion
when the background traffic is increased to 6.4Mbps
except that the threshold points change. Thus if the
network topology is stable and the network is lightly
loaded, the shortest path is the best choice with re-
spect to the forward delay. When the network is heav-
ily loaded or saturated, sticking to the shortest path
is not a good choice and using longer paths may result
in better average forward delay.

2.2 Adaptation to traffic overload

Another characteristic of the CPN algorithm is that
it provides rapid adaptation to overload. To illus-
trate this property we present some experiments us-
ing the network topology in Figure 10, where we re-
port measurements for a main flow of traffic from
Node 10 (left) to Node 5 (right). For the first set
of experiments, the input rate was fixed to 5 pack-
ets second, and there can be a flow of “obstructing”
traffic over and above the main traffic flow. in excess
of 5.7MB/sec per obstructed link, in each direction.
The x−axis in all the plots refers to successive pack-
ets and it is scaled in packet counts. In each plot the
y − axis presents delay in milliseconds (left) or route
number (right). Note that all time values are rounded
up to the closest integer number of milliseconds, while
the route numberings are indicated in the figure cap-
tions. On the plots, an ”X” under the x−axis in the
route plot indicates an instance of packet loss of ei-
ther smart or dumb packets. Figure 11 shows a traffic
pattern with 20% of SPs and 80% of DPs. Here the
network is only carrying the traffic from Node 10 to
Node 5 with no interfering traffic. The successive in-
dividual delay values and individual routes taken by
close to 200 packets is traced packet by packet. Each
route label corresponds to some particular sequence
of nodes which are traversed. We observe that routes
do change despite the fact that there is no traffic on
the network other than the one that is being traced.
This is a consequence of sending out a constant pro-
portion of SPs test alternate routes, resulting in the
selection of a new outgoing link at a node if the de-
lay is estimated to be smaller according to the CPN
algorithm.

In Figure 12 we plot the delays and routes experi-
enced by individual packets on the traffic flow from
Node 10 to Node 5. We now have obstructing traf-
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Figure 10: A test-bed topology
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Figure 11: Network with no obstructing traffic.

fic which perturbs this traffic flow, and we still have
20% of SPs in all traffic flows. The additional traffic
is introduced when the packet count reaches 30 on
the traffic from Node 10 to Node 5. The obstructing
traffic flows on the link from Node 10 to Node 1 . We
see that when the obstructing traffic is initialized, the
main traffic flow encounters significant delays as well
losses. Then, thanks to the CPN algorithm, the net-
work determines a new route and delays go back to
a low level. Further spurious increases in delay occur
but are short-lived each time the SPs probe the net-
work for better routes and some losses do occur again.
SPs. In addition each N payload packets also result
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Figure 12: Network with obstructing traffic.

in an ACK packet and the absence of such an ACK
after a round-trip delay is an indication of either a
QoS reduction )delay or loss) or of a node failure.

5



3 SHR: Self-Healing Routing

There is a fundamental difference between wireless
and wired networks since the latter utilize point-to-
point communication while the former use broadcast
transmission as the communication primitive. Self-
Selection [3] takes advantage of broadcast commu-
nication to efficiently implement the basic operation
of selecting a node possessing some desired proper-
ties among all the neighbors of the requester. Self-
selection employs a prioritized

transmission back-off delay scheme in which each
node’s delay of transmitting a signal is a measure of
the node’s fitness to perform a pertinent task and
in turn, enables the node to autonomously select it-
self for the task. For the shortest path routing, we
use the number of hops from each node to the des-
tination to derive the back-off delay. Not only such
a delay promotes avoidance of packet collisions, but
it also prioritizes the status of different nodes. Other
metrics for back-off delay are possible, combining, for
example, the number of hops to destination with the
amount of the remaining battery power or with the
number of packet already transmitted.

One version of a protocol works as follows. Each
node hearing a packet transmission calculates its
back-off delay. The node whose back-off timer expires
first becomes the winner of self-selection and imme-
diately forwards the packet towards destination. On
the other hand, the node overhearing forwarding be-
fore its own back-off timer expires cancels this timer.
However, multiple nodes may choose almost identi-
cal back-off delays, leading to a collision of forward-
ing. Moreover, forwarding by the self-selected leader
may be out of the listening range of some nodes, in
which case these nodes may self-select themselves and
forward duplicate packets. Fortunately, both cases
can be easily addressed. If no local leader is elected
(likely because of a collision of the forwarding mes-
sage) at the first attempt, the previous leader can
invoke the procedure repeatedly until there is a local
leader. Likewise, the previous leader, which naturally
is within the transmission range of all nodes involved
in self-selection, can broadcast an acknowledgment
packet when it hears the forwarded packet.

The SHR protocol has been inspired by the
pheromone based technique which biological ants use
to mark paths and communicate information about
paths between different insects of the same colony
[11]. It consists of two phases: (i) an initial destina-
tion request and destination reply flooding that es-
sentially establishes hop distances between each node
and the flow destination or destinations, and (ii) a
data transmission. The destination request flooding

corresponds to the initial search for food in which ants
randomly explore the environments and in the pro-
cess mark the branching paths with the pheromone
whose strength defines distance to the home colony
(retracing the path, an ant will follow the strongest
marks as they were most recently visited on the way
out). Packets sent in this stage are referred to as
DREQ (Data Request Packet) and they play the same
role as Smart Packets (SPs) play in CPN Routing.
The destination reply phase corresponds to the walk
back to the colony by an ant that found a food source,
and again it will mark branches on the path home
with pheromone whose strength defines the distance
to the food source. Packets sent in that stage are
called DREP (Data Reply Packets) and they corre-
spond to ACK packets of CPN Routing. However,
unlike CPN Routing, in which SP and ACK packets
are repeatedly regenerated, the initial flooding could
be done once at the sensor network deployment to all
potential destinations using the signal-strength aware
flooding described in [2].

The data transmission phase corresponds to ants
following the marked path to the food source, where
at each step the strength of the pheromone dictates
which branch on the path to select. This phase is
summarized in the following subsection (its more de-
tailed description is provided in [4]). Data Packets
sent in this stage correspond to DP packets of CPN
Routing. Yet, unlike DP packets, they are also used
in route repair.

3.1 Data Transmission in SHR

At each network node and for each flow passing
through it, the SHR protocol stores: (i) the ID of
the flow’s target; (ii) the sequence number of the last
packet received from the source; (iii) the hop dis-
tance to the target; and (iv) IgnoreCount that con-
trols node’s participation in a forwarding election for
that flow (it’s use is further described below).

The data transmission phase of the SHR protocol
uses DATA and ACK packets that contain: (i) the
flow source’s ID; (ii) the currently processed packet’s
unique sequence number; (iii) the destination’s ID. In
addition, the DATA packet contains: (iv) the count
of hops that the packet has traveled so far, (v) the
expected number of hops to the destination, (vi) the
maximum number of hops that the packet can travel
before it is discarded; and (vii) the payload. The
ratio between the maximum and the expected hop
counts is a tuning parameter. A large ratio will allow
the route repair mechanism to recover from severe
breaks in the network topology but may cause the
transmission of an excessive number of packets.
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When the source transmits the DATA packet, only
neighbors that are closer to the destination than the
sender will react as follows. If IgnoreCount is not
zero, then it is decremented by one and the node will
ignore this and all future packets with this sequence
number. Otherwise, the node selects a transmission
back-off time that is uniformly distributed between 0
and λ. The value of λ is a scaling factor that reduces
the probability that the nodes’ responses will collide.
The cost of increasing λ is a corresponding increase
in the average delay at each hop. If, during back-off
time, a DATA packet is received from a node that is
closer to the destination, the receiving node cancels
the forwarding of the DATA packet but lets the timer
continue. If it receives an ACK or a second DATA
packet, it sets IgnoreCount to a non-zero value and
ignores all future packets with this sequence number.

When the transmission back-off time expires, the
node increments the packet’s actual hop count, sets
the expected hop count to the value stored at the
node and transmits the packet. Then, the node se-
lects another random interval within the range 1.25λ
to 1.75λ during which it monitors the carrier to de-
termine if the packet has been forwarded. Ideally,
only a single transmission of DATA packet by a node
that is closer to the destination is heard. If a second
transmission is detected, it is likely sent by a neigh-
bor that is out of the transmission range of the node
which sent the first transmission, so the monitoring
node sends an ACK packet. The ACK will reduce the
number of neighbors that participate in the election
for the next DATA packet in this flow.

If the node determines that the packet was not for-
warded, it retransmits the packet and continues to
listen for another interval chosen randomly from a
range 1.25λ to 1.75λ. If, during this time, the node
receives an ACK or DATA packet, it cancels the timer
and ignores all future packets with this sequence num-
ber. If the timer expires, the node undertakes route
repair by increasing the destination’s hop distance
stored at the node by 2. If the new distance plus the
packet’s actual hop count is less than the maximum
hop count, the node will transmit the packet with the
new distance as the expected number of hops. After
transmitting the packet, the node will ignore all fu-
ture packets with this sequence number.

When the destination receives the DATA packet,
it transmits an ACK packet and starts a timer with
end-time of 10λ. Any DATA packets received during
this time period cause the destination to send another
ACK packet. After thus set time period, the destina-
tion ignores all packets with this sequence number.

Finally, to promote reliable links, we introduced a
version of SHR called SHR-PP, in which a node after

winning two subsequent self-selections, cuts its value
of λ by factor of 5 up to λ/625 thereby increasing
its chances to self-select itself again. This change, as
shown below, resulted in large improvements of the
delay and delivery ratio of SHR protocol.

3.2 SHR Performance

  

  

  

Figure 13: SHR versus AODV protocol performance
over the sensor network with nodes’ transient failures
(left column), and nodes’ permanent failures (right
column); the first row shows delay, the middle row
depicts delivery ratio, and the bottom row shows the
total number of MAC packets used.

We simulated a large scale network to compare per-
formance of SHR and AODV [15], the later is rep-
resentative of traditional route based routing proto-
cols. The base configuration consists of a 2000 x
2000 square feet terrain populated with 500 nodes,
each with a nominal transmission range of 250 feet.
We simulated the free space propagation model [16].
The simulated application sends packets of a mean
size of 1000 bytes at a mean interval of 40 sec. There
are five randomly chosen pairs of nodes, each node
in a pair sending a traffic to its peer, so there are 10
flows in total. We performed several simulations and
in each we tested the protocols’ performance against
a change in one of the two test parameters: (i) the
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rate of permanent node failures, and (ii) the rate of
transient node failures. SHR used λ = 100ms, Ig-
noreCount of 9, and the maximum hop count equal
to the distance to the destination plus log2 of this
distance. We gathered the total communication de-
lay on a path, the delivery ratio and the total number
of MAC packets transmitted for each protocol tested.

We tested two node failure modes, transient and
permanent. In sensor networks, transient failures are
caused by error-prone links, power management in-
duced duty cycles, and packet collisions. Of these,
the duty cycle induced failures are the least disruptive
since they may be coordinated with the networking
protocol. The simulation results presented here are
based on a random transient failure model, so they
exaggerate the effect of duty cycles on the protocols.
When the topology changes, either by a node failing
or returning to the network, extra work is required of
the networking protocol. The goal is to minimize this
work when the failure is transient, yet quickly update
the route when the failure is permanent.

AODV is strongly impacted by topology changes.
Link layer failure causes AODV to flood the network
looking for a new route. The flooding may stop after
a few steps, but it is still disruptive. SHR is some-
what affected by transient failures (98% delivery rate
drops to 75%) but transmits much fewer packets than
AODV (16 times less at 30% transient failure rate).
As the transient failure rate increases, the failures
may overcomes SHR’s ability to repair routes. SHR-
PP is also faster, from slightly smaller delay with no
failures to five times faster for 30% transient failure
rate. Similar, but less pronounced trends are shown
for permanent failures.

In addition, we implemented the SHR protocol on
Crossbow’s MicaZ motes and tested it on a simple
topology in which three paths of different length ex-
isted between the source and destination. DATA
packets were 29 bytes long. TinyOS version 1.1.7
was used with the MicaZ CC2400 radio library ex-
tended with the time stamping interface. B-MAC
with acknowledgments disabled provided link layer
functionality. DATA packets were sent for 12.5 min.
For comparison, we used MintRoute which uses link-
quality estimates to select a parent that minimizes
the expected number of hops to the destination.
MintRoute v1.7 with the window mean exponentially
weighted moving average (WMEWMA) link estima-
tor was used. All other MintRoute settings were left
default. The Surge application was used to send a
DATA packet every 5 seconds from the source mote.
After sixty packets were sent, we destroyed the short-
est path in the tested topology. SHR was able to
quickly repair a broken route and find the next short-

est and reliable path, as seen in Figure 14. Even the
longest path of the topology was used to compensate
for dropped packets. Hence, the removal of motes is
not detrimental to SHR’s performance. MintRoute
recovered from the broken shortest path but required
150 seconds to do so (see Figure 14). The destruction
of motes can be devastating to MintRoute, making it
inadequate for a situation where motes can be com-
promised.

  

Figure 14: The delivery rate, the communication de-
lay and the route lenght for SHR and MintRoute
protocols when the shortest path was destroyed af-
ter packet with sequence number 60

4 Discussion

Although the general structures of CPN and SHR
routing protocols are similar, their approaches differ
in several important aspects reflecting different as-
sumptions about their deployment and operational
use. Both algorithms consist of three distinct stages:
discovery, confirmation and transmission.

In CPN, the discovery stage uses Smart Packets
(SPs) to traverse possible routes from the source to
destination. After SPs reach the destination, the con-
firmation stage sends ACK packets to the source to
establish the best routes and to store them in the
source. These two stages are constantly repeated to
enable CPN to respond to topology changes. In SHR,
the discovery stage followed by the confirmation is
performed only once for each flow, or, alternatively
once for the entire topology. The discovery stage es-
tablishes initial distances to the source for all nodes
that lie on potential routes from the source to desti-
nation. The DREQ packets are used with a structure
similar to SPs of CPN. The confirmation stage uses
DREP packets that traverse back the nodes marked
by the discovery stage and provides them with the
distance to the destination.

In summary, information about routing is dis-
tributed to the sources in CPN, with each source
storing paths to destinations together with their mea-
sured and frequently updated QoS. In addition, each
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intermediate node in the RNN also stores a ranked
list of the alternative next steps which are used to
route the SPs. SHR distributes routing information
among nodes belonging to potential paths, so each
node knows its distance to the destination for any
flow going through it. This difference in information
distribution results in radically different transmission
stages. In CPN, Dumb Packets (DPs) carry informa-
tion from the source to the destination, blindly fol-
lowing the path decided by the source. This allows
for efficient and fast forwarding in reliable network,
but is vulnerable to transient topology changes that
appear and disappear frequently. In SHR, transmis-
sion follows the path selected at each node hop, based
on the current availability of forwarding nodes (so if
the node normally forwarding packets for the given
flow is down or its link to the predecessor is down, an-
other node will forward the packet). This approach
introduces an additional delay at each hop (to enable
colission-free self-selection) but allows for more rapid
response to transient failures. The self-selection of
the forwarding node at each hop can take into ac-
count additional factors in routing decisions, such as
energy level of responding nodes.

In conclusion, each of the two presented protocols
targets different execution environments and differ-
ent design criteria. When SPs carry payload in CPN,
the two approaches become very similar. Both are
capable, to a different degree, of supporting fault-
tolerance. CPN is more scalable for network with
flows with many destination, whereas SHR is more
scalable for network with a single destination (base
station in sensor networks) and many sources. CPN is
faster in transmitting packets, but slower in respond-
ing to topology changes. It works well with networks
with low rate of failures and it enables the source
nodes to make routing decisions. It also is more scal-
able in case of many flows with different sources and
destinations. SHR works well on unreliable networks
with transient links and well interconnected topology
with high redundancy of paths between communicat-
ing nodes. Further study of application domains for
these two algorithms is needed, however, it is clear
that the similar overall structure of a protocol (in the
discussed case, establishment of three similar stages:
discovery, confirmation and transmission) still allows
for different levels of efficiency in diverse application
contexts.
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