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Normalization of ranking results obtained with the publication count
method for the INPPL1 molecule. First, a non-normalized version of
the publication count ranking is applied to all authors who have at least
one publication on INPPL1 or any molecule associated with INPPL1 in
our network. Then, the top 120 names are selected from the resulting
list. Finally, we separately apply normalization and the hypergeometric
method to each author in the list and show how this affects the rankings.173
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Normalization of ranking results obtained with the publication count
method for the SORL1 molecule. First, a non-normalized version of the
publication count ranking is applied to all authors who have at least
one publication on SORL1 or any molecule associated with SORL1 in
our network. Then, the top 120 names are selected from the resulting
list. Finally, we separately apply normalization and the hypergeometric
method to each author in the list and show how this affects the rankings.174

5.6

Comparison of the top 120 results produced by PageRank (non-normalized
version) and the publication count method on TREM2. Ranks of the
collaborators in the top 120 recommendations produced by PageRank
and the publication count method. Every dot represents a single researcher.175
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Comparison of the top 120 results produced by PageRank (normalized
version) and the publication count method on TREM2. Ranks of the
collaborators in the top 120 recommendations produced by PageRank
and the publication count method. Every dot represents a single researcher.176

5.8

Comparison of the top 120 results produced by the normalized and nonnormalized versions of PageRank on TREM2. Ranks of the collaborators
in the top 120 recommendations produced by the normalized and nonnormalized versions of PageRank. Every dot represents a single researcher.177
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ABSTRACT
Network science is a discipline within the larger area of computer science that studies
complex networks using the methodologies of graph theory, statistical analysis,
and data visualization. As more and more data are made available in the form of
networks, the methods of structural graph analysis become common tools used to
gain important insights into the real-world objects represented by the network, reveal
meaningful patterns, and unveil features that would not otherwise be discoverable.
The process of finding communities (or clusters) of nodes that are more densely
connected inside a community than with the rest of the network is commonly referred
to as community detection or clustering. It provides valuable information about the
network structure, its resilience, stability, susceptibility to external disturbances,
and many other properties. An important feature of communities is the ability
to be overlapping, i.e., to allow nodes to participate in more than one community.
Overlapping community detection is substantially more computationally intensive
than is disjoint community detection which poses additional challenges to algorithm
designers.
Wide spread of digital technologies which penetrate almost all aspects of
our lives leads to an enormous growth of both the amount of data collected and
generated and the size of individual datasets. Even with the fastest linear time
community detection algorithms, networks which contain millions or billions of nodes
and edges cannot be efficiently analyzed on single processor computers. We review
and compare a group of major parallel community detection solutions and select the
near linear time Speaker-listener Label Propagation Algorithm (SLPA) as the basis
for our parallel overlapping community detection algorithm. Generally speaking, a
large graph cannot be divided between several processors such that each processor
performs its share of work independently of the others. Hence, community detection
is not embarrassingly parallel. We first describe our previous work that explores
the benefits of a multithreaded programming paradigm and show that it yields
a significant performance gain over sequential execution in detecting overlapping
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communities. Then, we discuss the limitations of the multithreaded solution and
propose a parallel community detection method which uses Message Passing Interface
(MPI). This approach does not rely on the availability of memory shared between
the processors. Therefore, it is well suited for distributed memory architectures, like
the IBM R System Blue Gene R /Q supercomputer. We show that our MPI SLPA
provides a higher parallel processing scalability than does the multithreaded solution.
We also present evidence that scalability is limited by the properties of the base
SLPA algorithm as described by Amdahl’s Law.
Our previous work on extending the SLPA algorithm led to the development of
SpeakEasy — a robust community detection algorithm which combines top-down and
bottom-up approaches with the label propagation process and performing multiple
runs of consensus clustering. We showed that SpeakEasy can surpass SLPA in
terms of the quality of communities it is capable of discovering for a number of
representative real-world and synthetic networks. At the same time, since SpeakEasy
is a more sophisticated extension of SLPA, its base sequential version does not
provide the efficiency needed to analyze billion-scale graphs. In this work, we
developed a parallel SpeakEasy algorithm that is capable of efficiently performing
community detection on both shared memory and distributed memory machines.
Since SpeakEasy requires that certain global data (e.g., the global label histogram)
are maintained and made available to all processors, designing an efficient parallel
solution requires especially thorough planning. We show that by carefully selecting
data structures and communication patterns and by optimizing the algorithm to
take advantage of both the specific MPI library features and certain capabilities
provided by the underlying hardware platforms, parallel SpeakEasy can achieve the
expected degree of parallel efficiency.
Network science is inherently interdisciplinary as it deals with complex networks
that originate from a variety of domains — biology, geology, ecology, social sciences,
telecommunication, transportation, power generation and distribution, etc. We
propose a Synergy Landscapes project which combines data from different domains
(e.g., molecules and publications in biology) with multilayer graph representation and
analysis algorithms provided by network science. In biology, innovative research is
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often associated with novel combinations of well known molecules which are studied
in some new context. Despite the fact that this approach can potentially bring
breakthrough results in addressing some of the most challenging common diseases,
like cancer or Alzheimer’s Disease, a lot of research tends to be incremental, focusing
on producing “safe” findings. We believe that suggesting potentially successful
high-risk transformative research collaborations and revealing traces through the
data that support predictions can be a decisive factor in reducing uncertainty and
stimulating researchers to embrace engagement in collaboration which would be
unlikely to form through conventional channels. As part of the Synergy Landscapes
project we created a MoleClue application which implements the Synergy principles
in an actual implementation which will be made available to users. The application
consists of a multilayer network that includes molecular, publication, and author
graphs and a set of algorithms for performing nontrivial searches and ranking of the
results. Our experiments show that potential collaborators recommended by several
ranking methods implemented in MoleClue based on several molecules commonly
associated with Alzheimer’s Disease have a high degree of correlation with each other.
To further verify the validity of our method, we consider authors who frequently
coauthor publications and compute the proximity of molecules that such authors have
in common. Then, we contrast those values to the proximity of random molecules.
The results indicate that potential collaborators suggested by our algorithm are at
least an order of magnitude more likely to appear than by random chance.
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CHAPTER 1
INTRODUCTION
One of the most notable trends in modern computing is a wider availability of datasets
which describe the structure and communication patterns of objects from various
disciplines and application domains: social sciences, biology and medicine, power
grids, cellular and transportation networks, linguistics, etc. Performing analysis of
these data is an exciting contribution that computer science can offer to network
science as it helps researchers understand the structure of the underlying network
and properties of its objects, as well as to infer new knowledge based on the data
extracted from these datasets. As a result, network analysis is one of the key topics in
the study of networks. In fact, there is a belief that many challenging problems that
science currently faces can only be solved through the analysis of massive amounts of
application-specific data collected from real-world objects (people in social networks,
living organisms in biology and medicine, vehicles and aircrafts in transportation
networks, and so on).
Having emerged from a broader computer science field in the beginning of the
twenty-first century, network science as the study of complex networks is currently in
a phase of rapid development. The number of new scientific publications, conferences,
and research projects dedicated to network science continues to increase. A number
of academic institutions started offering courses on network science. A number of
texts have been recently published to support network science offerings, including a
comprehensive book by Albert-László Barabási[1].
Among various approaches to analyzing networks, structural analysis plays
a special role. It provides scientists with the ability to look at a network as a
whole and concentrate on the properties which describe the common behavior of
objects comprising the network and reveal the communication patterns between
them. An important method of structural analysis is community detection. In a
Portions of this chapter previously appeared as: K. Kuzmin, M. Chen, and B. K. Szymanski,
“Parallelizing SLPA for scalable overlapping community detection,” in Scientific Programming, vol.
501, p. 461362, 2015. doi: 10.1155/2015/461362
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very general context, communities in networks are defined as groups of nodes that
have some common properties such that connections are stronger between the nodes
in a community than with the nodes in the rest of the network. It is quite common
for nodes to participate in multiple communities. Therefore a community detection
algorithm for such applications should be able to detect overlapping communities.
However, overlapping community detection is more computationally intensive than
disjoint community detection and presents new challenges that algorithm designers
must face.
Besides, not only the number of datasets which are collected, processed, and
stored grows. So does the size of the datasets. The big data phenomenon with
exabytes of data brings up datasets that take too long to analyze using even the fastest
algorithms currently available. Fortunately, the amount of computing power available
to researches also increases. This computing power usually comes structured as a
number of cores, processors, or machines joined together to form a high performance
computer, cluster or a supercomputer. However, for many algorithms, building their
efficient parallel implementations presents additional challenges to the developers as
it requires careful consideration of the hardware architecture and its implications on
the scalability of the solution.
In this thesis we analyze what other researchers have done to utilize high
performance computing to perform efficient community detection in social, biological,
and other networks. We use the Speaker-listener Label Propagation Algorithm (SLPA)
as the basis for our parallel overlapping community detection implementation. SLPA
provides near linear time community detection and is well suited for parallelization.
We explore the benefits of a multithreaded programming paradigm and show that it
yields a significant performance gain over sequential execution in detecting overlapping
communities.
Although we test our algorithms on a variety of real-world and synthetic
networks, our special focus is on social and biological networks. With the advances
in computing and global computer communication networks, social networks have
become one of the most interesting subjects to study. Social network analysis enables
us to gain an insight into the nature of social relations between people and to
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build models which reflect many important aspects of human interactions: spread
of influence and opinions, epidemics, friendship relations, etc. Our parallel SLPA
implementation is designed specifically to provide efficient community detection on
large social networks.
Biological datasets, such as fMRI data, protein–protein interactions, and gene
coexpression are used to extract important biological information about different
interacting elements that perform certain biological functions. In this thesis we
extend our previous work on the community detection algorithm called SpeakEasy
which targets biological networks. Namely, we design a parallel implementation of
SpeakEasy to provide efficient and scalable analysis of large biological datasets.
Physical interactions among molecules, cells, and tissues influence research in
biology. While conferences and departments are created to study these interactions,
previous attempts to understand the large-scale organization of science have only
focused on social relationships among scientists. We propose to combine the structure
of molecular interaction networks with other science networks, such as coauthorship
networks, for a more complete representation of the interests and relationships that
determine the direction and impact of research. This multilayer network that we
call Synergy Landscapes will allow us to identify broad patterns of scientific research,
and in particular factors that predict innovative and high-impact research. Synergy
Landscapes will also dynamically track research trends in a customized framework
that informs scientists of research on molecules which are relevant to the individual
core areas of interest. This will facilitate collaborations that would otherwise be
difficult to initiate and which mirror the natural organization of biological systems.
Original contributions of the author of this dissertation are summarized below (additional information on contributions of our collaborators can be found in
the ACKNOWLEDGMENT ):
• The concept, design, development, and performance and scalability evaluation
and analysis of the multithreaded SLPA algorithm (Chapter 3, Section 3.1,
except for Section 3.1.5).
• The original idea, algorithm design and implementation, performance and
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scalability experiments, and analysis of the results for the MPI-based SLPA
algorithm (Chapter 3, Section 3.2).
• All work concerning the Parallel SpeakEasy algorithm (Chapter 4, Section 4.2)
which includes determining the architecture of the solution, designing the
algorithm, tuning it for the particular hardware resources available as the testing
platforms, implementing the algorithm in code, selecting the experimental
datasets, setting up testing environments, running experiments and collecting
the data, and analyzing and interpreting the results.
• For the Synergy Landscapes project, the author’s contributions are devising
the high level concept of using mulitlayer collaboration network for nurturing innovative biomedical research, designing the concept of the study, and
developing the methodology for the analysis and interpretation of data. Regarding the MoleClue application, the author designed the multilayer network,
built the schema and implemented the graph database (using Neo4j software),
created code that performs extract, transform, load (ETL) tasks and loads
publication data from the PubMed database into the application data store.
Those contributions are described in Chapter 5, except Sections 5.4.3, 5.5.2,
and 5.5.3.
The rest of the thesis is organized as follows. In Chapter 2 we present a
survey and analysis of the current state of high performance community detection
solutions. Then, in Chapter 3 our parallel SLPA implementation is introduced. We
also provide detailed performance analysis and show that our approach yields a
scalable and efficient solution for the analysis of large datasets. Chapter 4 is dedicated
to the SpeakEasy algorithm and its parallel implementation. Finally, Chapter 5
describes the Synergy Landscapes project which combines data from several networks
(molecular, publication, collaboration, etc.) in a single multilayer network.

CHAPTER 2
LITERATURE REVIEW
Community detection is a topic currently being researched by many scientists from
all over the world. New methods or extensions of previously proposed approaches
appear on a regular basis. At the same time, the size of typical networks that
represent an interesting subject for analysis from the practical standpoint is growing
very fast. Larger datasets, like collaboration and citation networks, webs of sites on
the Internet, biological nets, consumer behavior and product inventory dependencies,
and other types of networks require substantially larger amounts of memory and
computing power to analyze. The growing demand for computational performance
is not likely to be satisfied by the advance of algorithmic techniques alone. This
leads to a huge demand for parallel approaches to community detection as a way to
increase efficiency of network analysis.
A common approach to efficient and scalable community detection is to take
one of the known methods for which a well explored sequential algorithm exists and
transform it into a parallel implementation using one of the parallel programming
paradigms or frameworks. All the algorithms described in this survey rely on widely
accepted, popular, and often standardized and interoperable parallel libraries or
Application Programming Interfaces (API). Using cross-platform Message Passing
Interface (MPI) implementations, MapReduce paradigm, POSIX threads, or OpenMP
standard takes a lot of low level, OS and hardware dependent heavy lifting off the
shoulders of an application developer.
Despite all the assistance from parallel programming frameworks, in many cases
transforming a sequential community detection algorithm into its parallel version is
not trivial. For instance, a dataset has to be divided between the processing units
Portions of this chapter previously appeared as: K. Kuzmin, M. Chen, and B. K. Szymanski,
“Parallelizing SLPA for scalable overlapping community detection,” in Scientific Programming, vol.
501, p. 461362, 2015. doi: 10.1155/2015/461362
Portions of this chapter are submitted as: K. Kuzmin, E. Gonsiorowski, C. Carothers, and B. K.
Szymanski, “Parallel Processing for Large Scale Community Detection in Social and Bio-Medical
Networks,” Special Issue of The International Journal of High Performance Computing Applications.
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(processors, cores, threads, or machines) which run the parallel implementation. There
are cases in which the original sequential method treats graph objects (nodes or edges)
completely independently of each other which leads to fairly simple embarrassingly
parallel implementations. However, in other cases, partitioning the network between
computing nodes presents a sensitive compromise between the amount of time spent
on such preprocessing and the level of resulting dependency between portions of the
graph assigned to different partitions. Synchronization considerations can also play
a tremendous role in how a certain parallel algorithm performs. Another subtle issue
which arises on shared memory machines where multiple processes access the same
physical memory bank concurrently is cache performance and coherency.
In our survey we describe a number of recent attempts to increase the efficiency
of community detection and make the algorithms suitable for processing large datasets
(millions and in some cases billions of nodes and edges) in a reasonable amount of
time (hours and days rather than weeks and months). We focus on such important
properties of the algorithms as strong, weak, and data scalability, running time
complexity, the quality of detected community structure, and the ability to process
large real world datasets on available hardware.
This chapter is organized as follows. An overview of the most recent and successful research on parallel graph partitioning and community detection is presented
in sections 2.1–2.3. It covers over a dozen algorithms published between 2002–2014.
Section 2.4 summarizes the material and provides some general remarks.

2.1
2.1.1

Approaches Based on Objective Function Optimization
“SNAP, Small-world Network Analysis and Partitioning: An Opensource Parallel Graph Framework for the Exploration of Largescale Networks” by David A. Bader and Kamesh Madduri (2008)
One of the early frameworks for exploratory study and partitioning of large

networks is SNAP (Small-world Network Analysis and Partitioning) developed by
Bader and Madduri [2]. It is a scalable parallel open-source modular infrastructure
for graph analysis and partitioning. The library is extensible and portable across
shared memory multicore systems. SNAP contains three clustering methods, as well
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as parallel graph kernels and metrics for topological analysis. The framework is
optimized specifically for graphs which exhibit small-world behavior and is capable
of performing disjoint community detection on weighted directed networks.
Clustering methods implemented in SNAP are based on the optimization of
modularity. A greedy approach to modularity optimization is used since the general
modularity maximization problem is known to be N P-complete. SNAP includes
three clustering methods: two hierarchical agglomerative algorithms and one divisive
clustering implementation.
In the agglomerative approach initial community structure consists of singleton
communities, i.e., each individual node is placed in a separate community. The
algorithm then works by merging communities together so that it increases the
modularity score. The graphical tree-like representation of how communities are
merged at each step of the clustering process is called a dendrogram. When the
optimization process stops, the current cross-section of the dendrogram represents
the resultant clustering structure which is the output of the algorithm.
A divisive algorithm starts by considering the whole network as one giant
community. Then it determines the edges which can be cut to split the graph into
smaller components, provided it improves the modularity score. When the algorithm
finishes, these graph components correspond to the clustering structure.
Approximate betweenness-based divisive algorithm (pBD) is a divisive algorithm which removes critical edges based on the value of edge betweenness.
Modularity-maximizing agglomerative clustering algorithm (pMA) is a parallel
version of the agglomerative greedy algorithm. It is faster than pBD but on some
networks produces clustering with lower modularity scores. At each step of the
optimization process, pMA selects a pair of nodes with the maximum modularity
update value. Greedy local aggregation algorithm (pLA), in contrast, works by
choosing a node at random and then merging the communities adjacent to this node
into a new cluster if it improves modularity. Bader and Madduri do not explicitly
provide running time complexity analysis for their algorithms. However, the upper
bound for the running time of certain parts of the algorithms is given in order to
demonstrate the improvements over earlier approaches.
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SNAP is written in C using POSIX threads and OpenMP to implement parallel
processing. SNAP clustering algorithms are tested against the GirvanNewman (GN)
algorithm. Although no side-to-side comparisons of the running time of the SNAP
algorithms vs. GN for various datasets are provided, it is mentioned that even in
sequential mode of execution new algorithms run substantially faster than GN due to
a number of algorithmic optimizations. For instance, a single threaded pBD performs
clustering of the NDwww network nearly 26 times faster than GN.
In addition to higher sequential performance, SNAP algorithms also exploit
the benefits of parallel execution. A strong scalability study was conducted on a
relatively small synthetic small-world RMAT-SF network (0.4 million nodes and
1.6 million edges). All three SNAP algorithms demonstrated good scalability for
the number of threads varying between 1 and 32. The speedup growth rates are
best for configurations of up to 16 threads. For a larger thread count, speedup
slows down (which is especially prominent for the pMA algorithm) bringing the
efficiency at 32 cores to about 41% for pBD, roughly 25% for pMA, and close to
34% for pLA. Nonetheless, using parallel SNAP algorithms can in many cases lead
to a reduction of the overall execution time by a factor of 10 or more. Additional
experiments on several real world datasets (IMDB movie-actor network with almost
400 thousand nodes and over 31 million edges being the largest) demonstrate similar
parallel advantage. For instance, running pLA in a 32 thread configuration reduces
the execution time by a factor of 6 to 11 (depending on the network) as compared
to the sequential partitioning. Combined efforts of algorithmic improvements and
parallel execution advantages lead to a substantial speedup over the baseline GN
algorithm (e.g., 74 to 343 speedup for pBD, depending on the network).
SNAP clustering algorithms also provide high quality partitioning. However, it
should be noted that clustering quality experiments were only performed on very
small graphs (the largest of them being a 10,680 node Key signing network). In
addition, the only quality metric used to compare different algorithms is modularity.
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2.1.2

“Parallel Community Detection for Massive Graphs” by E. Jason Riedy, Henning Meyerhenke, David Ediger, and David A.
Bader (2012) and “Scalable Multi-threaded Community Detection
in Social Networks” by E. Jason Riedy, David A. Bader, and Henning Meyerhenke (2012)
The 10th DIMACS Implementation Challenge on Graph Partitioning and

Graph Clustering encouraged a number of researchers to create new community
detection implementations and study their performance on a number of provided
data sets. For instance, in [3] the authors consider a disjoint partitioning of a
network into connected communities. They propose an adaptation of their massively
parallel implementation of an agglomerative community detection algorithm for
the DIMACS Implementation Challenge. This solution supports both maximizing
modularity and minimizing conductance. The performance is evaluated on two
different threaded hardware architectures: a multiprocessor multicore Intel-based
server and massively multithreaded Cray XMT/XMT2. Because of different hardware
platforms two multithreaded programming environments had to be used: Cray XMT
and OpenMP. These environments provide significantly different ways of managing
the parallelism. While Cray XMT offers implicit, automatic concurrency, OpenMP
requires a developer to explicitly manage parallelism.
For both architectures and programming environments this approach is shown
to scale well on one synthetic and one real-world network with up to tens of millions of
nodes and several hundred million edges. Additionally, the application was tested on
a large uk-2007-05 graph with over a hundred million nodes and more than 3 billion
edges. Unfortunately, no speedup or efficiency data for this dataset is presented
in [3]. Therefore, it is not clear what scalability behavior this solution is capable of
delivering for such networks. Based on the running time values given in the article,
the processing rate can be calculated to be between approximately 5.58 million and
6.66 million edges/second on an Intel-based platform, and slightly above 1.3 million
edges/second on a Cray XMT2 which is close to the values of processing rates seen
for the other tested networks.
An improved version of the agglomerative parallel community detection solution
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is proposed in [4]. Three datasets are tested, uk-2007-05 being the largest, across
five different hardware platforms (Cray XMT, Cray XMT2 and three different Intelbased systems). The algorithm demonstrates good scalability on both Cray and
Intel platforms. The running time performance advantage relative to the initial
implementation is especially significant for Cray XMT2.
However, it should be noted that both in [3] and [4], performance for Cray
XMT and Cray XMT2 systems is measured based on the number of processors, not
the number of threads as in the Intel systems. The reason for this is that both
Cray platforms are massively multithreaded machines in which entire processors
are allocated, each with at least 100 hardware threads. This might lead to some
difficulties in interpreting the results. While for Intel-based systems the base case is
sequential execution with one thread, for Cray platforms it is one processor with at
least 100 threads. Despite this advantage in the number of threads, Cray systems
with one processor were several times slower than any of the Intel systems with a
single thread for all datasets tested in both [3] and [4]. Moreover, for the majority of
datasets it can be observed that whereas Intel systems were mostly improving the
running time as the number of threads was increasing, both Cray systems achieved
their best running time at a number processors that was much smaller than the
maximum. In certain cases, utilizing the maximum number of processors lead to
running times similar to configurations with just two or four processors. Finally,
in all the experiments, the best absolute running time on the Cray systems was
substantially slower than on practically any of the Intel Xeon systems.
2.1.3

“High Quality, Scalable and Parallel Community Detection for
Large Real Graphs” by Arnau Prat-Pérez, David Dominguez-Sal,
and Josep-Lluis Larriba-Pey (2014)
A Scalable Community Detection (SCD) method [5] is capable of detecting

disjoint communities in undirected and unweighted graphs. It is a two-phase algorithm
which outputs a partition of the input graph obtained by optimizing the value of an
objective function.
A recently proposed community metric called Weighted Community Clustering

11

(WCC) is used by SCD as the objective function. WCC goes beyond simple edge
counting as it focuses on richer graph structures, such as triangles. The number
of triangles in a graph is used to quantify the quality of a partition. The intuition
behind this metric is based on the observation that real networks consist of many
triangles. Triangles reflect dense connections between the nodes which form community structures. More specifically, communities tend to contain many nodes which
are highly connected, so that it is much more likely that such nodes form closed
triangles rather than these nodes belonging to different communities.
Thus, in a graph G(V, E) the value of WCC for a particular node v and
community C reflects the level of cohesion of the node to the community. More
formally, WCC is defined as:

W CC(v, C) =




t(v,C)

 t(v,V )

·

vt(v,V )

|C\{v}|+vt(v,V \C)




0,

, if t(v, V ) 6= 0;
(2.1)
if t(v, V ) = 0.

where t(v, C) denotes the number of closed triangles which include node v and other
nodes from community C, and vt(v, C) denotes the number of nodes in C which
form at least one closed triangle with v and another node in V .
The WCC metric for a community C is the average of the values of WCC for
each node in the community:
W CC(C) =

1 X
W CC(v, C)
|C| v∈C

(2.2)

Similarly, for the entire partition P consisting of non-overlapping communities
the Weighted Community Clustering value is computed as the average of WCC
values for individual communities weighted with the size of communities:
W CC(P ) =


1 X
|C| · W CC(C)
|V | C∈P

(2.3)

Unlike modularity, WCC is not known to have a resolution limit. When WCC
metric is used to quantify the quality of a partition, the higher the value of WCC,
the better the community structure represented by the partition is. Thus, the main

12

goal of the SCD algorithm is to maximize its objective function, i.e., WCC. It is
guaranteed that the communities produced by the WCC optimization process are
cohesive and structured. Moreover, calculating WCC can be effectively parallelized.
Another way to substantially improve the running time of the algorithm is to estimate
the value of WCC instead of computing the exact value.
The general schema of the algorithm consists of two phases. During the first
stage the initial graph is cleaned up by removing the edges which do not close any
triangles. Since such edges do not close any triangles, they do not contribute anything
to the value of WCC and therefore can be safely removed from consideration. After
the initial clean up, the graph contains only edges which close at least one triangle.
For any community detection algorithm which optimizes some objective function, an initial partition is necessary to establish the baseline for the value of the
objective function. Then the algorithm works by incrementally proposing some
changes to the partition and accepting each change if it results in improvement of
the objective function value. The optimization process stops when the improvement
is smaller than a preset threshold.
In case of SCD, initial partitioning which is also a part of the first phase starts
with calculating the clustering coefficient for every node in the graph. Then the
nodes are sorted in decreasing order based on the clustering coefficient and degree.
Finally, the initial partition is created by iterating over the list of ordered nodes
and placing each node and all its unassigned neighbors in a new community. This
results in a partition which tends to place nodes with high clustering coefficients
and their neighbors together. Heuristically, nodes in such communities form many
closed triangles with other nodes in the same community which translates to high
values of WCC and therefore creates a good baseline partition for subsequent WCC
optimization.
The second phase of SCD is partition refinement by WCC optimization. This
stage starts with a partition produced by the first phase. During the optimization
process a number of possible changes to the community structure of the graph are
considered. Possible movements include removing a node from its current community
and placing it in its own community (singleton) or moving a node from one community
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to another. During each iteration of the refinement process possible improvements of
WCC are considered for every node in the graph. For each node, the improvement
that yields the largest positive change in WCC is selected. If none of the movements
improves WCC, no movement is made. At the end of each iteration the value of
WCC for the entire partition is recalculated and compared to the previous value.
If there is no improvement or the improvement is less than a given threshold, the
refinement process stops.
Calculating the exact value of WCC requires computation of triangles for
all the neighbors of a given node. It requires O(d2 ) operations, where d is the
degree of the node. Determining the value of WCC is especially computationally
expensive for high degree nodes which are found in graphs which follow the power
law degree distribution. Moreover, WCC computations are performed for every node
in the graph during each iteration of the refinement process. Using formulas from
equations 2.1 – 2.3 to directly calculate the value of WCC would adversely affect the
overall performance of the algorithm and substantially limit its scalability.
In order to avoid the drawbacks of calculating WCC directly, the SCD method
uses a WCC estimator which computes an approximated increment of WCC when a
node is inserted in a community. The intuition behind the estimator is that at each
iteration of the algorithm only a small number of changes can affect each node (e.g.,
removing a node from its community or transferring a node from one community to
another). In addition, the optimization process is guided by the changes of WCC, so
computing the absolute value of WCC is not required. In SCD, the increment value
of WCC is estimated based on several graph statistics: the size and edge density of
each community, the number of edges that are in the boundary of each community,
and the clustering coefficient of the graph. A WCC estimator does not calculate
any triangles, it relies solely on graph statistics. Given all the statistics, each WCC
estimation takes a constant amount of time (O(1)). Statistics are updated only once
per iteration of the refinement process, and the runtime complexity of this operation
is O(m).
The overall running time complexity of the SCD algorithm is O(m · log n),
where n is the number of nodes and m is the number of edges in the graph. Both
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phases of SCD contribute equally to the total running time complexity of the entire
algorithm, i.e., the cost of each phase is also O(m · log n). Complexity estimates
are based on two assumptions. First, graphs are supposed to have a quasi-linear
relation between the number of nodes and the number of edges (O(m) = O(n · log n)).
Second, it is assumed that the number of iterations of the refinement process is a
constant which does not depend on the size of the input.
One of the key features of the SCD algorithm is its ability to be efficiently
parallelized. This is due to the fact that during the optimization process improvements
of WCC are considered for every node individually and independently of other nodes.
Therefore, the best movement can be calculated for all nodes simultaneously using
whatever parallel features the underlying computing platform has to offer. Moreover,
applying the moves to all nodes is also done in parallel.
An SCD implementation is written in C++ using OpenMP framework for
parallelization. It is tested on an off the shelf Intel R Xeon R server with 32Gb of
memory. Several datasets with ground truth communities are used: Amazon, DBLP,
Youtube, LiveJournal, Orkut, and Friendster. These test graphs represent networks
of different sizes ranging from relatively small (Amazon dataset with 334,863 nodes
and 925,872 edges) to very large (Friendster dataset with over 65 million nodes and
1.8 billion edges).
The quality of communities produced by the SCD algorithm is assessed based
on two different metrics: Normalized Mutual Information (NMI) and average F1
score. The results obtained by SCD method are compared to those produced by other
community detection algorithms: Infomap, Louvain, Walktrap, BigClam, and Oslom.
However, it should be noted that while Infomap, Louvain, and Walktrap perform
disjoint community detection, just like SCD, the other two algorithms are capable of
detecting overlapping communities. However, no distinction is made between disjoint
and overlapping community detection algorithms when comparing the quality of
communities produced by SCD and other methods. Analysis is based on matching
the output of community detection algorithms with real ground truth communities
which accompany every dataset from this study. Since some methods used in the
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experiment are not capable of parallel processing, all algorithms, including SCD were
run in a single threaded mode for community quality analysis.
SCD is shown to perform consistently well on all test datasets. Both NMI and
average F1 score values for SCD correlate with results of other algorithms. SCD
surpasses the other five community detection methods in almost all cases, but only
by a small margin. In terms of the similarity of communities produced by different
algorithms to ground truth communities, SCD is closely followed by Louvain and
Oslom.
SCD performs substantially faster than almost all other algorithms under
consideration for all but the largest dataset (Friendster network). While SCD runs
several times faster than Louvain, its advantage over other methods measures two
orders of magnitude. As for the Friendster network, SCD and Louvain were the only
two algorithms which were able to complete processing within a reasonable amount
of time. In terms of absolute values of the execution time community detection with
SCD takes less than 10 seconds for the smallest dataset (Amazon) and less than
12 hours for the largest (Friendster). For the datasets which participated in the
experiment, SCD is shown to scale almost linearly with the number of edges in the
graph.
In a multithreaded mode speedup varies depending on the dataset. Experiments
were conducted for the number of threads varying between 1 and 4. For graphs
with high values of the average degree the advantage of parallel execution is most
prominent. For instance, in case of Friendster dataset the speedup grows almost
linearly with the number of threads.
The generalization of SCD to produce overlapping communities is beyond the
scope of the paper [5], and the possibility of extending the algorithm for directed
and weighted networks is not mentioned.
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2.2

Label Propagation Algorithms

2.2.1

“Fast Community Detection Algorithm with GPUs and Multicore
Architectures” by Jyothish Soman and Ankur Narang (2011)
Soman and Narang in [6] proposed a fast community detection algorithm called

WLP which is based on a variation of the label propagation method [7]. Although
no explicit interpretation is given for the WLP acronym, it apparently stands for
Weighted Label Propagation. WLP is capable of performing detection of overlapping
communities in general weighted and directed graphs. There are two implementations
of WLP, one is optimized for multicore architectures, the other is designed to run on
GPUs.
Although WLP belongs to a family of label propagation algorithms, there are
some important differences. For instance, WLP prevents oscillation of labels which
also leads to a smaller number of iterations and faster convergence. Also, a global
objective function is used to keep dominant labels from spreading over many nodes
thus overshadowing small communities.
Another key difference of WLP is the way it treats edge weights. Any edge
in the graph is always treated as weighted since the algorithm heavily relies on
edge weights. The weight of an edge is defined based on the local topology of
its neighborhood. Consequently, edge weights reflect the topological structure of
inherent communities in the graph. Therefore, the weight of an edge serves to
measure how important this edge is in respect to its endpoint nodes. For an edge
e = (i, j) of graph G = (V, E) the topological weight is defined as:
t(i, j)
k∈N (i) t(i, k)

wt (e) = P

(2.4)

where t(u, v) denotes the number of triangles which include edge (u, v) and N (i) is a
set of nodes adjacent to node i (the neighborhood of i). In other words, the weight
of an edge is defined as the ratio of the number of triangles containing this edge to
the total number of triangles which include its endpoints.
If edge weights are also specified in the initial input graph, then these user
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weights are blended with newly defined topological weights based on the product of
two weights:
w(e) = wt (e) · wu (e)

(2.5)

where wu (e) is the weight of edge e specified by the user in the input graph.
The label propagation function which is used to control the spread of labels is
defined as:
X

L(i) = argmax

s(L(j))

(2.6)

j∈N (i)

where i ∈ V , L(v) is the label of node v, and s(l) is the total weight for label l in the
neighborhood of node i. Although the weight of the label is defined by Equation 2.7
below, there is no explicit definition or any kind of description for “the total weight
for the label L(j) in the neighborhood of vertex i” in [6].
The weight for a label is used to control the size of the community:
P

W (l) = 1 −

di
2|E|
i∈C

(2.7)

where l is the label of community C and di is the degree of node i. It is not explicitly
stated in [6] whether di refers to an in-degree or out-degree. The usage of 2|E| in the
denominator of this equation may suggest that this formula implies an undirected
graph although no transition from a directed to an undirected case is explicitly
mentioned. It is also not clear what the relation is between communities and labels
at this stage and how community C is determined based on the label l.
Using Equation 2.6 directly to compute labels may lead to the oscillation of
labels between two nodes if these nodes are connected by an edge which has the
highest weight of all the edges in the neighborhood of each respective node. Since
oscillating labels tend to increase the number of iterations of the label propagation
process and can also lead to communities with low modularity scores, this problem
needs to be addressed. In order to prevent label oscillations, pairs of nodes which
are susceptible to oscillation are identified, and both nodes in the pair are labeled
with the same label before the label propagation phase begins.
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A revised propagation function is given by:
L(i) = argmax

X

s(L(j)) · W (L(j))

(2.8)

j∈N (i)

It is worth noting that the label propagation process in WLP spreads in the
direction opposite to the direction of the edges. As described in [6], if “a directed
edge, e = (i, j) (from vertex i to vertex j)” is “the highest weighted edge in the
locality of i”, then “i has a higher chance of being assigned the same label as j,
as compared to any other label in the vicinity”. Algorithm 1 contains a “foreach
edge e(n, v) do” loop with an “Add edge (v,n) to G’ ” operator which adds an inverse
edge to the graph G0 subject to the equality of node weights. Similar statements are
also present in the parallel version of WLP given in Algorithm 2. It is not clear why
such direction of label propagation has been adopted in WLP.
The WLP algorithm is claimed to have a near linear time complexity of
O(m(k + d)), where m is the number of edges in the graph, k is the number of
iterations and d is the average degree of the graph. However, both the sequential and
parallel versions of WLP contain several loops over all the nodes of the graph (e.g.,
“foreach N ode n do”). It is not clear why such loops (which should have contributed
the number of nodes, n, to the overall time complexity of the algorithm) have been
omitted. Furthermore, parameter k is not even mentioned in the algorithms. There is
parameter k which defines the weight of self loop edges added to the graph to prevent
epidemic spread of labels but it is not explained whether it is the same parameter
as the number of iterations or these are two different parameters which share the
same designator coincidentally. Instead, the label propagation loop contains an “All
nodes are not stably labeled” termination condition which is not explicitly defined
anywhere in the text. Furthermore, although it is claimed that “It can be seen that
our algorithm has near linear time complexity”, no explanations are provided. More
specifically, no estimates of time required to calculate edge weights which involves
computing triangles for all the neighbors of a given node are provided.
The parallel version of the WLP algorithm closely follows the sequential version.
The major differences are the distribution of nodes and edges between processors
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and synchronization barriers between each phase. However, no details are provided
about the partitioning process. Algorithm text contains a line which reads “Assign
nodes and edges to each processor” but it does not specify how both nodes and
edges are distributed between the processors. In some parts of the algorithm it is
assumed that edges are assigned to processors while in others it is clear that nodes
are assigned to processors.
The multithreaded WLP implementation is written in C and uses POSIX
threads library (pthreads). It is tested on a shared memory machine with Power6
processors capable of running 32 threads of execution simultaneously. A version for
GPUs is based on NVIDIA R CUDA R API. This implementation is run on a Fermi
based GPU card with 1,024 threads per block.
In experiments with small datasets (Zachary Karate Club, American College
Football, and Dolphin networks) WLP achieves modularity values which are smaller
than those obtained by the competitors, although not by much. The following
algorithms have been used for comparison: Girvan-Newman betweenness centrality
based algorithm and the Walktrap algorithm with the walk lengths of 2 and 5.
Although these graphs make it possible to manually verify the quality and correctness
of community detection, they are way too small to judge the performance and quality
of a particular algorithm.
WLP was also tested with several larger datasets: hep-th and Wikipedia real
world networks and a series of R-MAT synthetic graphs. The largest of these
datasets is Wikipedia network with almost 2.5 million nodes and over 117 million
edges. Performance results are only reported for two real world datasets (hep-th and
Wikipedia) and compared with just one other algorithm [8] by Zhang et al. which
is also reviewed in Chapter 2. Scalability experiments are presented just for the
Wikipedia dataset.
WLP was found to perform between 2.4 and 370 times faster than the propinquity dynamics method on different datasets and in different configurations. However,
no comparisons of community detection quality are presented, so it is not clear
whether such a performance advantage of WLP comes at a price of lower community
quality. Although it is mentioned that “we achieve modularity value of 0.58 which
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denotes high quality of the communities”, the modularity score is only given for one
of the datasets (hep-th). Moreover, no modularity score results at all are reported
for the competing algorithm. Consequently, there is nothing to compare this value
of 0.58 with to support the claim that it corresponds to communities of high quality.
Given the fact that the only community detection quality metric considered in the
experiments was modularity, and that even for this single metric only the value for
one algorithm and one dataset was presented, there seems to be not enough evidence
that WLP achieves high quality results.
It should also be noted that hardware platforms on which WLP and algorithm
by Zhang et al. were run are very different. Therefore, the results obtained on a single
shared memory multicore machine (WLP with 32 threads) can hardly be directly
compared to those from a cluster of 50 to 1000 machines (propinquity dynamics).
Synthetic R-MAT graphs were used to explore the scalability behavior of WLP
in several dimensions: for varying number of threads and fixed problem size (strong
scalability), varying number of threads and fixed problem size per processor (weak
scalability), and varying problem size and fixed number of threads.
Overall, WLP exhibits good strong scalability behavior. However, the values
of speedup and efficiency are calculated using the execution time at 2 processors as
the base time, not the sequential execution time. Additionally, the values of speedup
and efficiency are reported only for a configuration with 50 processors (relative to 2
processors). Although these values are quite high (50% efficiency for a R-MAT graph
with 20M edges and 1M nodes and 43% for a R-MAT graph with 40M edges and 1M
nodes), it is not clear why the configuration with 50 processors has been selected for
reporting. Moreover, the plots do not contain data points for 50 processors, which
could mean that these values may have been obtained by approximation rather than
from an actual experiment. If we consider calculating speedup and efficiency relative
to the sequential execution, it can be estimated from the plots that for the R-MAT
graphs efficiency varies from 80% (for 2 processors) to 20% (for 64 processors) and
for the Wikipedia network it varies from 83% (for 2 processors) to 14% (for 64
processors).
Due to discrepancies in the text, it is not clear which implementation of WLP
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has been evaluated for strong scalability. On one hand, it says “with 2 cores/threads”
in the paragraph describing the strong scalability plot (Figure 7), which implies the
multithreaded version. On the other hand, there is a sentence which reads “data
scalability plots of the algorithm on the GPU is shown in the figure 7” which clearly
identifies the same plot as presenting data scalability results of the GPU version.
Data scalability plots show for both the multithreaded and CUDA implementations an almost linear relation between the execution time and the number of nodes
in the graph (at least when the number of nodes is greater than 1,000). Although
it is not specified what kind of graph was used for this experiment, it is mentioned
that the degree is fixed at 40, so we can probably safely assume it to be R-MAT.
Since the degree is fixed, the number of edges in the graph grows linearly with the
number of nodes. Therefore, these results cannot be used to either prove or refute
the correctness of WLP time complexity bound of O(m · (k + d)).
Experiments with the fixed problem size per core reveal that the execution
time has a tendency to increase with the number of cores. However, the plots are
not monotonous and occasionally have segments with a negative slope. Although it
is stated that “our algorithm demonstrates weak scalability”, WLP can hardly claim
to exhibit perfect weak scaling since the execution time grows by a factor of up to
3 as the number of cores is increased from 1 to 32, i.e., it is very far from being a
constant.
The GPU implementation was only tested in a data scalability setting. Again,
it is not specified which graph is used in these experiments but it is most likely
R-MAT. Although it is claimed that “It can be seen that time increases linearly in
each of the experiment”, calculations based on the values reconstructed from the
plots reveal that in both cases the curves are not linear.
In general, WLP offers fast implementations of a community detection algorithm based on the label propagation method. It is valuable for presenting both
a multithreaded version for multicore processors and a version for massively parallel GPUs. However, several important issues described above make it difficult to
compare this approach to its competitors and agree with some claims made by the
authors.
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2.2.2

“Parallel Overlapping Community Detection with SLPA” by Konstantin Kuzmin, S. Yousaf Shah, and Boleslaw K. Szymanski (2013)
Parallel overlapping community detection based on Speaker-listener Label

Propagation Algorithm (SLPA) is proposed in [9] and [10]. Although it is stated that
the method can be easily extended to the case of weighted and directed graphs, the
implementations presented are capable of processing only unweighted and undirected
networks.
The algorithm works by iterating over a list of nodes in the network. Each
node i randomly picks one of its neighbors ni and the neighbor then selects randomly
a label l from its list of labels and sends it to the requesting node. Node i then
updates its local list of labels with l. This process is repeated for all the nodes
in the network. Once it is completed, the list of nodes is shuffled and the same
processing repeats again for all nodes. After t iterations of shuffling and processing
label propagation, every node in the network has a list of label of length t, as every
node receives one label in each iteration. After all iterations are completed, post
processing is carried out on the list of labels and communities are extracted.
Two parallel implementations of the algorithm are proposed, both of which
are developed in C++. First version is designed for distributed memory machines
and uses Message Passing Interface (MPI) as a communication channel between the
processors. The second application implements parallelization by means of POSIX
threads and therefore targets shared memory architectures.
MPI and multithreaded implementations use different partitioning schemes.
The former relies on the code from Zoltan library. The latter implements its own
simple partitioning method. The original input network is partitioned between the
processing cores in such a way that every core gets the same (or nearly the same)
number of nodes. Each core performs label propagation on a subset of nodes assigned
to a particular thread running on this core. Multithreaded SLPA uses a busy-waiting
synchronization approach to coordinate concurrent processing of nodes by multiple
cores. The overall running time complexity of the multithreaded SLPA is the same
as for the base sequential version, i.e., it is almost linear in the number of edges in
the network.
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Experiments with MPI SLPA were conducted on both a shared memory machine
(for 1 to 32 processors) and a distributed memory IBM R System Blue Gene R /Q
supercomputer (for 64 to 1,024 processors). It should be noted that it is quite rare
when community detection algorithms are tested on high performance supercomputers
or clusters. Besides MPI SLPA on Blue Gene/Q, there are only two other approaches
described in this Chapter which were tested on modern high performance platforms:
agglomerative parallel community detection solution on a massively multithreaded
Cray XMT/XMT2 [4] and PeGaSus on an M45 Hadoop supercomputer cluster [11].
The performance of parallel SLPA algorithms was tested on a network with
over 4 million nodes and about 12.3 million edges. Although the type of network
is not specified in [9], it is apparently a synthetic network. Overall, both parallel
versions of SLPA performed well in strong scalability experiments. MPI SLPA
executed almost 120 times faster on 512 processors than the sequential version
(although using 1,024 processors actually worsened the running time). Multithreaded
SLPA was able to reach the speedup of about 5.5 at 32 cores. However, no quality
aspects of community detection were considered, nor were any comparisons with
other algorithms performed.
2.2.3

“Engineering High-Performance Community Detection Heuristics
for Massive Graphs” (2013) by Christian Staudt and Henning
Meyerhenke and “Engineering Parallel Algorithms for Community Detection in Massive Networks” (2013) by Christian Staudt
and Henning Meyerhenke
A recent study by Staudt and Meyerhenke [12] proposed PLP, PLM, PLMR,

EPP, and EML algorithms and tested them on a variety of data sets offered by
the DIMACS Implementation Challenge. However, all these implementations are
capable of performing only non-overlapping community detection, i.e., determining a
partitioning of the node set.
Parallel Label Propagation (PLP) algorithm is based on the conventional
sequential Label Propagation algorithm described in [7]. PLP is capable of detecting
non-overlapping communities in undirected weighted networks. Each node is initially
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assigned a label. The algorithm works by iteratively applying a purely local label
update rule to each of the nodes. At every iteration each node adopts a label which
is a dominant label in the node’s neighborhood. Unlike the original formulation
of the label propagation method, PLP does not randomly shuffle the nodes to
vary the processing order. It instead relies on implicit randomization attributed to
asynchronism of concurrently executed threads. The algorithm is optimized in order
to avoid unnecessary calculations. For example, nodes are separated into two disjoint
sets: active nodes and inactive nodes. Only nodes from the active set participate in
the label propagation process. Labels of inactive nodes cannot be updated in the
current iteration.
Parallel Louvain Method (PLM) is a locally greedy, bottom-up multilevel
community detection method based on modularity optimization. At each iteration,
nodes are moved to neighboring communities, if this increases modularity. After
no more local improvements of modularity can be achieved, a graph is coarsened
and the whole process repeats again, thus forming communities of communities. A
variant of PLM called Parallel Louvain Method with Refinement (PLMR) contains
an additional stage which takes place before returning the final result. During this
refinement process, node assignment is re-evaluated once again by considering node
moves that could improve modularity.
Ensemble Preprocessing (EPP) algorithm combines several base community
detection techniques to form a strong classifier. A classifier in this context is a decider
which determines if a pair of nodes should be in the same community. In EPP there
is a preprocessing phase which uses an ensemble of several parallel PLP instances
running concurrently as a base algorithm. After preprocessing completes, the output
of all base classifiers is compared to each other. The consensus of base algorithms is
extracted in the form of core communities which are subsequently used to coarse the
graph. Graph coarsening is helpful in reducing the problem size assigned to the final
algorithm.
EPP uses either PLM or PLMR as the final algorithm to refine core communities
and produce a qualitatively strong final community structure. In terms of notation,
a specific EPP configuration is described as the number of pieces and the algorithm
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used in the preprocessing step followed by the name of the algorithm for the final
stage. For instance, EPP(4,PLP,PLM) denotes a 4-piece PLP ensemble and PLM as
the final algorithm.
Ensemble Multilevel (EML) method [13] extends EPP by applying it recursively.
After the first invocation of EPP completes and produces core communities, the
graph is coarsened to a smaller graph and the same algorithm is applied recursively.
EML stops when one of the termination conditions is satisfied.
In all implementations a guided scheduling mechanism was used to assign nodes
to threads. OpenMP API provides special constructs that make using this technique
easy and transparent to a developer. Although guided scheduling introduces some
overhead, it improves load balancing which is difficult to achieve for arbitrary graphs
when node ranges are statically assigned to threads.
Performance of the PLP, PLM, PLMR, and EPP algorithms is evaluated
relative to several other solutions submitted for the DIMACS challenge, namely
CLU_TBB, RG, CGGC, and CGGCi, as well as to the original sequential Louvain
implementation. The quality of communities detected by different algorithms is
determined based on the value of modularity [14]. Despite its wide use, modularity is
known to have issues and limitations. There are other community quality metrics as
well as modified versions of the original definition of modularity which overcome some
of these problems [15]. Although Staudt and Meyerhenke admit that “modularity
is not without flaws nor alternatives”, they only use this measure for community
quality comparisons.
The algorithms were implemented in C++ and tested for performance and
community quality on a shared memory multiprocessor machine. Parallelism was
achieved using a multithreaded approach provided by an OpenMP API. EML was
found to perform poorly and was discarded from detailed benchmarking. PLP, PLM,
and PLMR were found to be Pareto-optimal with respect to community detection
time and modularity value meaning that no other algorithm among those considered
was able to perform better in terms of both time and modularity.
PLP was the fastest algorithm tested. It is capable of analyzing a billion edge
uk-2007-05 network in about one minute, although the solution quality is suboptimal.
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It also demonstrates good scalability with a speedup of about 7 at 32 threads as
compared to the sequential execution. PLM and PLMR produced very similar ratings
with PLMR delivering higher modularity scores at the expense of a slight increase in
running time. Both PLM and PLMR are much slower than PLP requiring almost
50 times longer to detect communities in the uk-2007-05 graph. Despite being off
the Pareto frontier, EPP(4,PLP,PLM) performed exceptionally well on a large data
set. The modularity score was almost identical to that of PLM and PLMR but the
running time was shorter by a factor of 5.

2.3
2.3.1

Other Methods
“A Fast Parallel Clustering Algorithm for Large Spatial Databases”
by Xiaowei Xu, Jochen Jäger, and Hans-Peter Kriegel (2002)
The clique percolation technique [16] considers cliques in a graph and performs

community detection by finding adjacent cliques. The k-means clustering algorithm
partitions m n-dimensional real vectors into k n-dimensional clusters where every
point is assigned to a cluster such that the objective function is minimized [17]. The
objective function is the within-cluster sum of squares of distances between each
point and the cluster center. There are several ways to calculate initial cluster centers.
A quick and simple way to initialize cluster centers is to take the first k points as
the initial centers. Subsequently at every pass of the algorithm the cluster centers
are updated to be the means of points assigned to them. The algorithm doesn’t aim
to minimize the objective function for all possible partitions but produces a local
optima solution instead, i.e., a solution in which for any cluster, the within-cluster
sum of squares of distances between each point and the cluster center cannot be
improved by moving a single point from one cluster to another. Another approach
described in [18] utilizes an iterative scan technique in which density function value
is gradually improved by adding or removing edges. The algorithm implements a
shared–nothing architectural approach. The approach distributes data on all the
computers in a setup and uses master–slave architecture for clustering. In such an
approach, the master may easily become a bottleneck as the number of processors
and the network size increases.

27

A parallel clustering algorithm PDBSCAN is suggested in [19], which is a
parallelized version of DBSCAN [20]. Density–based clustering algorithm DBSCAN
forms the clusters by making sure that for every point in the cluster the neighborhood
of a certain radius has to contain at least a certain minimum number of points.
PDBSCAN implements a shared–nothing, master–slave approach where the master
computing node starts local clustering tasks on every available slave computing node.
The master is responsible for partitioning the dataset between the slaves, performing
dynamic load balancing during clustering, and merging the results.
2.3.2

“Parallel Community Detection on Large Networks with Propinquity Dynamics” by Yuzhou Zhang, Jianyong Wang, Yi Wang,
and Lizhu Zhou (2009)
A community detection approach based on propinquity dynamics is described

in [8]. It doesn’t use any explicit objective function but rather performs community
detection based on heuristics rather than using an explicit objective function. It relies
on calculating the values of topology–based propinquity which is defined as a measure
of probability that two nodes belong to the same community. The algorithm works
by consecutively increasing the network contrast in each iteration by adding and
removing edges in such a way as to make the community structure more apparent.
Specifically, an edge is added to the network if it is not already present and the
propinquity value of the endpoints of this proposed edge is above a certain threshold,
called emerging threshold. Similarly, if the propinquity value of the endpoints of
an existing edge is below a certain value, called cutting threshold, then this edge is
removed from the network. Since inserting and removing edges alters the network
topology, it affects not only propinquity between individual nodes but also the overall
propinquity of the entire topology. The propinquity of the new topology can then
be calculated and used to guide the subsequent changes to the topology in the next
iteration. Thus, the whole process called propinquity dynamics continues until the
difference between topologies obtained in successive iterations becomes small relative
to the whole network.
Since both topology and propinquity experience only relatively small changes
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from iteration to iteration, it is possible to perform the propinquity dynamics
incrementally rather than recalculating all propinquity values in each iteration.
Optimizations of performing incremental propinquity updates achieve a running time
complexity of O((|V | + |E|) · |E|/|V |) for general networks, and O(|V |) for sparse
networks.
It is also shown in [8] that community detection with propinquity dynamics can
efficiently take advantage of parallel computation using message passing. Nodes are
distributed among the processors which process them in parallel. Since it is essential
that all nodes are in sync with each other, the Bulk Synchronous Parallel (BSP)
model is used to implement the parallel framework. In this model, the computation
is organized as a series of supersteps. Each superstep consists of three major actions:
receiving messages sent by other processors during the previous superstep, performing
computation, and sending messages to other processors. Synchronization in BSP is
explicit and takes the form of a barrier which gathers all processors at the end of
the superstep before continuing with the next superstep. Two types of messages are
defined for the processor to communicate with each other. The first type is used to
update propinquity maps that each processor stores locally for its nodes. Messages
of the second type contain parts of the neighbor sets that a processor needs in its
local computation.
2.3.3

“Pegasus: Mining Peta-scale Graphs” by U Kang, Charalampos E.
Tsourakakis, and Christos Faloutsos (2011) and “Spectral Analysis
for Billion-scale Graphs: Discoveries and Implementation” by U
Kang, Brendan Meeder, and Christos Faloutsos (2011)
A number of researchers explored a popular MapReduce parallel programming

model to perform network mining operations. For example, a PeGaSus library (PetaScale Graph Mining System) described in [21], is built upon using Hadoop platform
to perform several graph mining tasks such as PageRank calculations, spectral
clustering, diameter estimation, and determining connected components. The core of
PeGaSus is a GIM-V function (Generalized Iterated Matrix-Vector multiplication).
GIM-V is capable of performing three operations: combining two values, combining
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all the values in the set, and replacing the old value with a new one. Since GIM-V is
general, it is also quite universal. All other functions in the library are implemented
as function calls to GIM-V with proper custom definitions of the three GIM-V
operations. Fast algorithms for GIM-V utilize a number of optimizations like using
data compression, dividing elements into blocks of fixed size, and clustering the edges.
Finding connected components with GIM-V is essentially equivalent to community
detection. The number of iterations required to find connected components is at
most the diameter of the network. One iteration of GIM-V has the time complexity
of O( |V |+|E|
log |V |+|E|
) where P is the number of processors in the cluster. Running
P
P
PeGaSus on an M45 Hadoop supercomputer cluster shows that GIM-V scales up
linearly as the number of machines is increased from 3 to 90. Accordingly, PeGaSus
is able to reduce time execution on real world networks containing up to hundreds of
billions of edges from many hours to a few minutes.
A HEigen algorithm introduced in [11] is an eigensolver for large scale networks containing billions of edges. It is built upon the same MapReduce parallel
programming model as PeGaSus, and is capable of computing k eigenvalues for
sparse symmetric matrices. Similarly to PeGaSus, HEigen scales up almost linearly
with the number of edges and processors and performs well up to billion edge scale
networks. Its asymptotic running time is the same as that of PeGaSus’ GIM-V.
2.3.4

“Overlapping Community Detection at Scale: A Nonnegative Matrix Factorization Approach” by Jaewon Yang and Jure Leskovec
(2013)
A method called BigClam (Cluster Affiliation Model for Big Networks) is

proposed by Yang and Leskovec in [22]. It is capable of performing scalable community
detection based on non-negative matrix factorization (NMF). This model-based
approach can be used on undirected unweighted networks to detect overlapping,
non-overlapping (disjoint), and hierarchically nested community structure.
The method is based on the observation that while the majority of overlapping
community detection algorithms make an implicit and undocumented assumption
that community overlaps are less densely connected than other parts of communities,
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this assumption does not actually hold for a wide range of real world networks. Using
several popular datasets of different sizes (LiveJournal, Friendster, Orkut, Youtube,
DBLP, and Amazon) it is shown that as the number of communities shared by a
pair of nodes increases, so does the probability that this pair is connected by an
edge. Moreover, it turns out that the absolute values of these probabilities are fairly
high. For instance, for Orkut dataset, the probability that a pair of nodes sharing 6
or more communities is connected by an edge is over 0.8. It means that the more
communities a pair of nodes has in common, the higher are the chances that this pair
of nodes is connected by an edge. Consequently, the overlapping parts of communities
actually tend to be more densely connected than individual communities themselves.
Intuitively, the larger the number of communities which are shared between a pair of
nodes, the more this pair has in common, therefore the more likely there is an edge
between these nodes in the underlying network.
BigClam is built upon the model of affiliation networks. Node community
memberships are represented as a bipartite affiliation network which contains two
types of nodes. The first type of nodes represents communities. Nodes of the second
type correspond to nodes of the input network. Community membership is expressed
with affiliation edges between the nodes of two types. Since there are different
degrees of association between nodes and communities, affiliation edges are weighted.
Weights are nonnegative. The higher the weight of an edge, the more likely a node
is connected to other nodes from the same community.
Affiliation networks are very flexible. If a node of the input graph is connected to
several community nodes, it corresponds to overlapping communities. Alternatively,
every node of the input graph can be associated with at most one community
which models networks with disjoint communities. It is also possible that one or
more communities are nested within another community which means that affiliation
networks are capable of modeling hierarchical network structures. Since real networks
might have edges between nodes which do not share any common communities,
BigClam introduces an ε-community used to connect any pair of nodes with some
small probability ε.
Network communities are detected by fitting the BigClam model to a given
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input graph. Since BigClam is a variant of non-negative matrix factorization, the
goal of the algorithm is to recover the adjacency matrix of a given network.
First, the algorithm defines a process of transforming an affiliation network to a
graph G = (V, E) by introducing a simple parametrization which assigns nonnegative
weights to all edges which connect nodes and communities. An affiliation of a node
u to community c receives weight Fuc . A nonnegative matrix F consists of weights
for all possible combinations of nodes and communities.
Then the interaction between any two nodes u and v is modeled as the sum
of Poisson random variable with mean Fuc · Fvc over all communities. Finally, the
most likely affiliation factor matrix is determined by maximizing the likelihood
function. Two possible solutions to this optimization problem are offered. Both of
them are based on a block coordinate gradient ascend algorithm. The difference
is that BigClam (Naive) computes the gradient in a straightforward manner, a
more efficient version stores precomputed values of the sum of weight vectors thus
reducing the complexity of this phase from O(n) to O( N (i) ).
The overall time complexity of the algorithm is not described in detail in [22]. It
is claimed that “BigClam achieves near linear running time” but without explicitly
specifying whether this estimate refers to the number of nodes or the number of
edges and whether estimating the number of communities is part of this analysis.
BigClam assumes that the number of communities |C| is given in advance. It
is a fundamental feature of fitting BigClam to the underlying network since the
dimensions of the affiliation factor matrix have to be known beforehand. Clearly, for
many real world networks no a priori information about the number of communities
can be obtained. In order to overcome this limitation, the value of |C| can be
estimated. Yang and Leskovec propose two methods of finding the number of
communities. One method, assumes that 20% of node pairs are set aside as a
hold out set. Then the fitting process for the BigClam model is performed for
various values of |C| on 80% of node pairs and then evaluated on the hold out set.
For extremely small networks, the second method, which is based on the Bayes
Information Criterion, can be used.
Although the proposed method seems to offer a solution to the problem of
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estimating the number of communities, there are several issues which should be
considered. For instance, it is not clear how to determine the range of values of |C|
which should be tried, if this information is not known from the underlying network.
More importantly, it is not described how the likelihood of BigClam on the hold
out set should be evaluated. Consequently, for some of the experiments (synthetic
AGM networks and benchmarks from Ahn et al.) it is not reported how the value
of |C| for BigClam is determined. For other experiments (LiveJournal, Youtube,
Amazon, and DBLP) it is directly indicated that the number of communities to
detect was set to the number of ground truth communities.
Experiments with synthetic AGM networks show that an optimized version
of BigClam runs much faster than the other algorithms elected for comparison:
Non-negative Matrix Factorization, BigClam (Naive), Link Clustering, Clique
Percolation Method, and Mixed Membership Stochastic Block Model. Moreover,
none of the competitors of BigClam was able to process networks with more than
a few tens of thousands of nodes within a reasonable time (under 3 hours). However,
the scale of the plot which presents data scalability results is chosen to accommodate
all the algorithms at once which makes it very problematic to draw any conclusions
on the scalability of BigClam itself.
Yang and Leskovec do not provide any implementation details for BigClam.
There is no mention of what programming language and parallel execution framework
were used to create the code. There are also no strong or weak scalability results
reported, so these aspects of the algorithm’s performance remain unknown. Although
it is mentioned that updates of weight vectors are performed for multiple nodes in
parallel, no further details are provided. It says that “with 20 threads, it takes about
one day to fit BigClam to the LiveJournal network” but it is not clear why a specific
configuration with 20 threads was selected and what the scalability limitations of
the algorithm are. Also not disclosed was which hardware platform was used in the
experiments.
Experiments on real world datasets are performed using the following baseline
algorithms for comparisons: Link Clustering, Clique Percolation Method, and Mixed
Membership Stochastic Block Model. 6 networks have been considered: LiveJournal,
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Friendster, Orkut, Youtube, DBLP, and Amazon. The largest of the networks is
Friendster with 120 million nodes and over 2.5 billion edges. Since the competing
algorithms are not capable of processing datasets of such a size, all methods (including
BigClam) were tested on much smaller subnetworks derived from the original real
world datasets. Such a subnetwork is generated by selecting some random node u
which belongs to at least two communities and the induced subgraph consisting of
only those neighbors of u which share at least one ground truth community with
u. Although this process produces a large set of relatively small subnetworks with
overlapping community structure, there is no evidence that conducting experiments
on a fixed number (which was set to 500) of such subnetworks for each of 6 real
world networks is equivalent to community detection on the original datasets.
The quality of communities detected by BigClam and competing algorithms in
real world networks is evaluated using several metrics: average F1 score, Omega index,
Normalized Mutual Information, and the Accuracy in the number of communities.
The results are averaged over all tested subnetworks and normalized so that the best
performing method achieves a score of 1 for each of the metrics. Since score scaling is
performed for each metric separately, the scores for different metrics are not directly
comparable. In all cases, the quality of community structure detected by a particular
algorithm is compared with ground truth communities. Results are presented in the
form of stacked column charts which suggests that the overall community detection
quality should be evaluated based on the composite performance which is the sum of
all 4 metrics. BigClam outperformed the baseline algorithms on all but 2 datasets.
For DBLP BigClam received an extremely low score for the number of communities,
and for Amazon Mixed-Membership Stochastic Block Model had an advantage in
Omega index and average F1 score.
Another set of experiments was conducted using performance benchmarks from
Ahn et al. on 5 biological networks, a network of Wikipedia pages, and a word
association dataset. However, all of these networks are small, the largest of them
being the Word Association network with 5,018 nodes and 55,232 edges. For this
test set the following quality metrics were used: Community Coverage, Overlap
Coverage, Community Quality, and Overlap Quality. Using the same approach to
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scaling individuals scores and summing up the results of all metrics, BigClam
outperformed its competition on 4 out of 7 networks.
Since none of the baseline methods considered by Yang and Leskovec was
capable of performing overlapping community detection on large networks, Metis
and Graclus partitioning methods were selected for experiments on large LiveJournal,
Youtube, Amazon, and DBLP networks. Overall, BigClam performed better than
the other two methods although for some datasets (Amazon and DBLP) its advantage
was not very significant.

2.4

Summary
Since major advances in design of community detection algorithms do not

happen often and the best algorithms already offer linear time complexity in the
number of edges in the graph(O(m)), a natural choice for improving performance and
being able to analyze larger networks is to exploit the benefits of parallel platforms.
A Parallel Label Propagation (PLP) scheme described in [13] runs roughly 7 times
faster with 32 threads than on a single thread. MPI SLPA is capable of reducing the
time required to perform overlapping community detection by a factor of 120 using
512 processors of an IBM R Blue Gene R /Q supercomputer. All other algorithms
reviewed in this paper also showed significant execution time improvements due to
parallelization.
With dataset sizes growing rapidly, it is becoming increasingly important to be
able to analyze these data within reasonable time limits. The different community
detection methods and algorithms that have been developed by researchers to date
vary greatly in their worst case running time complexity. A range of complexities
.

spreads from O(m3 n), O(n4 m2 ), and O(n3 ) to O(m), where n is the number of
nodes and m is the number of edges in a network. Although the asymptotic running
time of all practical community detection algorithms is polynomial in the size of
the input, the actual running time on real datasets varies substantially depending
both on the degree of polynomial variables and constants hidden by the asymptotic
notation.
The major properties and features of all parallel community detection methods
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described in this survey are brought together in Table 2.1. Table 2.2 provides a brief
summary of the environments and methods used to test the performance and quality
of the algorithms.
Various parallel community detection techniques and approaches described in
this survey apply different parallel programming paradigms to existing sequential
community detection algorithms. Considering the growing need to perform community detection on large billion-scale real world networks, parallelization is likely
to remain the mainstream direction of improving the efficiency of such algorithms.
Similarly, as more processing power becomes available to the users, the focus in
design of community detection algorithms is likely to shift towards ensuring higher
quality of community structure (by considering multiple metrics, not just modularity,
and designing new improved metrics), extending existing approaches to directed
and weighted networks, and especially towards performing overlapping community
detection which demands substantially more computing resources than does disjoint
community detection.

Table 2.1: Parallel community detection algorithms.
Algorithm
and year
SNAP (pBD,
pMA, pLA)
[2], 2008

Agglomerative
Parallel
Community
Detection [3],
[4], 2012

Scalable
Community
Detection
(SCD) [5],
2014

Type of algorithm
Hierarchical agglomerative
(pMA and pLA) and divisive
(pBD) objective function
optimization (modularity
maximization)
Agglomerative objective
function optimization
(different local optimization
criteria, including
Clauset-Newman-Moore and
McCloskey-Bader modularity
maximizing heuristics, and a
conductance-minimizing
heuristic)
Objective function
optimization (Weighted
Community Clustering
(WCC) maximization) using
non negative matrix
factorization

Time complexity

Major features

Implementation
details

Not explicitly given but
apparently O(|V |)

Disjoint partitioning
for weighted,
directed networks

C, POSIX threads
and OpenMP

Depends on the graph. In
general case, O(|E| · K), where
K is the number of contraction
phases. E.g. for star graph,
O(|E| · |V |).

Disjoint partitioning
for weighted,
undirected networks

C, Cray XMT and
OpenMP

O(|E| · log |V |) (assuming that
the number of iterations of the
refinement process is a
constant, also assuming a
quasi-linear relation between
nodes and edges
O(|E|) = O(|V | · log |V |))

Disjoint partitioning
for unweighted and
undirected networks

C++, OpenMP,
Linux

continued . . .
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. . . continued
Algorithm
and year
Weighted
Label
Propagation
(WLP) [6],
2011
MPI SLPA [9],
2013

Type of algorithm

Time complexity

Major features

Implementation
details

A variation of the Label
Propagation Algorithm (LPA)
with the topological structure
expressed as edge weights

Near linear, O(|E| · (k + d)),
where k is the number of
iterations and d is the average
degree of the graph

Overlapping
community detection
for weighted,
directed networks

C, POSIX threads
and NVIDIA R
CUDA R

Speaker-listener Label
Propagation Algorithm
(SLPA)

Near linear, O(|E|) (assuming
that the number of iterations is
a constant)

Overlapping
community detection
for undirected and
unweighted networks

C++, MPI

"

"

C++, POSIX
threads, Linux

"

Disjoint partitioning
for undirected,
weighted networks

C++ with Python
interface,
OpenMP, Linux

Not specified

"

"

Multithreaded
"
SLPA [9], 2013
Parallel Label
Label Propagation Algorithm
Propagation
(LPA)
(PLP) [12],
[13], 2013
Parallel
Louvain
Method (PLM)
Locally greedy, bottom-up
and Parallel
multilevel objective function
Louvain
optimization (modularity
Method with
maximization)
Refinement
(PLMR) [12],
[13], 2013

continued . . .
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. . . continued
Algorithm
and year
Ensemble
Preprocessing
(EPP) and
Ensemble
Multilevel
(EML) [12],
[13], 2013
Parallel
DBSCAN
(PDBSCAN)
[19], 2002
Propinquity
Dynamics [8],
2009
PeGaSus
library,
HEigen
algorithm [21],
[11], 2011

Type of algorithm

Time complexity

Major features

Implementation
details

Ensemble learning with
several parallel PLP instances
as base classifiers and PLM or
PLMR as the final algorithm.
Recursive ensemble
preprocessing (EML).

"

"

"

Shared-nothing parallel
DBSCAN

O(|S| log |S|), where S is the
size of the partition

Graph clustering

C++, PVM
(Parallel Virtual
Machine)

Iterative topology update
based on the heuristic
(propinquity) using the bulk
synchronous parallel (BSP)
model

O((|V | + |E|) · |E|/|V |) for
general networks and O(|V |)
for sparse networks

Overlapping
community detection
for unweighted,
undirected networks

Not specified

Spectral (HEigen),
generalized matrix-vector
multiplication (GIM-V)

O( |V |+|E|
M

|V |+|E|
),
M

log
where M
is the number of machines
(HEigen, GIM-V)

Not specified

Programming
language not
specified,
MapReduce
(Hadoop)
continued . . .
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. . . continued
Algorithm
Type of algorithm
and year
BigClam
Nonnegative matrix
(Cluster
factorization (NMF) to fit the
Affiliation
model to a given network
Model for Big
using models of affiliation
Networks) [22],
networks
2013

Time complexity

Major features

Implementation
details

Not specified

Overlapping, disjoint,
and hierarchical
community detection
for unweighted,
undirected networks

Not specified

Table 2.2: Experimental results for different parallel community detection algorithms.
Algorithm
and year

Datasets

SNAP (pBD,
pMA, pLA)
[2], 2008

Synthetic small-world
RMAT-SF (|V | = 0.4 · 106 ,
|E| = 1.6 · 106 ). Real world:
Karate, Political books, Jazz
musicians, Metabolic, E-mail,
and Key signing (the largest,
|V | = 10, 680). Small-world:
PPI, Citations, DBLP,
NDwww, and Actor (the
largest, |V | = 392, 400,
|E| ≈ 32 · 106 )

Hardware

Shared memory Sun
UltraSPARC T1 (8
cores, 4-way
multithreading,
1.0 GHz, 16 GB
RAM)

Quality
metric

Modularity

Compared
to

Major
achievements

Girvan–
Newman
(GN)

Strong scaling: up to
≈ 40% efficiency at
32 threads.
Modularity scores
slightly better and
running times up to
several hundred
times better than
sequential GN.
continued . . .
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. . . continued
Algorithm
and year

Datasets

Hardware

Agglomerative
Parallel
Community
Detection [3],
2012

DIMACS Implementation
Shared memory
Challenge graphs: synthetic
Intel R Xeon R (4
kron_g500-simple-logn20 and
processors, 10 cores
real world uk-2002 (the largest, per processor, 2-way
|V | ≈ 18.5 · 106 ,
multithreading,
6
|E| ≈ 262 · 10 ). 28 other
2.40 GHz, 256 GB
graphs (the largest, uk-2007-05,
RAM). Distributed
|V | ≈ 106 · 106 , |E| ≈ 3.3 · 109 ) shared memory Cray
at maximum thread/processor XMT2 (64 processors,
counts (80 threads for Intel
100 threads per
Xeon and 6,400 threads for
processor, 500 MHz,
Cray XMT2).
2 TB RAM).

Agglomerative
Parallel
Community
Detection [4],
2012

3 shared memory
Intel R Xeon R
platforms (16–80
cores, 2.40–2.93 GHz,
24–256 GB RAM).
Distributed shared
memory Cray XMT
and Cray XMT2
(64–128 processors,
100 threads per
processor, 500 MHz,
1–2 TB RAM).

Real world: soc-LiveJournal
(|V | ≈ 4.9 · 106 , |E| ≈ 69 · 106 ).
Synthetic: scale-free R-MAT
(|V | ≈ 15.6 · 106 ,
|E| ≈ 262.5 · 106 ).

Quality
Compared
metric
to
Number of
No
communicomparison
ties,
to other
coverage,
methods.
mirror
Only results
coverage,
modularity, for different
scoring
minimum
functions
density,
average con- and different
hardware
ductance,
and average
platforms.
expansion

No quality
comparisons

No
comparison
to other
methods.

Major
achievements
Strong scaling: up to
≈ 16% (Intel Xeon,
80 threads) and
≈ 7.5% (Cray XMT2,
64 processors, 6400
threads) efficiency.
uk-2007-05 processed
in ≈ 8 minutes (Intel
Xeon, 80 threads,
conductanceminimizing
heuristic).
Strong scaling: peak
efficiency ≈ 39%
(R-MAT, Cray
XMT2, 64 processors,
6400 threads) and
≈ 39%
(soc-LiveJournal,
Cray XMT2, 32
processors, 3200
threads).
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. . . continued
Algorithm
and year

Datasets

Hardware

Quality
metric

Intel R Xeon R
(2.40 GHz, 32 GB
RAM)

Normalized
Mutual
Information
(NMI) and
average F1
score

Scalable
Community
Detection
(SCD) [5],
2014

Real world: Amazon, DBLP,
Youtube, LiveJournal, Orkut,
Friendster (the largest,
|V | ≈ 65.6 · 106 , |E| ≈ 1.8 · 109 )

Weighted
Label
Propagation
(WLP) [6],
2011

Real world: Zachary Karate
Shared memory IBM
Club, Football, Dolphin,
POWER6 R (32 cores,
hep-th, Wikipedia (the largest,
2-way
multithreading).
|V | ≈ 2.5 · 106 ,
GPU Fermi-based
|E| ≈ 117.7 · 106 ).
Tesla S2050 (1,024
Synthetic: R-MAT (up to
threads per block)
|V | ≈ 1 · 106 , |E| ≈ 40 · 106 )

Modularity

Compared
to

Major
achievements
Strong scaling: up to
≈ 93% efficiency at 4
Infomap,
threads. Higher
Louvain,
scores than other
Walktrap,
competing
BigClam,
algorithms for both
and Oslom
metrics on the
majority of datasets.
Strong scaling: up to
Girvan≈ 20% efficiency at
Newman
64 processors
Betweeness
(R-MAT). Weak
centrality
scaling: a factor of 3
based (GN),
(GPU, 1–32
Walktrap
processors). Almost
(WT),
linear data scalability
Propinquity
(for large number of
Dynamics
nodes).
continued . . .
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. . . continued
Algorithm
and year

Datasets

MPI SLPA [9],
2013

Some synthetic network with
1,087,562 nodes and over 3
million edges

Multithreaded
SLPA [9], 2013

Some synthetic network with
4,350,248 nodes and 12,332,112
edges

Hardware
Shared memory AMD
Opteron R (4
processors, 16 cores
per processor,
2.1 GHz, 512 GB
RAM) for 1–32 MPI
processes. Distributed
memory IBM R Blue
Gene R /Q
supercomputer for
64–1,024 MPI
processes.
Shared memory AMD
Opteron R (4
processors, 16 cores
per processor,
2.1 GHz, 512 GB
RAM)

Quality
metric

Compared
to

Major
achievements

No quality
comparisons

No
comparison
to other
methods

Strong scaling:
≈ 23% efficiency at
512 processes

"

"

Strong scaling:
≈ 18% efficiency at
32 threads
continued . . .
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. . . continued
Algorithm
and year

Parallel Label
Propagation
(PLP) [12],
[13], 2013

Datasets
Real world: uk-2002, eu-2005,
as-22july06, as-Skitter,
caidaRouterLevel,
soc-LiveJournal,
PGPgiantcompo,
coAuthorsCiteseer,
coPapersDBLP, power,
europe-osm, and uk-2007-05
(the largest, |V | ≈ 106 · 106 ,
|E| ≈ 3.3 · 109 ).
Synthetic: LFR benchmark,
Kronecker graphs,
G_n_pin_pout,
kron_g500-simple-logn20 (the
largest, |V | ≈ 1 · 106 ,
|E| ≈ 100 · 106 .

Hardware

Shared memory
Intel R Xeon R (2
processors, 8 cores per
processor, 2-way
multithreading,
2.70 GHz, 256 GB
RAM)

Quality
metric

Modularity

Compared
to

Major
achievements

Louvain,
CLU_TBB,
CEL, RG,
CGGC, and
CGGCi.

Strong scaling:
≈ 23% efficiency at
32 threads
(uk-2007-05). Weak
scaling: a factor of
≈ 4 (Kronecker, 1–32
threads).
uk–2007–05
processed in ≈ 1
minute. Pareto
optimal. Faster than
PLM/PLMR at the
expense of lower
quality.
continued . . .
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. . . continued
Algorithm
and year
Parallel
Louvain
Method (PLM)
and Parallel
Louvain
Method with
Refinement
(PLMR) [12],
[13], 2013
Ensemble
Preprocessing
(EPP) and
Ensemble
Multilevel
(EML) [12],
[13], 2013

Datasets

Hardware

Quality
metric

Compared
to

"

"

"

"

"

"

"

"

Major
achievements
Strong scaling:
≈ 39% efficiency at
32 threads
(uk-2007-05). Weak
scaling: a factor of
≈ 4 (Kronecker, 1–32
threads). Pareto
optimal. Used as the
baseline for PLP,
EPP, and EML.
Higher quality than
a single PLP. Can be
faster than PLM on
larger datasets with
some decrease in
quality.
continued . . .
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. . . continued
Algorithm
and year

Parallel
DBSCAN
(PDBSCAN)
[19], 2002

Propinquity
Dynamics [8],
2009

PeGaSus
library [21],
[11], 2011

Datasets

Hardware

Quality
metric

Compared
to

Real world: seq_534k
(|V | ≈ 534 · 103 ). Synthetic:
birch1, birch2, birch3, and
1000k (the largest,
|V | = 1 · 106 ).

A cluster of 8 HP/UX
workstations
(150 MHz)

No quality
comparisons

No
comparison
to other
methods

Google data centers
(each machine with
1 GHz CPU and 1 GB
RAM)

No quality
comparisons

No
comparison
to other
methods

Real world: Edinburgh
Associative Thesaurus (EAT),
Erdos02, hep-th-new, and
Wikipedia (the largest,
|V | ≈ 2.5 · 106 ,
|E| ≈ 117.7 · 106 )
Real world: Epinions, flickr,
DBLP, WWW-Barabasi,
Wikipedia, LinkedIn, and
YahooWeb (the largest,
|V | ≈ 1.4 · 109 , |E| ≈ 6.6 · 109 ).
Synthetic: Kronecker graphs
(the largest,
|V | ≈ 177 · 103 , |E| ≈ 2 · 109 ).

M45 Hadoop cluster
(3.5 TB RAM).
Private cluster (9
machines)

"

"

Major
achievements
Always the same
results as DBSCAN.
Strong scaling: up to
≈ 94% efficiency (8
computers). Weak
scaling: a factor of
≈ 1.3 (1–8
computers). Almost
linear data scalability
(1–8 computers).
Strong scaling:
≈ 45% efficiency at
1000 machines
relative to 62
machines
(Wikipedia)
Strong scaling:
≈ 15% efficiency at
90 machines relative
to 10 machines
(GIM-V CL,
PageRank with
Kronecker graph)
continued . . .
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. . . continued
Algorithm
and year

Datasets

Real world: LiveJournal,
BigClam
Orkut, Youtube, DBLP,
(Cluster
Amazon, 5 biological network,
Affiliation
Wikipedia, Word Association,
Model for Big
and Friendster (the largest,
Networks) [22],
|V | ≈ 120 · 106 , |E| ≈ 2.5 · 109 ).
2013
Synthetic: AGM networks.

Hardware

Not specified

Quality
Compared
metric
to
Average F1
Link
score,
Clustering,
Omega
Clique
Index,
Percolation
Normalized
Method,
Mutual
Mixed
Information Membership
(NMI) and
Stochastic
Accuracy in
Block
the number
Model,
of communi- Metis, and
ties
Graclus

Major
achievements

Composite quality of
community detection
(relative to ground
truth) higher than
competition for the
majority of datasets.
No scalability data.
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CHAPTER 3
IMPROVING THE SCALABILITY OF THE
SPEAKER-LISTENER LABEL PROPAGATION
ALGORITHM (SLPA)
3.1
3.1.1

Previous Work
Introduction
Analysis of social, biological, and other networks is a field which attracts

significant attention as more and more algorithms and real-world datasets become
available. In social science, a community is loosely defined as a group of individuals
who share certain common characteristics [23]. Based on similarity of certain
properties, social agents can be assigned to different social groups or communities.
Communities allow researchers to analyze social behaviors and relations between
people from different perspectives. As social agents can exhibit traits specific to
different groups and play important roles in multiple groups, communities can overlap.
Usually, there is no a priori knowledge of the number of communities and their sizes.
Quite often, in addition, there is no ground truth. Knowing the community structure
of a network empowers many important applications. Communities can be used
to model, predict, and control information dissemination. Marketing companies,
advertisers, sociologists, and political activists are able to target specific interest
groups. The ability to identify key members of a community provides a potential
opportunity to influence the opinion of the majority of individuals in the community.
Ultimately, the entire community structure can be altered or destroyed by acting
upon only a small fraction of the most influential agents.
Biological networks such as neural, metabolic, protein, genetic, pollination,
Portions of this chapter previously appeared as: K. Kuzmin, M. Chen, and B. K. Szymanski,
“Parallelizing SLPA for scalable overlapping community detection,” in Scientific Programming, vol.
501, p. 461362, 2015. doi: 10.1155/2015/461362
Portions of this chapter previously appeared as: K. Kuzmin, S. Y. Shah, and B. K. Szymanski,
“Parallel overlapping community detection with SLPA,” in 2013 Int. Conf. Social Computing
(SocialCom), Washington, D.C., USA, 2013, pp. 204–212.
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and food webs model interactions between components of a system that represent
some biological processes [24]. Nodes in such networks often correspond to genes,
proteins, individuals, or species. Common examples of interactions are infectious
contacts, regulatory interaction, and gene flow.
The majority of community detection algorithms are run on datasets in which
at least some fraction of nodes have high connectivity with the rest of the network.
While this certainly presents challenges in designing an efficient parallel algorithm,
the major factor which limits the performance is scalability. Most frequently, a
researcher needs to have community detection performed for a dataset of interest
as quickly as possible subject to the limitations of available hardware platforms. In
other words, for any given instance of a community detection problem, the total
size of the problem is fixed while the number of processors varies to minimize the
solution time. This setup is an example of strong scaling computing. Since the
problem size per processor varies with the number of processors, the amount of work
per processor goes down as the number of processors is increased. At the same time,
the communication and synchronization overhead does not necessarily decrease and
can actually increase with the number of processors thus limiting the scalability of
the entire solution.
Yet, there is another facet of scaling community detection solutions. As more
and more hardware computing power becomes available, it seems quite natural
to try to uncover the community structure of increasingly larger datasets. Since
more computing power currently tends to come in the form of increased processor
count rather than in a single high performance processor (or a small number of such
processors), it is crucial to provide enough data for each single processor to perform
efficiently. In other words, the amount of work per processor should be large enough
that communication and synchronization overhead is small relative to the amount
of computation. Furthermore, a well-designed parallel solution should demonstrate
performance which at least doesn’t degrade and hopefully even improves when run
on larger and larger datasets.
Accessing data that is shared between several processes in a parallel community
detection algorithm can easily become a bottleneck. Several techniques have been
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studied, including shared-nothing, master–slave, and data replication approaches,
each having their merits and drawbacks. Shared memory architectures make it
possible to build solutions that require no data replication at all since any data can
be accessed by any processor. One of the key design features of our multithreaded
approach is to minimize the amount of synchronization and achieve a high degree
of concurrency of code running on different processors and cores. Provided the
data is properly partitioned, the parallel algorithm that we propose does not suffer
performance penalties when presented with increasing amounts of data. Quite
the contrary, results show that with larger datasets, the values of speedup avoid
saturation and continue to improve up to maximal processor counts.
Validating the results of community detection algorithms presents yet another
challenging task. After running a community detection algorithm how do we know if
the resulting community structure makes any sense? If a network is known to have
some ground truth communities then the problem is conceptually clear–we need to
compare the output of the algorithm with the ground truth. It might sound like
an easy problem to solve but in reality there are many possible ways to compare
different community structures found in the same network. Unfortunately, there is no
one single method that can be used in any situation. Instead it is a combination of
metrics that can tell us how far our solution is from that represented by the ground
truth. As mentioned earlier, for many real-life datasets it is not feasible to come up
with any kind of ground truth communities at all. In this case comparative study of
values obtained from different metrics for community structures output by different
algorithms seems to be the only way of judging the quality of community detection.
3.1.2

Parallel Linear Time Community Detection
The SLPA [25] is a sequential linear time algorithm for detecting overlapping

communities. SLPA iterates over lists of nodes in the network. Each node i randomly
picks one of its neighbors ni and the neighbor then selects randomly a label l from
its list of labels and sends it to the requesting node. Node i then updates its local
list of labels with l. This process is repeated for all the nodes in the network. Once
it is completed, the list of nodes is shuffled and the same processing repeats again

50

for all nodes. After t iterations of shuffling and processing label propagation, every
node in the network has label list of length t, as every node receives one label in
each iteration. After all iterations are completed, post processing is carried out on
the list of labels and communities are extracted. We refer interested readers to the
full paper [25] for more details on SLPA.
It is obvious that the sequence of iterations executed in SLPA algorithm makes
the algorithm sequential and it is important for the list of labels updated in one
iteration to be reflected in the subsequent iterations. Therefore, the nodes cannot
be processed completely independently of each other. Each node is a neighbor of
some other nodes, therefore, if the lists of labels of its neighbors are updated, it will
receive a label randomly picked from the updated list of labels.
3.1.3

Multithreaded SLPA with Busy-waiting and Implicit Synchronization
Our multithreaded implementation closely follows the algorithm described in [9]

with minor improvements and bug-fixes. In the multithreaded SLPA we adopt a
busy-waiting synchronization approach. Each thread performs label propagation on
a subset of nodes assigned to this particular thread. This requires that the original
network be partitioned into subnetworks with one subnetwork to be assigned to
each thread. Although partitioning can be done in several different ways depending
on the objective that we are trying to meet, in this case the best partitioning will
be the one that makes every thread spend the same amount of time processing
each node. Label propagation for any node consists of forming a list of labels by
selecting a label from every neighbor of this node and then selecting a single label
from this list to become a new label for this node. In other words, ideal partitioning
would guarantee that at every step of the label propagation phase each thread
deals with a node that has exactly the same number of neighbors as nodes that
are being processed by other threads. Thus, ideal partitioning would partition the
network in such a way that a sequence of nodes for every thread consists of nodes
with the same number of neighbors across all the threads. Such partitioning is
illustrated in Fig. 3.1. T1 , T2 , ..., Tp are p threads that execute SLPA concurrently. As
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Figure 3.1: Ideal partitioning of the network for multithreaded SLPA.
indicated by the arrows, time flows from top to bottom. Each thread has its subset
of nodes ni1 , ni2 , ..., nik of size k where i is the thread number, and node neighbors
are m1 , m2 , ..., mk . A box corresponds to one iteration. There are t iterations in
total. Dashed lines denote points of synchronization between the threads.
In practice, this ideal partitioning looses its perfection due to variations in
thread start-up times as well as due to uncertainty associated with thread scheduling.
In other words, in order for this ideal method to work well, it would be required to
ensure hard synchronization of threads after finishing the processing of every node.
Such synchronization would be both detrimental to the performance and unnecessary
in real-world applications.
Instead of trying to achieve an ideal partitioning we can employ a much simpler
approach by giving all the threads the same number of neighbors that are examined
in one iteration of the label propagation phase. It requires providing each thread
with such a subset of nodes that the sum of all indegrees is equal to the sum of all
indegrees of nodes assigned to every other thread. In this case for every iteration of
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Figure 3.2: A better practical partitioning of the network for multithreaded SLPA.
the label propagation phase every thread will examine the same overall number of
neighbors for all nodes that are assigned to this particular thread. Therefore, every
thread will be performing, roughly, the same amount of work per iteration. Then, it
would be necessary to enable synchronization only at the end of each iteration to
make sure that no thread is ahead of any other by more than one iteration. Fig. 3.2
illustrates such partitioning. As before, T1 , T2 , ..., Tp are p threads that execute SLPA
concurrently. As shown by the arrows, time flows from top to bottom. However each
thread now has its subset of nodes ni1 , ni2 , ..., niki of size ki where i is the thread
number. In other words, threads are allowed to have a different number of nodes that
each of them processes, as long as the total number of node neighbors M =

Pki

i=1

mi

is the same across all the threads. A box still corresponds to one iteration. There
are t iterations in total. Dashed lines denote points of synchronization between the
threads.
We can employ yet an even simpler approach of just splitting nodes equally
between the threads in such a way that every thread gets the same (or nearly the
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same) number of nodes. It is important to understand that this approach is based
on the premise that the network has small variation of local average of node degrees
across all possible subsets of nodes of equal size. If this condition is met, then, as in
the previous case, every thread performs approximately the same amount of work per
iteration. Our experiments show that for many real-world networks this condition
holds, and we accepted this simple partitioning method for our multithreaded SLPA
implementation.
Given the choice of the partitioning methods described above, each of the
threads running concurrently is processing all the nodes in its subset of nodes at
every iteration of the algorithm. Before each iteration, the whole subset of nodes
processed by a particular thread needs to be shuffled in order to make sure that
the label propagation process is not biased by any particular order of processing
nodes. Additionally, to guarantee the correctness of the algorithm, it is necessary to
ensure that no thread is more than one iteration ahead of any other thread. The
latter condition places certain restriction on the way threads are synchronized. More
specifically, if a particular thread is running faster than the others (whatever the
reasons for this might be) it has to eventually pause to allow other threads to catch
up (i.e., to arrive at a synchronization point no later than one iteration behind this
thread). This synchronization constraint limits the degree of concurrency of this
multithreaded solution.
It is important to understand the importance of partitioning the network nodes
into subsets to be processed by the threads in respect to the distribution of edges
across different network segments. In our implementation we use a very simple
method of forming subsets of nodes for individual threads. First, a subset for the first
thread is formed. Nodes are read sequentially from an input file. As soon as a new
node is encountered it is added to the subset of nodes processed by the first thread.
After the subset of nodes for the first thread has been filled, a subset of nodes for
the second thread is formed, and so on. Although simple and natural, this approach
works well on networks with high locality of edges. For such networks, if the input
file is sorted in the order of node numbers, nodes are more likely to have edges to
other nodes that are assigned to the same thread. This leads to partitioning where
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only a small fraction of nodes processed by each thread have neighbors processed by
other threads.
Algorithm 1 shows the label propagation phase of our multithreaded SLPA
algorithm which is executed by each thread. First, each thread receives a subset
of nodes that it processes called T hreadN odesP artition. An array of dependencies
U sed is first initialized and then filled in such a way that it contains 1 for all threads
that process at least one neighbor of the node from T hreadN odesP artition and 0
otherwise. This array of dependencies U sed is then transformed to a more compact
representation in the form of a dependency array D. An element of array D contains
thread number of the thread that processes some neighbor of a node that this thread
processes. Dsize is the size of array D. If no node that belongs to the subset
processed by this thread has neighbors processed by other threads, then array D is
empty and Dsize = 0. If, for example, nodes that belong to the subset processed by
this thread have neighbors processed by threads 1, 4, and 7, then array D has three
elements with values of 1, 4, and 7, and Dsize = 3. After the dependency array
has been filled, the execution flow enters the main label propagation loop which is
controlled by counter t and has maxT iterations. At the beginning of every iteration
we ensure that this thread is not ahead of the threads on which it depends by more
than one iteration. If it turns out that it is ahead, this thread has to wait for the
other threads to catch up. Then the thread performs a label propagation step for
each of the nodes it processes which results in a new label being added to the list of
labels for each of the nodes. Finally, the iteration counter is incremented, and the
next iteration of the loop is considered.
In order to even further alleviate the synchronization burden between the
threads and minimize the sequentiality of the threads as much as possible, another
optimization technique can be used. We note that some nodes which belong to a set
processed by a particular thread have connection only to nodes that are processed
by the same thread (we call them internal nodes) while other nodes have external
dependencies. We say that a node has an external dependency when at least one of
its neighbors belongs to a subset of nodes processed by some other thread. Because
of nodes with external dependencies, synchronization rules described above must be
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Algorithm 1 : Multithreaded SLPA
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:

T hreadP artition ← CreateP artition(InputF ile)
p ← number of threads
for j = 1 to j < p do
U sed[j] ← 0
end for
for all v such that v is in T hreadN odesP artition do
for all w such that w has an edge to v do
k ← getP rocessorF orN ode(w)
U sed[k] ← 1
end for
end for
Dsize ← 0
for j = 1 to j < p do
if U sed[j] > 0 then
D[Dsize] ← j
Dsize ← Dsize + 1
end if
end for
while t < maxT do
for j = 0 to j < Dsize − 1 do
while t − t of thread D[j] > 1 do
Do nothing
end while
end for
for all v such that v is in myP artition do
l ← selectLabel(v)
Add label l to labels of v
end for
t←t+1
end while

strictly followed in order to ensure correctness of the algorithm and meaningfulness
of the communities it outputs. However, nodes with no external dependencies can
be processed within a certain iteration independently from the nodes with external
dependencies. It should be noted that a node with no external dependencies is not
completely independent from the rest of the network since it may well have neighbors
of neighbors that are processed by other threads.
It follows that processing of nodes with no external dependencies has to be
done within the same iteration framework as for nodes with external dependencies
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but with less restrictive relations in respect to the nodes processed by other threads.
In order to utilize the full potential of the technique described above, it is necessary
to split the subset of nodes processed by a thread into two subsets, one of which
contains only nodes with no external dependencies and the other one contains all the
remaining nodes. Then, during the label propagation phase of the SLPA, nodes that
have external dependencies are processed first in each iteration. Since we know that
by the time such nodes are processed the remaining nodes (ones with no external
dependencies) cannot influence the labels propagated to nodes processed by other
threads (due to the symmetry of the network) it is safe to increment the iteration
counter for this thread, thus allowing other threads to continue their iterations if
they have been waiting for this thread in order to be able to continue. Meanwhile
this thread can finish processing nodes with no external dependencies and complete
the current iteration.
This approach effectively allows a thread to report completion of the iteration
to the other threads earlier than it has in fact been completed by relying on the
fact that the work which remains to be completed cannot influence nodes processed
by other threads. This approach, though seemingly simple and intuitive, leads
to noticeable improvement of the efficiency of parallel execution (as described in
Section 3.1.4) mainly due to decreasing the sequentiality of execution of multiple
threads by signaling other threads earlier than in the absence of such splitting.
An important peculiarity arises when the number of nodes with external
dependencies is only a few percent of all the nodes processed by the thread. In this
case it would be beneficial to add some nodes without external dependencies to the
nodes with external dependencies and process them together before incrementing
the iteration counter. The motivation here is that nodes must be shuffled in each
partition separately from each other to preserve the order of execution between
partitions. Increasing partition size above the number of external nodes improves
shuffling in the smaller of the two partitions.
The remaining nodes without external dependencies can be processed after
incrementing the iteration counter, as before. In order to reflect this optimization
factor we introduce an additional parameter called the splitting ratio. A value of
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this parameter indicates the percentage of nodes processed by the thread before
incrementing the iteration counter. For instance, if we say that splitting of 0.2 is
used it means that at least 20% of nodes are processed before incrementing the
iteration counter. If, after initial splitting of nodes into two subsets of nodes with
external dependencies and without external dependencies, it turns out that there are
too few nodes with external dependencies to satisfy the splitting ratio, some nodes
that have no external dependencies are added to the group of nodes with external
dependencies just to bring the splitting ratio to the desired value.
Algorithm 2 shows our multithreaded SLPA algorithm that implements splitting
of nodes processed by a thread into a subset of nodes with external dependencies
and a subset with no external dependencies. The major difference from Algorithm 1
is that instead of processing all the nodes before incrementing the iteration counter,
we first process a subset of nodes that includes nodes that have neighbors processed
by other threads, then we increment the iteration counter, and then we process the
rest of the nodes.
Since in [9] we studied the impact of selecting different values of the splitting
ratio, it wasn’t our main focus here. We simply accepted a splitting ratio of 0.2, and
kept it fixed for all the test runs. Our major objective was to ensure that all parallel
and sequential runs are performed with exactly the same code base and provide
identical runtime conditions and parameters, so that results of our performance
evaluation and community detection quality metrics are directly comparable.
3.1.4

Performance Evaluation of the Multithreaded Solution
We performed runs on a hyperthreaded Linux system operating on top of a

Silicon Mechanics Rackform nServ A422.v3 machine (GANXIS.nest.rpi.edu). Processing power was provided by 64 cores organized as four AMD OpteronTM 6272
central processing units (2.1 GHz, 16-core, G34, 16 MB L3 Cache) operating over a
shared 512 GB bank of Random Access Memory (RAM) (32 x 16 GB DDR3-1600
ECC Registered 2R DIMMs) running at 1600 MT/s Max. The source code was
written in C++03 and compiled using g++ 4.6.3 (Ubuntu/Linaro 4.6.3-1ubuntu5).
Four datasets have been used to test the performance of the multithreaded
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Algorithm 2 : Multithreaded SLPA with splitting of nodes
Internal ← CreateInternalP artition(InputF ile)
External ← CreateExternalP artition(InputF ile)
p ← number of threads
/* Unchanged code from Algorithm 1 omitted */
while t < maxT do
for j = 0 to j < Dsize − 1 do
while t − t of thread D[j] > 1 do
Do nothing
end while
end for
for all v such that v is in External do
l ← selectLabel(v)
Add label l to labels of v
end for
t←t+1
for all v such that v is in Internal do
l ← selectLabel(v)
Add label l to labels of v
end for
end while
solution and the quality of community detection. Three of these datasets (comAmazon, com-DBLP, and com-LiveJournal) have been acquired from Stanford
Large Network Dataset Collection (http://snap.stanford.edu/data) which contains a
selection of publicly available real-world networks (SNAP networks).
Undirected Amazon product co-purchasing network [26] (referred to as comAmazon) was described and analyzed in [27]. From the dataset information [28], it
follows that it was collected by crawling the Amazon website. A Customers Who
Bought This Item Also Bought feature of the Amazon website was used to build
the network. If it is known that some product i is frequently bought together with
product j, then the network contains an undirected edge from i to j. For each product
category defined by Amazon there is a corresponding ground truth community. Each
connected component in a product category is treated as a separate ground truth
community.
Since small ground truth communities having less than three nodes had been
removed, it was necessary to modify the original com-Amazon network to ensure
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that only nodes that belong to ground truth communities can appear in communities detected by the multithreaded parallel algorithm. Otherwise, comparison of
communities produced by the community detection algorithm and the ground truth
communities would not be feasible. The modified com-Amazon network was obtained
from the original one by eliminating nodes which were not found in any ground
truth community. When removing nodes, all edges connected to these nodes were
deleted, as well. While the original Amazon network consists of 334,863 nodes and
925,872 undirected edges, the modified dataset has 319,948 nodes and 1,760,430
directed edges. As outlined in Chapter 2, each undirected edge is internally converted
to a pair of edges. Therefore, 925,872 undirected edges from the original network
correspond to 1,851,744 directed edges in the internal representation of the code,
and since some of the edges were incident to removed nodes, the resulting number of
directed edges left in the network was 1,760,430.
The DBLP computer science bibliography network [29] (referred to as comDBLP) was also studied in [27]. According to the dataset information [30], it provides
a comprehensive list of research papers in computer science. If two authors publish
at least one paper together, then the nodes corresponding to these authors will be
connected with an edge in a co-authorship network. Ground truth communities
are based on authors who published in journals or conferences. All authors who
have at least one publication in a particular journal or conference form a community.
Similarly to the com-Amazon network, each connected component in a group is
treated as a separate ground truth community. In addition, small ground truth
communities (less than three nodes) have been removed.
The DBLP dataset was also modified to facilitate comparison with ground
truth communities as described above for the com-Amazon network. Since DBLP
is also undirected, the same considerations about the number of edges that were
provided above for the com-Amazon network also apply to com-DBLP. The original
DBLP network contains 317,080 nodes and 1,049,866 undirected edges, while the
modified version has 260,998 nodes and 1,900,118 directed edges.
Another network that we are using to evaluate the performance of the multithreaded parallel implementation of SLPA and the quality of communities it produces
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is the LiveJournal dataset [29] (referred to as com-LiveJournal). The dataset information page [31] describes LiveJournal as a free online blogging community where
users declare friendships with each other. LiveJournal users can form groups and
allow other members to join them. Although Yang and Leskovec[27] provide explicitly defined ground truth communities for the com-LiveJournal dataset, for the
purposes of evaluating the quality of communities we are treating the network as
having no ground truth communities. The LiveJournal network is undirected and
contains 3,997,962 nodes and 34,681,189 pairs of directed edges. Since we are not
comparing communities found by the community detection algorithm with ground
truth communities, no modification of the original network is necessary.
The fourth dataset is a snapshot of the Foursquare network as of October 11, 2013. This dataset contains 5,499,157 nodes and 169,687,676 edges. There is
no information about ground truth communities available.
We calculated speedup using formula shown in (3.1) and efficiency according
to (3.2).
Speedup =

T1
Tp

(3.1)

where Speedup is the actual speedup calculated according to equation 3.1 and p is
the number of processors or computing cores.
Ef f iciency =

Speedup
p

(3.2)

All the experiments were run with 1,000 iterations (the value of maxT was set
to 1000) for all networks. On one hand, a value of 1,000 for the number of iterations
provides a sufficient amount of work for the parallel portion of the algorithm, so
that the overhead associated with creating and launching multiple threads does not
dominate the label propagation running time. On the other hand, 1,000 iterations is
empirically enough to produce meaningful communities since the number of labels
in the history of every label is statistically significant. At the same time, although
running the algorithm for 1,000 iterations on certain datasets (especially larger ones)
was in some cases (mainly for smaller core count) taking a few days, it was still
feasible to complete all runs on all four networks in under two weeks.
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We conducted one set of measurements by considering only time for the label
propagation phase since it is this stage that differs from the original sequential
version. Time necessary to read an input file and construct in-memory representation
of the nodes and edges as well as any auxiliary data structures was not included
in this timing. All post-processing steps and writing output files have also been
excluded.
However, for an end user it is not the label propagation time (nor any other
single phase of the algorithm) that is important but rather the total running time.
Users care about the time it took for the code to run, in other words, how long
they have to wait from the moment a command was issued until the resulting
communities files have been written to a disk. Therefore, we conducted a second
set of measurements to gather data on total execution time of our multithreaded
parallel SLPA implementation. Since the total execution time includes not only a
highly parallel label propagation stage but also file I/O, thread creation and cleanup,
and other operations which are inherently sequential, it is to be expected that the
values of both speedup and efficiency are going to be worse than in the case when
only the label propagation phase was considered.
Since the hardware platform we used provides 64 cores, every thread in our
tests executes on its dedicated core. Therefore threads do not compete for central
processing unit (CPU) cores (unless there is interference from the operating system
or other user processes running concurrently). They execute in parallel, and we can
completely ignore thread scheduling issues in our considerations. Because of this we
use terms ’thread’ and ’core’ interchangeably when we describe results of running the
multithreaded SLPA. The number of cores in our runs varies from 1 to 64. However,
we observed a performance degradation for a number of threads larger than 32. This
performance penalty is most likely caused by the memory banks organization of our
machine. Speedup and efficiency are calculated using (3.1) and (3.2) defined earlier.
No third-party libraries or frameworks have been used to set up and manage threads.
Our implementation relies on Pthreads application programming interface (POSIX
threads) which has implementations across a wide range of platforms and operating
systems.
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We noticed that compiler version and compilation flags can play a crucial role,
not only in terms of how efficiently the code runs, but in the sole ability of code to
execute in the multithreaded mode. Unfortunately little if anything is clearly and
unambiguously stated in compiler documentation regarding implications of using
various compiler flags to generate code for execution on multithreaded architectures.
For the most part, developers have to rely on their own experience or common sense
and experiment with different flags to determine the proper set of options which
would make the compiler generate effective code capable of flawlessly executing
multiple threads.
For instance, when compiler runs with either -O2 or -O3 optimization flag
to compile the multithreaded SLPA, the resulting binary code simply deadlocks
at execution. The reason for deadlock is exactly the optimization that compiler
performs ignoring the fact that the code is multithreaded. This optimization leads
to threads being unable to see updates to the shared data structures performed by
other threads. In our case such shared data structure is an array of iteration counters
for all the threads. Evidently, not being able to see the updated values of other
threads’ counters quickly leads threads to a deadlock.
Another word of caution should be offered regarding some of the debugging
and profiling compiler flags. More specifically, compiling code with -pg flag which
generates extra code for a profiling tool gprof leads to substantial overhead when the
code is executed in a multithreaded manner. The code seems to be executing fine
but with a speedup of less than 1. In other words, the more threads are used the
longer it takes for the code to run regardless of the fact that each thread is executed
on its own core and therefore does not compete with other threads for CPU and
that the more threads are used the smaller is a subset of nodes that each thread
processes.
The results of performance runs of our multithreaded parallel implementation
are presented in Figures 3.3–3.19 below. (Data export was performed using Daniel’s
XL Toolbox add-in for Excel, version 6.51, developed by Daniel Kraus, Würzburg,
Germany.)
Figures 3.3, 3.5, 3.7, and 3.9 show the time it took to complete the label
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Label propagation time, com-Amazon dataset
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Figure 3.3: Label propagation time for com-Amazon network at different numbers of
cores.

Figure 3.4: Speedup and efficiency for com-Amazon network (considering only label
propagation time) at different numbers of cores.

propagation phase of the multithreaded parallel SLPA on four datasets (com-Amazon,
com-DBLP, com-LiveJournal, and Foursquare, respectively) for the number of cores
varying from 1 to 64. It can be seen that for smaller core counts the time decreases
nearly linearly with the number of threads. For larger number of cores the label
propagation time continues to improve but at a much slower rate. In fact, for
32 cores and more, there is almost no improvement of label propagation time on
smaller datasets (com-Amazon and com-DBLP). At the same time, larger datasets
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Label propagation time, com-DBLP dataset
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Figure 3.5: Label propagation time for com-DBLP network at different numbers of
cores.

Figure 3.6: Speedup and efficiency for com-DBLP network (considering only label
propagation time) at different numbers of cores.

(com-LiveJournal and Foursquare) improve label propagation times all the way
through 64 cores. As outlined in Section 3.1.1, this is clearly something to be
expected since in a strong scaling setting enough workload should be supplied to
parallel processes to compensate for the overhead of creating multiple threads and
maintaining communication between them.
This trend is even more evident in Figures 3.4, 3.6, 3.8, and 3.10 which plot
the values of speedup and efficiency for the four datasets (com-Amazon, com-DBLP,
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Label propagation time, com-LiveJournal dataset
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Figure 3.7: Label propagation time for com-LiveJournal network at different numbers
of cores.

Figure 3.8: Speedup and efficiency for com-LiveJournal network (considering only
label propagation time) at different numbers of cores.

com-LiveJournal, and Foursquare, respectively) and the number of cores from 1 to
64. As the number of cores increases, the speedup also grows but not as fast as
the number of utilized cores, so efficiency drops. The saturation of speedup is quite
evident for smaller networks (com-Amazon and com-DBLP) and corresponds to
regions with no improvement of the label propagation time that we noticed earlier.
Similarly, the values of speedup continue to improve (although at decreasing rates)
for larger datasets (com-LiveJournal and Foursquare) even at 64 cores. Nonetheless,
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Label propagation time, Foursquare dataset
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Figure 3.9: Label propagation time for Foursquare network at different numbers of
cores.

Figure 3.10: Speedup and efficiency for Foursquare network (considering only label
propagation time) at different numbers of cores.

the efficiency degrades since speedup gains are small relative to an increase in core
count. Such behavior can be attributed to several factors. First of all, as the number
of cores grow while the network (and hence the number of nodes and edges) stays the
same, each thread gets fewer nodes and edges to process. In the limit, it can cause
the overhead of creating and running threads to outweigh the benefits of parallel
execution for a sufficiently small number of nodes. Furthermore, as the number of
cores grows, the number of neighbors of nodes with external dependencies increases
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(both because each thread gets fewer nodes and there are more threads to execute
them). More nodes with external dependencies, in turn, means that threads are
more dependent on other threads.
However, for the sake of fair data interpretation it should be remembered that
the definition of efficiency which we are using here is based on Equation 3.2. It only
takes into account the parallel execution speedup observed on a certain number of
cores. The cost of cores is completely ignored in this formula. More realistically, the
cost should be considered as well. The price paid for a modern computer system
is not linear with the number of processors and cores. Within a certain range of
the number of cores per system, as the architecture moves towards higher processor
and core counts, each additional core costs less. That is why the pure parallel
efficiency defined by Equation 3.2 should be effectively multiplied by the cost factor
for making decisions regarding the choice of hardware to run community detection
algorithms on real-life networks. After such multiplication, the efficiency including
cost is going to be much more favorable to higher core counts than the efficiency
given by Equation 3.2.
Figure 3.11 combines plots of speedup values based on the label propagation
time for all four datasets. Overall, the values of speedup do not vary considerably
between the networks used in the experiments. However, it is quite evident that the
shape of the curves is slightly different. On one hand, there is com-Amazon and
com-DBLP for which the values of speedup reach local maximum at fewer than the
maximal number of cores. On the other hand, speedup values for com-LiveJournal
and Foursquare are strictly increasing as the number of cores ranges between 1 and
64.
This observation is just another piece of evidence of the behavior discussed
earlier. Smaller networks are too small to effectively use large core counts which
leads to the saturation of speedup. The performance of multithreaded parallel SLPA
on larger datasets continues to improve at almost a constant rate in a wide range of
core counts between 4 and 64. It is also worth noting that as long as a network is
large enough to justify the overhead of multithreaded execution, different datasets
yield almost identical speedup values. Although more testing would be required to
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Figure 3.11: Speedup for all datasets (considering only label propagation time) at
different numbers of cores.

firmly assert that speedup is independent of the size of the dataset, such behavior
would be easy to explain. Indeed, speedup performance of the algorithm depends
primarily on the properties of the graph (e.g., the number of edges crossing the
boundary between the node sets processed by different cores) rather than on the size
of the network. Such a feature is quite desirable in community detection since it
enables the application to provide a user with an estimate of the overall execution
time once the network is loaded and partitioned between the cores.
Figures 3.12, 3.14, 3.16, and 3.18 present the total community detection time
of the multithreaded parallel SLPA on four datasets (com-Amazon, com-DBLP,
com-LiveJournal, and Foursquare, respectively) for the number of cores varying from
1 to 64. Although, clearly the total running time exceeds the label propagation
phase, the difference in many cases is not that significant. This is especially true for
larger datasets (com-LiveJournal and Foursquare) which, as we discussed above, is
something to be expected. The fact that the label propagation phase is a dominating
component of the total running justifies our efforts to increase performance by
replacing sequential label propagation with parallel implementation.
The values of speedup and efficiency calculated based on the total execution
time rather than label propagation time are plotted in Figures 3.13, 3.15, 3.17,
and 3.19 for the four datasets (com-Amazon, com-DBLP, com-LiveJournal, and
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Figure 3.12: Total execution time for com-Amazon network at different numbers of
cores.

Foursquare, respectively) and the number of cores between 1 and 64. While these
values are worse than those calculated based only on the label propagation time, they
provide a more realistic view of the end-to-end performance of our multithreaded
SLPA implementation. In real life the speedup values of around 5 to 6 still constitute
a substantial improvement over the sequential implementation, meaning, for example,
that you would only have to spend 8 hours waiting for your community detection
results instead of two days.
Figure 3.20 shows combined plots of speedup values for all four datasets
considering the total execution time. Just like in Figure 3.11, the values of speedup
for different networks are quite similar. The same two types of curves are observed
which correspond to a group of relatively small (com-Amazon and com-DBLP) and
large (com-LiveJournal and Foursquare) networks.
However, there are some differences. First, the absolute values of speedup are
lower when we consider the total execution time than in case of measuring only the
label propagation phase. This is clearly something to be expected since the total
execution time includes many operations which cannot be made efficiently parallel
(reading the input graph and writing output communities, partitioning the network
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Figure 3.13: Speedup and efficiency for com-Amazon network (considering total
execution time) at different numbers of cores.
Table 3.1: Metric values of the community structures detected by sequential SLPA
and multithreaded SLPA on Amazon (red italic font denotes the best value for each
metric).
Algorithm
Sequential SLPA
Multithreaded SLPA

VI
65.2664
65.4445

NMI
1.6113
1.6132

F-measure
1.5318
1.5034

NVD
-0.5647
-0.5552

Table 3.2: Metric values of the community structures detected by sequential SLPA
and multithreaded SLPA on DBLP (red italic font denotes the best value for each
metric).
Algorithm
Sequential SLPA
Multithreaded SLPA

VI
30.4591
30.8962

NMI
0.963
0.9675

F-measure
0.4112
0.4029

NVD
0.4306
0.4521

between the cores, etc.) Second, the difference in speedup for different datasets even
within the same group (e.g., large datasets) is greater than it was in Figure 3.11.
The reason for that is also the effect of the limiting factor of sequential operations.
Since we are considering the total execution time here, the size of the dataset affects
speedup more significantly than in the case when only label propagation time was
taken into account.
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Figure 3.14: Total execution time for com-DBLP network at different numbers of
cores.

3.1.5

The Quality of Community Detection
In this part, we will evaluate the quality of the community structure detected

with multithreaded version of SLPA [25] on the four datasets, Amazon, DBLP,
Foursquare, and LiveJournal, introduced in Section 3.1.4. Amazon and DBLP have
ground truth communities, while Foursquare and LiveJournal do not. Our only
concern here is whether the community structure discovered by multithreaded SLPA
has the quality similar to that detected by sequential SLPA [25] since we have
already shown the effectiveness of sequential SLPA, compared with other community
detection algorithms, in [25] and [32]. Each metric value in the following tables
is the average of ten community detection results with threshold r of SLPA being
r = 0.01, 0.05, 0.1, 0.15, 0.2, 0.25, 0.3, 0.35, 0.4, and 0.45.
We calculate Variation of Information (V I), Normalized Mutual Information
(N M I), F-measure, and Normalized Van Dongen metric (N V D) [15] of the community structures detected by sequential SLPA and multithreaded SLPA on Amazon
and DBLP, presented in Table 3.1 and Table 3.2. Notice that V I, N M I, F-measure,
and N V D are intended to measure the quality of disjoint communities. However, we
could still use them here to evaluate the quality of overlapping communities, although
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Figure 3.15: Speedup and efficiency for com-DBLP network (considering total
execution time) at different numbers of cores.
Table 3.3: Metric values of the community structures detected by sequential SLPA
and multithreaded SLPA on Foursquare (red italic font denotes the best value for
each metric).
Algorithm
Q
Intra-density Contraction Expansion Conductance
Sequential SLPA
0.7608
0.3651
3.6683
2.5137
0.3849
Multithreaded SLPA 0.7682
0.3535
3.5766
2.6358
0.4055
the values of N M I, F-measure, and N V D may not be in the range of [0, 1]. There
are mainly two reasons why we adopt their disjoint versions. On one hand, we are
only concerned whether multithreaded SLPA has almost the same performance with
sequential SLPA, so, in other words, whether communities detected by sequential
and parallel runs have values of V I, N M I, F-measure, and N V D close to each
other. On the other hand, V I, F-measure, and N V D do not have definitions for
overlapping communities yet. N M I has its overlapping version [33], but it takes a
very long time to calculate its value on large networks, like Amazon and DBLP here.
It can be seen in Table 3.1 and Table 3.2 that the metric values of the community
structures detected by sequential SLPA and multithreaded SLPA on Amazon and
DBLP are very close with each other, which indicates that multithreaded SLPA has
almost the same performance with sequential SLPA on Amazon and DBLP.
We then compute modularity (Q) [14], Intra-density, Contraction, Expansion,
and Conductance [27], [34] of the community structures found by sequential SLPA
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Figure 3.16: Total execution time for com-LiveJournal network at different numbers
of cores.
Table 3.4: Metric values of the community structures detected by sequential SLPA
and multithreaded SLPA on LiveJournal (red italic font denotes the best value for
each metric).
Algorithm
Q
Intra-density Contraction Expansion Conductance
Sequential SLPA
0.6834
0.3174
4.4735
2.4332
0.3777
Multithreaded SLPA 0.6929
0.2969
4.0367
2.8901
0.4333
and multithreaded SLPA on Foursquare and LiveJournal, presented in Table 3.3
and Table 3.4. Notice that the modularity we adopt here is also applicable to
disjoint communities, so its value may not be in the range of [0, 1]. The reasons
we use the disjoint version of modularity are similar to those in the case of V I,
N M I, F-measure, and N V D. In addition, there are several overlapping versions
of modularity [35]-[36]. Table 3.3 and Table 3.4 show that the metric values of
the community structures detected by sequential SLPA and multithreaded SLPA
on Foursquare and LiveJournal are also very close to each other, which implies
that multithreaded SLPA has almost the same performance as sequential SLPA on
Foursquare and LiveJournal.
Comparisons between different community detection algorithms are not always
easy to make due to substantially different implementations which might require
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Figure 3.17: Speedup and efficiency for com-LiveJournal network (considering total
execution time) at different numbers of cores.

even mutually exclusive architectural features or software components (shared vs.
distributed memory machines, programming languages compiled to native code vs.
development systems based on virtual machines or interpretation, and so on).
It is also important to consider the type of output communities produced
by an algorithm. As mentioned earlier, overlapping community detection is more
computationally intensive than is disjoint detection. While the majority of other
parallel solutions perform only disjoint community detection, our multithreaded
SLPA can produce either disjoint or overlapping communities, depending on the
value of threshold r.
Even though execution time is certainly one of the most important performance
measures for an end user, it is often not suitable for direct comparisons between
different implementations of community detection methods. Unlike execution time
which depends on specific hardware, operating systems, code execution environments,
compiler optimizations, and other factors, speedup evens out architectural and
algorithmic differences. It is therefore a much better way to compare runtime
performance of community detection algorithms.
Another important factor that makes it hard to compare the results produced
by competing methods is the use of different datasets. Although several datasets
seem to appear more often than the others (e.g., Amazon, DBLP, LFR, etc.) there
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Figure 3.18: Total execution time for Foursquare network at different numbers of
cores.

is no established set of datasets which were publicly available and widely accepted
as the benchmark for high performance community detection. If such a standard
existed, it should have contained a balanced blend of both real world and synthetic
datasets of varying size (from hundreds of thousands of nodes and edges to billion
scale networks) carefully selected so that it does not give a priori advantage to any
of the possible approaches to community detection.
There are datasets which are supplied with so called ground truth communities,
although in some cases it is very questionable whether these communities in fact
represent the ground truth. For other networks it is not feasible to establish the
ground truth at all. Again, there is no established consensus on whether datasets
with or without ground truth communities (or a combination of both types) should be
evaluated. Different researchers approach this problem differently, mainly depending
on the datasets they have access to. There is also a problem of using proprietary
datasets which might not be available to other researchers to test their community
detection implementations.
Besides using different datasets, researchers also use different metrics to evaluate
the quality of community detection. A decade or so ago, modularity was the
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Figure 3.19: Speedup and efficiency for Foursquare network (considering total
execution time) at different numbers of cores.

Figure 3.20: Speedup for all datasets (considering total execution time) at different
numbers of cores.

dominating player on the community quality field. However, after it was discovered
that the original formulation of modularity suffers from several drawbacks, a number
of new or extended metrics have been proposed and a number of old, almost forgotten
methods have been rediscovered. A detailed review of different existing and emerging
metrics can be found in [15]. Still, there is no agreement on which metric (or a
combination of thereof) should be sufficient to quantify the quality of community
detection performed by a certain algorithm.
From all of the above it follows that performing fair, “apples to apples” com-
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parisons of different community detection implementations is difficult. To take just
one example, let’s consider PLP/EPP, SCD, and multithreaded SLPA:
• Both PLP/EPP and SCD methods (see Chapter 2) are only able to detect disjoint communities while multithreaded SLPA performs overlapping community
detection.
• Experiments with SCD were only conducted with the number of threads ranging
from 1 to 4. In contrast, in our approach described in Section 3.1.2, we evaluate
the method and show its scalability for all datasets being tested, including
large graphs, and the number of cores ranging from 1 to 64. PLP was tested
for a slightly wider range of parallel configurations (1 to 16 threads) but only
for one dataset, uk-2002. For a Foursquare network which is sized similarly
to uk-2002, the values of speedup demonstrated by multithreaded SLPA (see
Figure 3.19) are comparable to the results of SCD described in Chapter 2.
• Modularity is the only measure of community quality considered by PLP/EPP.
SCD uses NMI and average F1 score. Multithreaded SLPA uses several different
metrics, including N M I and F-measure. However, for the reasons explained
above the values of N M I and F-measure may not be in the conventional
range of [0, 1]. Therefore, it is not feasible to directly compare the values of
community quality metrics obtained in our experiments with the SCD results.
In conclusion, the community structure found by multithreaded SLPA has
almost the same quality as that discovered by sequential SLPA. Previously, we have
demonstrated in [25] and [32] that sequential SLPA is very effective compared to other
community detection algorithms, which also implies the high level of effectiveness of
multithreaded SLPA.
3.1.6

Conclusions
In this section, we evaluated the performance of a multithreaded parallel

implementation of SLPA and showed that using modern multiprocessor and multicore
architectures can significantly reduce the time required to analyze the structure of
different networks and output communities. We found that despite the fact that the
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rate of speedup slows down as the number of processors is increased, it still pays off
to utilize as many cores as the underlying hardware has available. Our multithreaded
SLPA implementation was proven to be scalable both in terms of increasing the
number of cores and analyzing increasingly large networks. Having examined the
properties of detected communities, we observed that they closely match those
produced by the base sequential algorithm, as verified using several metrics. Given
a sufficient number of processors, the parallel SLPA can reliably process networks
with millions of nodes and accurately detect meaningful communities in minutes and
hours.

3.2
3.2.1

Parallel SLPA with MPI
Introduction
In this section we use MPI to design a parallel community detection algorithm

based on the sequential version of SLPA. Although only an unweighted and undirected
network has been used to study the performance of our parallel SLPA implementation,
it is capable of correctly processing directed networks. An extension for the case
of weighted edges is also straightforward and does not affect the computational
complexity of the method. Since each edge is treated as undirected, an extra edge is
added to the network for every edge of the network being read. Essentially, a network
is made symmetrical, i.e., if there is an edge from some node i to some node j then
there is also an edge from node j to node i. Every undirected edge is represented by
two directed edges connecting two nodes in opposite directions. Obviously, if the
input network is initially undirected this can lead to doubling the number of edges
that are represented internally in code. Nonetheless, this approach is more general,
and can be used for networks with directed edges as well. A distinctive feature of
our parallel solution is that unlike other approaches described above, it is capable of
performing overlapping community detection and has a threshold parameter which
enables balancing the running time and community detection quality.
Since MPI SLPA has to read a single input file, one of the processes (called a
Reader Process) opens the file and counts the number of distinct node identifiers in
this file. Then this process assigns ranges of node identifiers to the other processes (the
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partitioning method is identical to that used in our multithreaded SLPA algorithm
described above) and informs them about such assignment by means of MPI messages.
A Reader Process then reads a set of nodes that it assigned to itself. Having received
their assignments, all other processes also access the input file and read the data
pertinent to the nodes with designated identifiers.
Label propagation for any node consists of forming a list of labels by selecting
a label from every neighbor of this node and then selecting a single label from this
list to become a new label for this node. Because of partitioning some edges cross
the boundaries between processes. In other words, a certain process is likely to
have nodes which have dependencies to nodes processed by some other processes.
Conversely, other processes might have nodes dependent on the nodes assigned to
this process. These dependencies prevent the problem from being embarrassingly
parallel since processes are likely to have multiple data dependencies and therefore
need to communicate with each other.
A straightforward approach to organize the parallel label propagation process
would entail sending a label for a particular node in an MPI message every time that
node needs to “speak” its label. Clearly, such a solution would be very inefficient
due to excessive communication between the processes. In order to avoid this, each
process will keep a local “shadow” copy of the nodes on which it depends. Whenever
a process needs a label from one of these nodes, it simply accesses them locally.
Because this approach potentially creates multiple copies of the same node at different
processes, it is necessary to update these copies.
For every node there is only one process that can update the labels of this
node. It is the process to which this node was assigned. Any other process can
only have a copy of this node that is treated as read-only. Therefore, at the end of
each iteration of the algorithm, processes should exchange updated labels of their
nodes with each other. Obviously, labels of only those nodes that have dependencies
with other processes have to be updated. In order to avoid message congestion,
communication is spread over time by sending a new label of a node to its dependent
nodes processed by some other processes as soon as this new label becomes available
without waiting for the end of the iteration. Another optimization is to periodically
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check for incoming messages with new labels for “shadow” copies of the nodes
maintained by this process. This periodic check is built into the label propagation
loop. However, if after the current label propagation iteration is over there are still
nodes which have incoming dependencies and have not yet received new labels, a
new iteration cannot be started. The code enters a message reception loop which
is executed until all inbound messages are collected and all nodes with incoming
dependencies are updated.
By the time the label propagation process finishes each node has accumulated
a list of labels (a history of labels). If t iterations of label propagation have been
performed, each node has t + 1 labels (taking into account the initial label of node
which is equal to that node’s identifier). This label history is transformed into a
histogram which is then sorted by the number of occurrences. (In the actual code a
histogram of labels is maintained continuously along with the history of labels.)
Some labels in a node’s history can occur rarely while others can be dominant.
How do we select which labels should be considered for community extraction? We
can introduce thresholds which serve as cut-off values for the labels to be considered
as community specifiers. For every value of the threshold the set of extracted
communities will be different, and the communities themselves will be different.
A threshold is a real number between 0 and 1. The meaning of the threshold
is the minimum relative frequency of a label in the node’s history to be considered
for community extraction. For instance, if a node has a history of 100 labels and
the threshold is set at 0.3, then only labels that occurred more than 30 times in
the node’s label history are considered. Clearly, in this example, no more than 3
such labels can exist in the node’s history. Any values of threshold greater than 0.5
correspond to disjoint communities. Indeed, a threshold of 0.5 implies that a label
appears more than 50% of the time in the history of a certain node. Apparently, no
other label satisfies the threshold condition for this node, and therefore it cannot be
associated with any other label. In the resultant communities this node will belong
to only one community identified by the corresponding dominant label. Since the
same threshold requirement is applied to all labels, communities become disjoint.
MPI SLPA allows users to specify several different thresholds and run community
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extraction for each value separately. Consequently, for each value of the threshold a
separate output community file is written.
After a threshold is applied to the sorted histogram of labels history, the same
histogram is used to extract communities. Labels become community identifiers
while the nodes are assigned to communities based on the labels that were present
in the node’s history of labels.
Finally, it is necessary to combine different fragments of communities at individual processes and write a single (for a given threshold value) output file. In order
to achieve this, a multilevel community reduction mechanism is used. According
to this method, only two processes exchange community data with each other at
any moment. Of course such pairwise communication can happen concurrently
for different pairs of processes. Within each pair, one process always sends all its
communities to the other process.
At the first level of community reduction, processes with odd numbers send
their communities to the corresponding processes with even numbers. (A process
always sends its communities to a process with the next smaller number, i.e., process
1 sends to 0, process 3 sends to 2 and so on.) Since processes with odd numbers send
their communities to their peers, they do not participate in any future iterations of
the reduction process.
At the second level, processes with numbers divisible by 4 receive communities
from other processes (process 0 receives communities from process 2, process 4–from
process 6, and so on). Iterations repeat until all the communities are gathered by
process 0. Process 0 then writes the output file. Clearly, such community reduction
method by design requires that the number of processes has to be a power of 2 (i.e.,
1, 2, 4, 8, 16, and so on).
3.2.2

Performance Evaluation of MPI SLPA
We performed runs on a hyperthreaded Linux system (kratos.cs.rpi.edu). Pro-

cessing power was provided by 24 cores organized as six IntelTM central processing
units (2.667 GHz, 4-core, 12 MB L3 Cache). The source code was written in C++11
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and compiled using g++ 4.6.3 (Ubuntu/Linaro 4.6.3-1ubuntu5). We used a synthetic
network which has 1,087,562 nodes and 3,083,028 edges.
The input of the algorithm is a network in the format used by Stanford Large
Network Dataset Collection datasets (SNAP datasets). In the input file each line
contains two node identifiers which are connected by an edge, followed by an optional
edge weight value. In case a network is directed, the nodes are assumed to be listed in
the order “from to”. A directed network will be symmetrized, i.e., if there is an edge
from node a to node b, an edge from node b to node a will be added automatically.
Edge weight should be in the (0.0, 1.0] range. If no weight is specified, a default
value of 1.0 is assumed.
The output of the algorithm is a file which contains a list of communities and
nodes assigned to each community. In the output file each line contains a list of node
identifiers that comprise a community. Please note that by design communities can
overlap (i.e., contain the same nodes).
Figure 3.21 shows the running time of the parallel SLPA MPI code for different
numbers of processes ranging from 1 to 32. A run at one processor corresponds to
sequential execution, i.e., there is no MPI communication since all nodes are assigned
to just one MPI rank. All comparisons are given with respect to the sequential
execution which serves as a base case because it corresponds to the original SLPA
implementation.
It can be seen from Figure 3.21 that running time improves almost linearly
as the number of processors increases from 1 to 8. For this range of numbers of
processors, the code exhibits very good scalability. There is almost no improvement
of the running time at 16 processors. At 32 processors the running time actually
increases to the value greater than the running time at 8 processors. The reason
for such behavior lies in the hardware platform that we are using for our tests.
This Intel server has 6 processors with 4-way hyperthreading for a total of 24
hyperthreaded cores. However, it is known that hyperthreaded cores share certain
processor resources. In other words, they are not completely independent of each
other. Therefore, utilizing more cores within the same processor does not yield the
same rate of performance improvement. We can clearly see this effect by comparing
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Figure 3.21: Total execution time of SLPA MPI (from the moment the application
was launched to the moment it completed execution).
the running time values at 8 and 16 processors. As for the case of 32 processors,
the code runs at more cores (even hyperthreaded) than available in hardware. It
causes the thread scheduler to run threads by turns. Consequently, not all threads
are running concurrently which evidently has an extremely detrimental effect on
performance. Since running the code with 32 processes on this hardware always
incurs a performance penalty, we will not be considering this case in most of our
subsequent discussions.
To get a better idea of how SLPA MPI performs at scale we can take a look at
the plots of speedup and efficiency presented in Figure 3.22. We witness the same
trends which we highlighted when discussing the total running time in Figure 3.21.
As the number of processes increases from 1 to 8, there is an almost linear increase
in speedup. It can also be observed that the absolute values of speedup reflect very
good scalability of SLPA MPI in this range of numbers of processes. For instance, a
speedup of almost 6 at 8 processes is very close to the maximum possible speedup
value which is 8. Indeed, the efficiency graph shows that for the number of processes
between 2 and 8 the efficiency is better than 75%. Switching from 8 to 16 processes
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brings a very modest increase in speedup, and efficiency drops to just slightly above
40%. At 32 processes the rate of change of speedup is negative; speedup decreases
due to the reasons discussed above.

Figure 3.22: Speedup and efficiency for different numbers of processes.
Having considered how SLPA MPI behaves at scale in terms of the overall
running time, speedup, and efficiency, it would be useful to look at different parts
of the algorithm and compare the relative contribution of each phase to the overall
running time. Knowing that, it would be more obvious which portions of the code
require special attention and need to be improved in order to increase the efficiency.
Different phases of the algorithm and details on their implementation are discussed
in Section 3.2.
Figures 3.23 and 3.24 contain the diagrams which show the time contributed to
the overall running time by different phases of the algorithm for 2 and 16 processes
respectively. When SLPA MPI runs on just two processors, it spends most of its
time in label propagation. The other activities take less than 10% of the overall
running time. It follows that in this case the code is running fairly efficiently with
a high portion of time dedicated to the computation (label propagation) and little
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communication overhead. However, of the remaining phases the largest two are the
time spent while waiting for the new labels and the community reduction time.

Figure 3.23: Breakdown of the contribution of each phase of the algorithm to the
overall running time (for a 2 processes case).
The proportion of different phases of the algorithm in the overall running time
balance changes as we increase the number of processes. From Figure 3.24 it follows
that with 16 processes the label propagation time accounts for just a little bit over
half of the overall running time. It is substantially less than the fraction of time
spent in label propagation with two processes.
With 16 processes for almost all algorithm components there is an increase in
the portion of time they require in the overall running time at the expense of the
label propagation phase. The only two exceptions are thresholding time and output
file writing time. Notably, both of these components are strictly local and do not
depend on other processes. As described in Section 3.2, thresholding is performed on
the labels (or rather on the sorted histogram of labels) of the local partition which
contains nodes assigned to this process. Writing the output file is performed by a
single dedicated process called the Writer Process (by default, it is a process with
rank 0). Clearly, these two stages do not depend on the number of processes.
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Figure 3.24: Breakdown of the contribution of each phase of the algorithm to the
overall running time (for a 16 processes case).
As for the other components that increase their contribution to the overall
running time, the top two are the community reduction time and the time spent
waiting for the new labels.
From the description of our implementation of the community reduction process
in Section 3.2, it follows that the number of levels (or iterations) required to complete
the community reduction process is a logarithm to the base 2 of the number of
processes. For instance, 2 processes require only one iteration to complete the
community reduction while for 16 processes it is necessary to perform four levels
of reduction. (In case of 1 process, 0 iterations are required, i.e., no community
reduction is necessary since all the communities are extracted within a single process.)
Although the number of levels of community reduction grows logarithmically with
the number of processes, it is still the largest growing time consuming component of
the algorithm. The effect of the growing community reduction phase is especially
apparent in the case of a strong scaling study when the amount of computation
(label propagation) decreases as the number of processes is increased but the amount
of time required to perform community reduction lengthens.
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The fact that the fraction of time spent waiting for the new labels increases
relative to the overall structure of the running time is also something to be expected.
Indeed, as explained in Section 3.2, this is the time which a process spends after
it has completed the label propagation phase and before it can go on to the next
iteration of label propagation. It is quite natural in a strong scaling study that as the
number of processes increases the number of nodes assigned to each process drops.
It means that fewer nodes are local, i.e., completely contained within one process.
Consequently, there are more dependencies between the nodes assigned to different
processes. Since more nodes in the local partition of a particular process have
incoming edges from the nodes assigned to other processes, such nodes with incoming
dependencies must wait to receive their labels before the execution can switch to
the next label propagation iteration. Checking incoming messages which carry new
labels for the nodes with incoming dependencies during the label propagation phase
is no longer sufficient to process the growing number of messages. Besides, the
total number of messages circulating in the system grows which stresses internal
MPI buffers and generally slows down communications. As a result, after the label
propagation phase is complete, there are still nodes which haven’t received their new
updated labels from other processes. The process has to enter a receive loop until
all nodes with incoming dependencies are updated.
The data presented in Figures 3.23 and 3.24 is based on average time values.
In other words, for each phase of the algorithm, a mean time across all processes
is used. Since using aggregate values, like mean, can hide important details (e.g.,
large variation of time between different processes), it would be very useful to look
at all the time values, not just the average time. There is no need to examine each
and every phase of the algorithm, but the phases in which code spends a significant
amount of the running time and which exhibit a tendency to grow as the number of
processes increase (namely, label propagation, waiting for new labels, and community
reduction) definitely deserve a closer look.
Figures 3.25, 3.26, and 3.27 present the minimum, maximum, and average
values of the label propagation time, time spent waiting for new labels, and the
community reduction time, respectively.
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The label propagation time shows very little variance between the processes
which increases just slightly with the number of processes. It means that the
partitioning method was able to distribute the nodes between the processes in such
a way that the number of edges processed by each process is roughly the same. At
least for this particular dataset, partitioning seems to work well by providing each
process with approximately the same computational load for the label propagation
phase.

Figure 3.25: Minimum, average, and maximum time spent in the label propagation
phase for different numbers of processes.
The time spent waiting for new labels presents an entirely different pattern
from the label propagation time. When only one process is used, the waiting time is
zero since there is no need for any communication. For two processes the waiting
time increases significantly as compared to one process due to dependencies between
the nodes processed by different processes. Interestingly enough, the waiting time in
the case of 4 and 8 processes is generally less than for two processes (and it is less for
8 processes than for 4). The reason for that might be the higher concurrency with
more processes simultaneously sending their updated labels to the process. It might
also be specific to a particular dataset and the pattern of connections between its
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nodes. At 16 processes the waiting time abruptly goes up. As discussed previously,
it is a consequence of a growing number of dependencies between the processes as
well as due to the increased number of processes and the number of messages they
send and receive. The message passing subsystem experiences higher load which
causes delays in transporting messages.

Figure 3.26: Minimum, average, and maximum time spent waiting for new labels for
nodes processed by other processes for different numbers of processes.
It is worth noting that the difference between the minimum and the maximum
values is not very significant. Across the whole range of the numbers of processes,
the average time value is roughly halfway between the minimum and the maximum
values. It indicates that although variations clearly exist, the extremes are relatively
rare and the values tend to concentrate around the midpoint between the minimum
and the maximum. Overall, it means that the processes are well balanced in terms
of the number of pairwise dependencies between them.
The amount of time spent in community reduction predictably increases as the
number of processes grows. As discussed above, it is reasonable to expect a rate
of growth which is logarithmic to the number of processes. The difference between
the maximum and the minimum values is relatively stable and proportional to the
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value of community reduction time. Indeed, there are always some processes which
only participate in level 0 of the reduction. Clearly, such processes will demonstrate
minimal values of the community reduction time. Equally, there is always one
process (process 0) which participates in all reduction levels and eventually collects
all communities from all other nodes. The community reduction time for this node
will be the largest across all nodes. However, the average value shifts from being
halfway between the minimum and the maximum values (for 2 processes) to being
almost equal to the maximum value (16 and 32 processes). The explanation for
this observation also lies in the nature of the tree like reduction scheme used in
our implementation. As the number of processes increases, so does the number
of community reduction levels. Consequently, more processes participate in more
reduction iterations which increases the time they spend in this phase of the algorithm
and drives the average value up towards the maximum values.

Figure 3.27: Minimum, average, and maximum time spent in the community reduction phase for different numbers of processes.
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3.2.3

Conclusions
In this section, we evaluated the performance of a parallel implementation

of SLPA based on MPI and showed that by using modern multicore architectures
it is possible to significantly reduce the time required to analyze the structure of
different networks. We found that despite the fact that the rate of speedup slows
down as the number of processors is increased, it still pays off to utilize as many
cores as the underlying hardware has available. Our MPI SLPA implementation
exhibited good scalability and reasonable running times. Given a sufficient number
of processors, the parallel SLPA can reliably process networks with millions of nodes
and accurately detect meaningful communities in minutes and hours.
Detailed analysis of the components which significantly contribute to the overall
running time presented in Section 3.2.2 suggests that a better community reduction
algorithm should be used instead of the current tree-like reduction. Although our
current method is better than a straightforward master–slave approach and grows
only logarithmically to the number of processes, this is clearly not enough. Scaling
out to larger number of processes (hundreds or thousands of processes) can easily
make community reduction a dominating component in the overall algorithm running
time. Therefore, this issue needs to be addressed. In a redesigned community
reduction scheme it would also be possible to eliminate one of the limitations of the
current method which requires the number of processes to be a power of two.
Another major achievement can be made by using a better partitioning method
which minimizes (or at least attempts to minimize) the number of dependencies
between the processes. We have seen that a growing number of such dependencies
adversely affects the time spent waiting for new labels.

CHAPTER 4
EFFICIENT DETECTION OF OVERLAPPING
COMMUNITIES IN BIOLOGICAL NETWORKS
4.1

SpeakEasy — Extending SLPA by Combining Top-down
and Bottom-up Approaches to Community Detection

4.1.1

Introduction
In biology, activities or processes are carried out by groups of interacting

molecules or cells which form physical interaction networks. A disruption of these
networks is characterized by a transition to a disease state. Detecting the groups
of biological elements, also known as communities, is helpful in understanding and
discovering the components of various biological functions. Two common features of
biological networks are overlapping community membership and high levels of noise
that manifests itself as missing or incorrect network links. Overlapping community
membership stems from reuse of biological elements in multiple functions. The high
levels of noise characteristic in biological datasets and networks are driven by evolving
methods, natural variability, and complex regulatory structure. However, traditional
community detection algorithms are limited in both respects — they generally cannot
assign elements to more than one community and they are also sensitive to noisy
data inputs. By constructing a community detection method that addresses both of
these core challenges in biological networks, we enable more accurate detection of
the components of biological functions, in the context of several types of common
high-dimensional biological datasets and biological networks. Our applications to
biological datasets show SpeakEasy is capable of identifying biological communities
Portions of this chapter previously appeared as: C. Gaiteri, M. Chen, B. Szymanski, K. Kuzmin,
J. Xie, C. Lee, T. Blanche, E. C. Neto, S.-C. Huang, T. Grabowski et al., “Identifying robust
communities and multi-community nodes by combining top-down and bottom-up approaches to
clustering,” in Scientific Reports, vol. 5, 2015. doi: 10.1038/srep16361
Portions of this chapter are submitted as: K. Kuzmin, E. Gonsiorowski, C. Carothers, and B. K.
Szymanski, “Parallel Processing for Large Scale Community Detection in Social and Bio-Medical
Networks,” Special Issue of The International Journal of High Performance Computing Applications.
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on common types of biological networks, like gene microarrays, protein interactions,
or fMRI data.
4.1.2

Methods Details
SpeakEasy[37] is a label propagation algorithm related to Speaker-listener Label

Propagation Algorithm (SLPA), but it has been adapted to perform well on common
types of biological data. A unique aspect of the SpeakEasy clustering process is that
it performs community detection by combining top-down and bottom-up approaches
simultaneously. Specifically, during each label propagation round, both local and
global information about the label popularity is taken into account. A table of
global label frequencies is maintained to guide the algorithm towards adopting the
globally most unexpected label among all the labels received by a node in a local
label propagation step. Such selection produces stable communities and leads to fast
convergence with no oscillations in large networks.
A second prominent feature of SpeakEasy is consensus clustering used to create
the final clusters based on many replicate partitions. These partitions, derived from
the same data set, differ because the label propagation algorithm is stochastic and
they reflect the stability or instability of a given dataset. We utilize this variability
to both identify multi-community nodes and to identify robust communities. In
contrast, traditional clustering techniques output a single partition, and the stability
of such a partition is unclear. For instance, clustering parameters employed in
hierarchical-based clustering can dramatically alter results and may require manual
“tuning” for good results. This process can lead to biological findings that are difficult
to replicate because they are driven by data artifacts or specific parameter settings,
rather than by biological mechanisms.
To output robust clusters which are not prone to data artifacts or noise,
SpeakEasy performs stochastic label propagation on the same network many times.
To identify the final data partition, we select the partition with the highest average
value of the Adjusted Rand Index (ARI) among all other partitions. Subsequently,
a co-occurrence matrix is analyzed for each node. If a node co-occurs with the
nodes assigned to some other community with greater frequency than a certain
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user-selectable threshold, the node is also assigned to this community, thus becoming
a multi-community node.
SpeakEasy is able to process networks with any type of links: weighted or
unweighted, directed or undirected, positive or negative weights, or any combination
of these features. Performance of SpeakEasy scales linearly with the number of edges.
Biological networks with several thousand nodes and full weighted connectivity or
sparse networks with several hundred thousand nodes can be processed on a typical
laptop in a few minutes.
Algorithm 3 shows our SpeakEasy algorithm. The main procedure is called
ConsensusClustering and consists of several steps. At the initialization phase, the cooccurrence matrix is initialized (lines 2–5). Then the clustering process is repeated the
required number of times (determined by parameter numRuns) to obtain replicate
community detection partitions produced by the CommunityDetection procedure
(lines 6–15). The code in lines 16–21 determines the single representative partition
based on the average Adjusted Rand Index (ARI) of each of the consensus clustering
partitions. Finally, in order to allow nodes to belong to more than one community
(i.e., to provide for overlapping communities), each node which appeared in the same
community as some other node in the co-occurrence matrix (lines 23–33) is assigned
additionally to the community of the other node. When the CommunityDetection
procedure is called, it first initializes the history of labels for each node with the
first label from a random neighbor of that node (lines 37–53). The randomness of
this initialization makes the algorithm stochastic, thus ensuring its robustness and
tolerance to noise. The label propagation phase performs the exchange of labels
between the nodes and accumulation of the history of labels (lines 54–84). It should
be noted that the algorithm has a limited memory of labels which is determined
by parameter numHistoryLabels. The process of selecting a label which will be
adopted by a certain node depends on both the local frequency of a particular label
in label histories of the neighbors of this node and the global popularity of the label
(lines 74–81). Thus, the most unexpected label is selected as the next label adopted
by a node. When no changes are observed in the history of labels for a certain
number of iterations (determined by parameter numIter), the label propagation
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step completes and community information is extracted from node label histories
(lines 85–96).
Algorithm 3 : SpeakEasy
Input: Graph G = (V, E), representing the network on which a community structure
is to be detected; idv , an identifier of node v, ∀v ∈ V ; numHistoryLabels, the
number of labels in the historical label buffer of each node; numIter, the
number of iterations to consider when determining the termination of the label
propagation phase if there were no changes in label histories; r, the stringency
threshold parameter for overlapping communities; numRuns, the number of
runs for consensus clustering
Output: A
o
n set ofcommunities
C = c|c = v|v ∈ V ∧ v is assigned to community c ; idc , an identifier of
community c, ∀c ∈ C
1: procedure ConsensusClustering
Initialize the co-occurrence matrix
2:
A ← [][]
3:
for all u, v ∈ V do
4:
A[u][v] ← 0
5:
end for
Execute replicate community detection runs and fill in the co-occurrence
matrix
6:
for i ← 1 to numRuns do
7:
Ci ← CommunityDetection
8:
for all u, v ∈ V do
9:
uc ← idc s.t. c ∈ Ci ∧ u ∈ c
10:
vc ← idc s.t. c ∈ Ci ∧ v ∈ c
11:
if uc = vc then
12:
A[u][v] ← A[u][v] + 1
13:
end if
14:
end for
15:
end for

96

Algorithm 3 : SpeakEasy (continued)
Determine the final representative partition
16:
for all i ← 1 to numRuns do
17:
for all j ← 1 to numRuns do
18:
Rij ← ARI(Ci , Cj )
19:
end for
numRuns

P
20:
21:
22:

Rij

j=1

Ri ← numRuns
end for
index ← arg max

Ri

i∈[1..numRuns]

23:
24:
25:
26:

C ← Cindex
if r < 1 then
for all v ∈ V do
for all c ∈ CPs.t. v ∈
/ c do
A[v][u]

u∈c

Av,c ← |c|·numRuns
28:
if Av,c > r then
29:
c ← c ∪ {v}
30:
end if
31:
end for
32:
end for
33:
end if
34:
return C
35: end procedure
36: procedure CommunityDetection
Initialize the
history of labels
n

37:
Nv = u|∃e : u ∈ V ∧ e ∈ E ∧ e = (v, u) or e = {v, u} for undirected
27:

o

38:
39:
40:
41:
42:
43:
44:
45:
46:
47:
48:
49:
50:
51:
52:
53:

graphs
C←∅
for all v ∈ V do
Lv ← []
LC v ← []
Lv [1] ← idv
end for
for all v ∈ V do
for i ← 2 to numHistoryLabels do
if Nv 6= ∅ then
neighbor ← a random node from Nv
else
neighbor ← v
end if
Lv [i] ← Lneighbor [1]
end for
end for
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Algorithm 3 : SpeakEasy (continued)
Perform label propagation
54:
totalN umLabels ← |V | · numHistoryLabels
55:
repeat
56:
globalF requencies ← []
57:
for all v ∈ V do
58:
for i ← 1 to numHistoryLabels do
59:
l ← Lv [i]
1
60:
globalF requencies[l] ← globalF requencies[l] + totalN umLabels
61:
end for
62:
end for
63:
for all v ∈ V do
64:
for all neighbor ∈ Nv do
65:
for i ← 1 to numHistoryLabels do
66:
l ← Lneighbor [i]
67:
if ∃LC v [l] then
68:
LC v [l] ← LC v [l] + 1
69:
else
70:
LC v [l] ← 1
71:
end if
72:
end for
73:
end for
74:
for all l s.t. ∃LC v [l] do
75:
countl ← LC v [l]
76:
expectedCountl ← globalF requencies[l]·|Nv |·numHistoryLabels
77:
end for
78:
mostU nexpectedLabel ← arg max (countl − expectedCountl )
l s.t. ∃LC v [l]

79:
80:
81:
82:
83:
84:

for i ← 1 to numHistoryLabels − 1 do
Lv [i] ← Lv [i + 1]
end for
Lv [numHistoryLabels] ← mostU nexpectedLabel
end for
until no changes in Lv , ∀v ∈ V for the last numIter iterations
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Algorithm 3 : SpeakEasy (continued)
Extract communities from label histories
85:
for all v ∈ V do
86:
l ← arg max LC v [l]
l s.t. ∃LC v [l]

87:
88:
89:
90:
91:
92:
93:
94:
95:
96:

if ∃c ∈ C s.t. idc = l then
c←c∪v
else
c ← {v}
idc ← l
C ←C∪c
end if
end for
return C
end procedure
The parallel implementation of SpeakEasy uses the MPI library to provide

communication between the processors. The partitioning of nodes between the
processors and the label propagation process use the same approach as described
in Chapter 3. However, there are other parts of the parallel SpeakEasy algorithm
that are critically important for the overall scalability and efficiency of the code but
cannot be easily reused from the parallel SLPA solution because of the important
differences between SLPA and SpeakEasy (e.g., combining top-down and bottom-up
approaches).
In order to improve performance, reduce the messaging overhead, and increase
the overall bandwidth utilization, synchronization of new labels between the processors is performed in a buffered manner. More specifically, new labels added to
the label histories of nodes which are processed by a certain processor are gathered
in a special buffer and sent out to other processors only when the buffer is full or
if it is known that there will be no additional new labels in the current iteration.
This way, the number of messages that need to be transmitted in the system is lower
as compared to sending each label update individually. Since the maximum delay
caused by the buffering of label updates does not exceed one iteration, such buffering
is not adversely affecting the correctness of the algorithm.
Special attention in parallel SpeakEasy is given to proper and efficient synchronization of global label frequencies tables which each processor needs to check
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every time a label selection decision has to be made. First, it has been decided
not to synchronize all labels in every iteration but to have each processor keep
track of which labels have been already updated in the current iteration and by
how much (either positive or negative). Then, before the next iteration, processors
broadcast these changes to all other processors and listen to the changes broadcast
by others. This method gives a substantial reduction in the number of labels that
are sent between ranks at each iteration as compared to sending each label’s new
frequency regardless of whether it has been changed or not. The effect is especially
profound as we progress through iterations because some labels are dying out or
loosing popularity while others are spreading more and more widely and are gaining
popularity. With this method we can reasonably expect that we will be sending
updates only concerning a relatively small number of the most popular labels.
Another improvement implemented in parallel SpeakEasy is to replace the
actual broadcasts and M P I_Allreduce operations with our own non-blocking implementation of the broadcast. This new implementation is based on the same
non-blocking M P I_Isend and M P I_Irecv operations which are also used to send
new labels but it performs a broadcast by sending the messages to other ranks in a
tree-like fashion, much like the native MPI blocking broadcast implementation does.
We expect to see significant improvements here since we replace blocking broadcasts
or M P I_Allreduce operations with non-blocking calls.
Finally, for label frequency updates we used the same idea of collecting multiple
pieces of data into larger frames which we previously implemented for new label
messaging. Each processor sends label frequency updates by packing multiple
label updates into a single or multiple fixed-size message(s). This gives us some
performance advantage due to lower overhead from sending a fewer number of larger
messages as opposed to sending massive amounts of small messages.
4.1.3

Applications and Performance Evaluation of SpeakEasy
We have applied SpeakEasy to biological datasets from multiple physical scales,

which are generated by different data acquisition techniques. These datasets range
from the molecular level (physical protein networks and statistical gene interaction
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networks) to the cellular level (cell differentiation) to the organ level (brain fMRI).
These applications represent many of the most common applications of community
detection in biology. Output of SpeakEasy in these applications often includes both
known communities and novel communities that are validated through ontology
databases.
There are some limits on evaluating SpeakEasy in biological networks because
the true clusters, which could be used to evaluate results, are often unknown.
Even when gold-standard communities are available, in many instances they are
actively debated. Therefore, in addition to biological applications, we evaluated the
ability of SpeakEasy to detect clusters in the Lancichinetti-Fortunato-Radicchi “LFR”
benchmarks. While these benchmarks are not specifically biological, they share
some characteristics such as long-tail degree distributions with common biological
networks. Additionally, strong performance in a synthetic setting increases confidence
that cluster detection will by applicable to a wide variety of datasets, including
biological networks. In the synthetic LFR benchmarks, cluster detection progresses
through an increasingly challenging set of networks, characterized by increasing
connectivity between clusters, which disguises their true membership. We also
varied the overall connectivity density, distribution of connectivity, network size and
overlapping/non-overlapping clusters in the LFR benchmarks.
Detailed analysis of SpeakEasy performance provided in [37], indicates that
our approach is capable of producing better clustering than previous state-of-theart methods. Applications of SpeakEasy to many synthetic and real biological
datasets demonstrate that it is a computationally efficient and biologically accurate
community detection algorithm that is useful in determining the elements that
comprise of biological functions, even in noisy datasets where elements are members
of multiple functions.
While the core SpeakEasy algorithm has been thoroughly tested for both
the quality of communities and efficiency [37], the performance of this solution is
not sufficient to analyze many biological networks which may contain millions or
sometimes billions of edges. Therefore, there is a demand for an extension of the
SpeakEasy algorithm which would be able to take advantage of the parallel processing
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capabilities that modern computing platforms offer. A scalable and efficient solution
based on the core sequential SpeakEasy method, would significantly broaden the
range of applications for this community detection approach.

4.2
4.2.1

Parallel SpeakEasy
Introduction
We propose a Parallel SpeakEasy algorithm which combines robust overlap-

ping community detection of SpeakEasy with efficient parallel execution in HighPerformance Computing (HPC) environments. A detailed description of the core
SpeakEasy algorithm has been given earlier. While our solution inherits many
features from the core SpeakEasy [37] algorithm (e.g., the general organization of
the label propagation process and the global label count table), there are important
distinctions. Below, we will mostly concentrate on describing the particular features
of our parallel solution.
Since our algorithm is designed to be run efficiently on both shared memory
(e.g., the x86 family) and distributed memory machines (e.g., supercomputers),
the underlying architecture follows the Message Passing Interface (MPI) paradigm.
Developing a parallel network algorithm requires making certain design decisions
which strongly influence the efficiency of the algorithm’s implementation. For
instance, the partitioning method determines the amount of work each processor
gets and the balance of load between the processors. Another example of a feature
which affects the performance is the messaging protocol. Organized properly, it
can significantly reduce the synchronization requirement and lower the amount of
communication overhead that processors must incur in order to exchange data with
each other.
The Parallel SpeakEasy algorithm is described in the following section followed
by a more detailed description of its particular features. First, we discuss those
properties of our implementation that are common to both computing architectures
(shared memory and distributed memory). Then, we provide additional details on
enhancements and optimizations that take advantage of one of the major platforms
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that we were targeting (namely, large memory multicore x86 family servers and the
IBM R System Blue Gene R /Q supercomputer).
4.2.2

Algorithm
Our Parallel SpeakEasy method is based on the sequential solution presented

in Algorithm 3. First, the input network needs to be partitioned between the
processors. Each processor gets a certain number of nodes for which it performs the
label propagation process.
After network partitioning is done, it is necessary to initialize the co-occurrence
matrix, the global label count table, and the history of labels of every node. In
Parallel SpeakEasy, every node maintains a history of labels which has a fixed size
(defined by the numHistoryLabels parameter). Therefore, at the initialization stage
it is necessary to fill in all numHistoryLabels slots in the label history of every node.
The first label is selected equal to the idv of the node. For all other slots in the
history of labels, the first label from a random neighbor of the node is selected.
The label propagation phase consists of selecting a new label for every node
assigned to the processor. In order to choose a new label for the node, all labels
found in the history of labels of node’s neighbors are considered. For every such
label, its count in the label history of node’s neighbors is compared against the global
popularity of this label. The label with the largest difference between the actual
count and the count expected based on the global popularity becomes the node’s
new label. If the new label has been chosen for a node with outgoing edges to the
nodes processed by other processors, then it is necessary to send those processors
a notification containing this new label. Clearly, since a new label is added to the
history of labels while the depth of the history window of every node is fixed, the
oldest label in the history gets pushed off the buffer. Thus, the new label increases
its count by one while the one which fell off the history decreases its count also
by one. In addition to updating the label history of nodes, the change in labels’
count is recorded, so that an update to all labels whose count has changed can be
communicated to all other processors at the end of the iteration.
After the specified number of label propagation iterations numIter has com-
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pleted, the label history of nodes is analyzed. Each node is assigned a community
identifier equal to the label of the most frequent label in the node’s history of labels.
(Ties are broken at random.) At this point, every node in the network is assigned to
a single community which concludes the formation of a community partition. The
co-occurrence matrix is updated with information on nodes assigned to the same
community.
The label propagation process described above is repeated numRuns times
to collect a set of community partitions and accumulate data on the co-occurrence
of nodes in communities. Then, the final representative partition is selected as
a partition with the largest average value of Adjusted Rand Index (ARI). Since
community partitions need to agree on the average ARI value to select the final
representative partition, the process has become known as consensus clustering. The
basic assignment of nodes to communities is taken from the final representative
partition. In addition, a co-occurrence matrix is analyzed. If a node co-occurred with
another node from a different community more times than a user-defined threshold r,
the node will be assigned to this community. Effectively, such processing of values in
the co-occurrence matrix allows nodes to be assigned to other communities in addition
to the community to which they were assigned by the final representative partition.
As a result, nodes may become multi-community nodes leading to formation of
overlapping communities.
4.2.3

Reading Network Data and Partitioning Nodes
One of the key decisions in designing any solution for parallel processing of

networks is selecting a method of distributing the nodes or edges between processors
which would minimize the communication overhead. Since Parallel SpeakEasy is
designed to effectively handle a variety of networks, no assumptions are made regarding the specific properties of the datasets. This approach is justified because
optimizing for a particular set of network properties would inevitably lead to suboptimal performance on other datasets which do not belong to this set. For instance, it
is common for social networks to be very sparse, whereas many biological datasets
are represented by complete graphs.
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Reading the input file can be organized differently, depending on the properties
of the underlying I/O system available to the application. Performance characteristics
of I/O operations, and in particular the I/O bandwidth that can be achieved,
substantially influence the overall scalability of the parallel solution. The amount of
time that code spends in reading in the network can be quite noticeable, especially
for large input files and high processor counts. Therefore, it seems reasonable to
optimize reading operations, taking into consideration characteristics of the I/O
system.
4.2.3.1

Reading and Partitioning Nodes in Shared Memory Architectures

In order to provide a very fast partitioning method suitable for a wide range of
general social and bio-medical networks, Parallel SpeakEasy assigns the nodes to
processors without regard to network connectivity. Each processor gets approximately
the same number of nodes. If the variance in node degrees is small, it leads to a
good load balancing between the processors. (Since Parallel SpeakEasy is a label
propagation algorithm, its overall time complexity is O(|E|), where |E| is the number
of edges.)
For an arbitrary partitioning of V nodes between P processors, the quality
of such assignment can be quantified. First of all, we assume that the network is
connected. Indeed, if we instead assume that a network can be disconnected, then
it might be possible to partition the nodes in such a way that all nodes assigned
to a particular processor are connected only to the nodes processed by the same
processor.
If this is the case, the processor can perform label propagation for its nodes
without the need to receive any communication from other processors, since it does
not expect to receive data on new labels from other processors. Moreover, if none of
the nodes assigned to this processor has outgoing edges to any nodes processed by
other processors, then this processor is not required to transfer information about
the new labels of its nodes to other processors. If both conditions hold then the
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processor becomes essentially independent of the other processors. Essentially, it
means that the processing is embarrassingly parallel with respect to this processor.
Furthermore, if there are no restrictions on the number of connected components
in the network, then these two conditions may hold for all processors in the system.
It would lead to a completely embarrassingly parallel solution. It would greatly
simplify the design of a parallel system if we could partition the nodes between
processors in such a way that there are no edges between nodes processed by different
processors. However, it is evident that this solution would be applicable only if there
is a guarantee that such partitioning is possible. Clearly, there is no such guarantee
for general networks. It follows, that we should consider connected networks as a
general case for quantifying the quality of distributing nodes among processors.
In order to quantify the quality of partitioning we need to establish the edge
cases which would correspond to the best and worst possible assignments under
given assumptions. The best and worst cases are determined based on the amount of
communication overhead which would be required to transmit information between
the processors on new labels of nodes. The amount of communication overhead
is directly proportional to the number of edges which connect nodes assigned to
different processors.
Assigning nodes in a connected network to P processors implies that there is
at least one edge connecting nodes processed by different processors. Since there are
P processors, it follows that the minimum number of edges across the processors is
P − 1.
The other limiting case corresponds to having outgoing edges from nodes
assigned to a processor to nodes that are jointly handled by all other processors. It
should be noted that it does not necessarily imply a complete graph. If we denote
the total number of nodes assigned to process Pi as |VPi | then in order to form
|VPi | × (P − 1) messaging paths across processors, it is sufficient to have all nodes
assigned to the process connected to just one node processed by another processor
for all other P − 1 processors. Having nodes processed by this process connected
to additional nodes at some or all other P − 1 processors does not further increase
the amount of communication overhead. We assume that processors can cache the
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information on new labels received from the nodes processed by other processors. In
this case, for any given node it is sufficient to send its new label only once to every
process which has incoming edges from this node.
It follows that the quality of partitioning can be described by comparing the
actual number of communication paths under the current partitioning scheme to
the range of possible values. Thus, the lower limit is P − 1. The upper limit for all
nodes in the network is

P|P | 
i=1



|VPi | × (P − 1) = |V | × (P − 1). Therefore, we can

define the quality of partitioning Q according to Equation 4.1:
Q=1−

|Ecross | − P + 1
(|V | − 1) × (P − 1)

(4.1)

where |V | is the number of nodes in the network and |Ecross | is the actual total
number of edges which connect nodes assigned to a processor with at least one node
in the set of nodes assigned to every other processor. Obviously, for a given network
the quality of partitioning depends on the specific partitioning method used and
the number of processors. After we introduce some essential terminology related to
the partitioning scheme implemented in Parallel SpeakEasy, we will be able to use
Equation 4.1 to calculate the quality of partitioning of the networks we used in our
experiments.
When partitioning starts, one of the processors (called the reader process)
reads the input file and determines its basic properties (e.g., the number of nodes in
the network). Then the reader process assigns a set of nodes to each process and
communicates this assignment to other processors. Once every processor receives a
list of nodes to process, it can read the connectivity information pertaining to its
nodes from the input file.
Figure 4.1 shows the processors and nodes assigned to them. We call such
nodes internal since they are processed solely by a given processor. A set of all
internal nodes of a processor is called an internal partition. Internal partitions are
shown as regions inside fine dashed lines in Figure 4.1. All nodes which are not in
the internal partition are called external nodes.
Nodes in the internal partition of a processor may have incoming and outgoing
edges connecting them with other nodes in the internal partition or with nodes
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Figure 4.1: Nodes of the network distributed among the processors Pi , Pj , Pk , . . .
The color of each node corresponds to the processor to which the node is assigned.
A lighter shade of the color is used to fill shadow nodes kept by the processors
which have nodes with incoming edges from nodes assigned to other processors. Fine
dashed lines are used to surround internal nodes (the ones assigned to the processor)
while wider spaced dashed lines enclose the external shadow nodes (processed by
other processors). The solid line denotes all nodes associated with the processor
(internal and external shadow nodes).
processed by other ranks. Any connections between nodes in the internal partition
do not require any special treatment since label history of such nodes is readily
available to all other nodes in the same internal partition.
Outgoing edges from nodes in the internal partition to nodes processed by
other ranks do not participate in the process of selecting new labels for any nodes in
the internal partition. In contrast, incoming edges leading to nodes in the internal
partition of a processor from nodes processed by other processors are essential to
this processor’s label propagation activity. Every time an internal node adjacent to
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such edge is selecting a new label, the labels of all neighbors of this node, including
the node processed by another processor, are analyzed.
In order to increase performance and avoid excessive messaging of labels, a
copy of an external node is created in a partition of the processor which contains a
node adjacent to an edge from the external node. Such copy of an external node
is called a shadow node because it represents a cached copy of an external node
which is maintained by the processor for its own convenience and in order to lower
the communication overhead. In Figure 4.1 shadow nodes are shown as circles filled
with a lighter shade of the same color used for the processor which holds the original
nodes. The set of all shadow nodes from other processors maintained by a certain
processor is called an external partition of this processor. External partitions are
enclosed in regions inside wider dashed lines in Figure 4.1.
With respect to calculating the quality of partitioning, the |Ecross | term from
Equation 4.1 corresponds to the total number of nodes in external partitions of all
processors. As illustrated by Figure 4.4, for all outgoing edges from some node vf to
all nodes processed by some processor Pk , there is a single shadow node sPf k . Node
sPf k is part of the external partition of processor Pk but represents a shadow copy
of node vf processed by processor Pi . Therefore, the actual total number of edges
which connect nodes assigned to a processor with at least one node in the set of
nodes assigned to every other processor is equal to the total number of nodes in
external partitions of all processors. In other words, |Ecross | =

PP

i=1

|S Pi |, where S Pi

is the external partition of processor Pi .
After the node and edge data are read from the network file, it is necessary
to establish connections with other processors that reflect the connectivity of the
network. For every node processed by a processor which has an incoming edge from
a node processed by another processor, it is essential to establish a communication
path to receive new node labels.
Each processor communicates the list of nodes that it processes to the other
processors. Other processors match each node from this list against the nodes in
their external partitions. Whenever a match is found, the process that received the
list of nodes notifies the sender process that whenever a new label is selected for the

109

matching node the sender should send this new label to the receiver process. More
details about the process of updating node labels is given in the next section.
4.2.3.2

Reading and Partitioning Nodes in Distributed Memory Architectures

I/O system of supercomputers, and the IBM R System Blue Gene R /Q in
particular, is designed to efficiently handle concurrent requests from hundreds and
thousands of processors. In order to fully realize this potential, applications should
be working on input files structured in such a way, that each processor either has a
certain area within the file on which it performs I/O operations (so called file view),
or there is a constant offset between file areas handled by each processor (striding).
Among other things this requirement implies that any data fields within the file
have a fixed, predetermined size, so that each processor can immediately compute
the offsets within the file that determine its file view without the need to read any
common areas of the file. There are two file formats of network files that are likely
to be used with Parallel SpeakEasy. One of them is the edge list format (for sparse
networks), the other one is the adjacency matrix file (for non-sparse networks, e.g.,
complete graphs). Clearly, in both cases it would be a variable line length, text-based
format that does not satisfy the requirement of having fixed size fields. Storing input
network data in the traditional edge list format leads to very inefficient reading when
using parallel I/O, as demonstrated in Figure 4.2.
In order to take advantage of the parallel I/O bandwidth, we propose a
conversion process that would transform an input file from a commonly used edge
list or adjacency list format to a set of several files with fixed size fields. Converted
files can be written either in the binary or text form. Binary files are more compact
and therefore take up less space in the storage system and are faster to read and
write. Text files provide a higher degree of interoperability with other platforms (not
susceptible to the big-endian/little-endian dilemma and do not depend on different
representations of the same data types in different computing systems) and can be
easily read by humans. It is important to underline that even in the text format,
converted files have fixed field sizes. Apparently, it leads to a certain waste of space
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Edge list

Processor 0 Processor 1 … Processor N-1

Reads
Reads
Reads

[Source node id] [Destination node id]
1
2
1
3
Stored 3 times
4
7
1
28
8
9
3
6
12
7
min. 5 characters
.
(whitespace is required)
.
.
126
17
min. 7 characters
(whitespace is required)

Figure 4.2: The original format of the input edge list file. Node identifiers can occur
multiple times in the file if their corresponding edges have more than one incident
edge. The file has to be read sequentially from the beginning since lines of text might
have different lengths. All processors have to read the same data from the input file.
(e.g., the value of 14373 would be represented as “00000000000000014373” in a text
field with a fixed size of 20 characters). However, the advantage of being able to
easily calculate offset values for any data element within such a file, translates into a
reduction of time required to read the file which fully makes-up for the extra storage
space.
During the conversion process, first an input edge list file is read and analyzed
concurrently by all processes. As each process reads the input file, it selects the
nodes that it will be processing. If the node selection rule can be made so simple that
processors would not need to communicate this information to each other but could
rather rely on a common computational rule which all processes know in advance
then each processor can read the input file asynchronously and independently from
the other processors. In our implementation, the rule is simply a modulo operation
(i.e., some process p selects a node with identifier n iff nmodp is 0).
After all the edge list data have been read and nodes distributed between the
processors, each processor computes the offsets for the converted edge list file and
writes node identifiers and offset values to a Table of Contents (TOC) file. Offset
values are assigned on a sorted array of nodes, so that it is guaranteed that a node
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TOC
[Source node id] [Offset]
001
003
008
012

000
004
007
009
.
.
.

126

Edge list
Offset* [Destination node id]
000

002
003
028
005
006
015
027
001
009
007

004

207

007
009
.
.
.
207

Processor 1

4 characters
Processor 2

...
.
.
.

214
*

Processor 0

Processor N-1
017

4 characters

not a stored field, shows the value of the offset in the file

Figure 4.3: Converted edge list file represented as the TOC file and the edge file.
Each record in the TOC file contains a node identifier and the offset value which
refers to the edge file. Offset marks the beginning of the section which contains data
on edges (i.e., nodes incident to the node with the specified identifier). An edge
list contains single field records of edges (i.e., identifiers of nodes incident to the
corresponding nodes from the first field of the TOC file).
with a larger value of the identifier is assigned a larger value of the offset. The
structure of the TOC file is shown in Figure 4.3.
If the input network is weighted then an additional file is created containing
the weight information. The format of the weight file is exactly the same as that of
the edge file. If at least one edge in the input edge list file has a value of weight, then
the entire network will be considered weighted. Consequently, the output weight file
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will be the same size as if all edges in the input file had weight values given. For the
edges for which there was no value of weight in the input file, there will be special
value in the corresponding field of the output weight file meaning that the weight for
that particular edge is not available and should be assumed to have a default weight
value by the application that consumes the converted edge list files.
The structure of the converted edge file is deliberately made very simple. First,
the number of records in the output edge file equals the number of edges in the
network. All edges are treated as directed. If the network is undirected then it is
possible to pass a parameter to the converter which would symmetrize the network
by generating a return edge for every edge encountered in the input file. Second,
since every record consists of a fixed number of fields (one) and every field also has a
fixed size, the total number of edges can be trivially computed just from the size of
the edge file.
The ability to determine the total number of edges in the network without
the need to read any of the contents of either the TOC file or the edge file allows
processors to efficiently partition the edges instead of partitioning the nodes. Indeed,
each processor is capable of determining the edges which it will be processing without
the need to read the contents of any input files or to communicate with any other
processor. Since the label propagation algorithm runs in time proportional to the
number of edges, partitioning edges leads to the load balance which would not be
achievable with the node partitioning method.
However, to avoid excessive duplication of node data, the splitting of nodes
between two or more processors should be disallowed. In other words, all edges of
any given node should be processed by just one processor. This requires adjusting
the initial ranges of edges determined by the processor, so that they are aligned to
the node boundaries. In order to perform this adjustment, processors need to access
the TOC file as node data is only stored in that file. This, in turn, means that all
processors will be searching through the entire TOC file to locate the relevant node
boundaries. The TOC file is sorted by the offset value to facilitate efficient binary
search of the node identifier by the value of the offset.
Once each processor knows the offsets of edges for the first and the last node
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to process, reading the converted network can be done very efficiently by executing
collective MPI read calls by all processors. The entire conversion process is very
scalable and uses the parallel processing capability of the computing platform very
efficiently, as shown in Section 4.2.7.
4.2.4

Updating Node Labels
During the label propagation process each process iterates over the nodes in its

internal partition and for every node selects a new label from the history of labels of
the node’s neighbors. If the node has outgoing edges to external nodes (i.e., there are
shadow nodes for this node at other processes), it is necessary to send this new label
information to the corresponding processes to which such external nodes have been
assigned. In Parallel SpeakEasy this process is known as sending a new label. The
process of updating related processors with new label data is depicted in Figure 4.4.
Since a shadow node fully represents its corresponding original node in the
external partition of the related process, it is only necessary to send a new label along
the edge to the shadow node once. Multiple connections which might have existed
between the original node and its related nodes processed by another processor are
essentially replaced by a combination of a single link between the original node and
the shadow node and the corresponding number of edges between the shadow node
and the nodes in the related partition.
For instance, in Figure 4.4, the original network had three edges from node
vf in internal partition of process Pi to three nodes vl , vm , and vn from process Pk .
When it was determined that these edges cross the boundary between the processes,
essentially they were replaced by a combination of the shadow node sPf k and three
edges (sPf k , vl ), (sPf k , vm ), and (sPf k , vn ). Also, a virtual edge (vf , sPf k ) is shown to
represent the guarantee provided by process Pi to send new labels of node vf to
process Pk .
Some additional information also needs to be relayed along with the new label.
First, a node identifier is necessary to specify the node to which the new label belongs.
In addition, a global label count for this label is also required since the receiver
process might not follow the updates for this label yet (for instance, if none of its
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nodes either from internal or external partitions contain this label in their history
lists). A more detailed description of the global label count table and the way it is
updated is provided in the next section.

Figure 4.4: Shadow nodes and propagation of label updates. Colors and other
conventions are the same as in Figure 4.1.

4.2.5

Global Label Count Table
The global label count table is an essential data structure for the Parallel

SpeakEasy algorithm. The core SpeakEasy [37] method describes the global label
count table as one of the key components which enables the robustness of the algorithm. Combining top-down and bottom-up approaches to clustering is implemented
by a particular approach to label selection process which determines the new label
spoken to a node. This selection process chooses the most globally unexpected
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label among those available locally. The global expectation of candidate labels is
calculated using the global label count table.
In Parallel SpeakEasy the table is maintained by joint efforts of all the processes
in the system, as demonstrated in Figure 4.5.
Figure 4.6 shows how label count updates are collected by each processor.
During the label propagation process any changes in label counts are not written
directly to the partitioned global label count tables maintained by the processors.
Such changes are collected separately. Only non-zero changes are kept. At the end of
the iteration, each processor relays its label count update list to all other processors
using the non-blocking broadcast operation described in the next section. In addition,
each processor processes this list locally, recording the changes to the partitioned
global label count table.
4.2.6

Using Non-blocking Broadcast Operations to Update the Global
Label Count Table
In order to efficiently propagate updates to the global label count table to all

processors in the system, we designed an efficient non-blocking broadcast operation
presented in Figure 4.7.
The update tracks the processor range to which it should be delivered (starting
from the range of processors [P0 , P7 ). Every processor, starting from the root
processor of the transmission, determines which subrange or subranges the update
message has to be relayed to. The subranges are always centered around the process
which is currently sending the message. As the update message travels through
the processors, its processor range is changed to reflect the subrange to which it is
relayed. When the processor range shrinks to one processor, the update message
propagation is complete, and no further relaying is necessary.
Each process participating in relaying the label count update message from some
other process participates in this exchange autonomously and largely independently
from the other processes. Whenever an update message is received, its metadata
is analyzed to determine the original root processor which initiated the transfer
and the current processor range recorded with the message. This information is
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Figure 4.5: The partitioned global label count tables and the virtual combined
global label count table. Boxes next to each of the nodes represent label history
lists. Each label history list has a fixed size defined by a user-supplied parameter
numHistoryLabels. lq , lm , and lr are labels, cq , cm , and cr are the corresponding
global counts of labels. A circle with a Σ inside represents a summation of the count
of labels from individual label history lists (the same label can occur more than once
in the history of a node). The resultant count values are stored in partitioned global
label count tables of the processes where those labels are present in label history
lists.
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Figure 4.6: Collecting and maintaining the updates for the global label count table.
Each processor maintains a list where it tracks the updates in label count for the
labels found in the history lists of nodes which belong either to internal or external
partitions of the processor. The crossed out entry in the update list shows that if the
accumulated change in label count across all nodes (both in internal and external
partitions) of the processor during a certain iteration is zero, there is no need to
keep this update nor to send it to the other processors.
sufficient for a processor to determine if the message should be relayed further or not.
If the message is relayed, it can be sent either to one of the processor’s subranges
(either left or right) or to both of them, as necessary. In the latter case, a copy of
the message is created. Then the processor range data in each of the two update
messages which are about to be sent are updated with the proper subrange values.
Finally, the message or messages are sent to the processor or processors located down
the tree from the current sending processor. The number of levels in the relaying
tree is logarithmic in the number of processors.
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Figure 4.7: Non-blocking broadcast of the global label count table updates. In this
example, there are 8 processors (P0 through P7 ). The initiator (the root node which
initiates this particular global label count table update) is processor P1 . Process
subranges to which the update message is relayed are circled with the color that
matches the color of the processor which currently relays the message. Solid arrows
represent relaying an update message from one process to another. Dashed arrows
have the same meaning as solid arrows but additionally indicate a wrap-around of
processor numbers. A crossed-out arrow indicates that there is no need to further
relay the update message.
4.2.7

Performance Evaluation

4.2.7.1

Social and Bio-Medical Networks

The networks used to evaluate the performance of Parallel SpeakEasy were
selected to represent large real-world social and bio-medical applications. which are
traditionally challenging for community detection algorithms due to high levels of
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noise and a high degree of overlap. The main properties of the datasets used in
experiments are summarized in Table 4.1.
Youtube is primarily a platform for sharing video. However, there are certain
features (e.g., the ability to like certain videos or subscribe to certain channels)
characteristic of social networks [38]. In Youtube social network [39], edges correspond
to friendship relations which users can establish. Additionally, users can form groups
and have other users join them.
LiveJournal is the same network that we used to evaluate the performance of our
multithreaded parallel implementation of SLPA described in Chapter 3. The network
of users is connected to each other through self-declared friendship relationships.
Similarly to Youtube, LiveJournal users can also form groups [27].
The methylation dataset describes the distribution of methyl groups on DNA
(which helps to control which genes are transcribed). Since methylation are arranged
linearly along DNA, there is some basis to suggest that in the same chromosome all
sites should be placed into the same initial partition, as they are more likely to show
interactions.
Table 4.1: Networks used to evaluate the performance of Parallel SpeakEasy.
Network
com-Amazon
com-Youtube
com-LiveJournal
methylation

4.2.7.2

Number of nodes
334, 863
≈ 1.13×106
≈ 3.99×106
5, 000

Number of symmetrized edges
≈ 1.85×106
≈ 5.98×106
≈ 69.36×106
50×106

Shared Memory Architecture

A hyperthreaded Linux system operating on a Silicon Mechanics Rackform
iServ R420.v4 machine was used as a shared memory platform. The server is equipped
with 32 cores organized as four Intel XeonTM E5-4620v2 (2.6 GHz, 8-core, 20 MB
Cache) central processing units operating over a shared 1 TB of Random Access
Memory (RAM) (32 x 32 GB DDR3-1600 ECC Registered 4R DIMMs) running at
1600 MT/s Max.
The quality of partitioning calculated according to Equation 4.1 for the datasets
used in experiments and the number of processors ranging from 2 to 48 is shown
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Figure 4.8: The quality of partitioning computed according to Equation 4.1.
in Figure 4.8. The methylation network is a complete graph. Therefore, no matter
how hard we try to partition it well, it will not matter: the number of new labels
each processor would have to send to the other processors is going to be the same,
irrespective of the partitioning method or the number of processors.
As demonstrated by the values of Q for the com-Youtube dataset plotted
in Figure 4.8, generally, the quality of partitioning increases as the number of
processors grows. In fact, it is something to be expected, given the definition of
the quality of partitioning which we are using. According to this definition, for a
given network, the larger the number of processors, the larger the term |V | × (P − 1)
which corresponds to the worst case partitioning outcome. If the partitioning method
performs consistently as the number of processors grows, it will yield better results
(relative to the partitioning the same graph using the same method but for a lower
processor count) since the worst case boundary value of the partitioning quality is
pushed further away.
Of course, it does not mean that increasing the number of processors should
be expected to be an easy way of increasing the quality of partitioning. Instead, the
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value of Q should be thought of as a measure of how well we did partitioning the nodes
between processors as compared to all possible ways to partition an arbitrary graph
of this size (in terms of the number of nodes) among a fixed number of processors.
It does not necessarily mean that we can possibly achieve better partitioning for
the given network, nor does it mean that increasing the processor count is going
to reduce the amount of communication overhead. However, the value of Q can
be successfully used to measure the quality of partitioning produced by different
community detection methods for the same graph and among the same number of
processors. In addition, Q characterizes the amount of communication overhead
that Parallel SpeakEasy is going to experience when processing a particular dataset.
Therefore, it can be used as a way to estimate the expected performance of the
consensus clustering relative to other graphs of similar sizes analyzed with the same
range of processor counts.
We already discussed the case of the methylation dataset which is guaranteed
to have the partitioning quality of 0 due to being a complete graph. In the other
extreme case, for an arbitrary network we can have only one node assigned to each
processor. The value of Q in this case is guaranteed to be 1 since no matter how we
distribute the nodes among the processors, we will not be able to reduce the number
of edges that go across the processor boundaries. Clearly, such an arrangement is
not likely to result in the best runtime performance.
We analyzed the performance of Parallel SpeakEasy by running the code in
the test environment described above and collecting timing information. Since our
major goal was to determine the scalability profile of our implementation, timings
cover the label propagation stage. The running time of this part of the algorithm
provides a good measure of the overall cost of communication overhead and time
losses incurred by synchronization of the processes which are the most significant
timing factors limiting the scalability.
While the time which the code spends running other parts of the algorithm
can be significant from the user’s standpoint, there are usually limited methods of
improving those times. For instance, reading the input file can take a significant
amount of time and depends not only on the number of nodes and edges in the
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network but also on other factors. Being text files, input networks can specify weights
of the edges with varying precision which has a tremendous effect on the file size.
Also, representing a particular network either as an edge list or an adjacency matrix
can make a big difference in the size of the file and, consequently, in the amount
of time it takes processes to read the network data from the input file. Generally
speaking, input/output (I/O) are not considered in our performance analysis. The
reason for that is that the scalability of those operations is in many cases limited by
the sequential nature of performing I/O on a single file, as well as the underlying
software and hardware implementations of the I/O system rather than by the design
of the Parallel SpeakEasy algorithm.
The total label propagation time consists of the time necessary to perform the
initialization of label propagation and the global label count table, maintain and
update the global label count table, and maintain node label history and exchange
new label data. It also includes time the processes spend waiting for new labels and
global label count table updates from other processes (synchronization losses).
Figures 4.9, 4.11, and 4.13 show the time it took to perform the label propagation process for each of the datasets that were used in our experiments under the
varying number of processors (2, 8, and 32) and number of iterations (10, 25, and
50). As we can observe from the plots, for all the datsets and all different values of
the number of iterations, the label propagation time increases almost linearly (except
for the com-Youtube network analyzed on 2 processors). However, the running time
increases much slower than the number of iterations. (Typically, increasing the
number of iterations from 10 to 50, i.e., 5 times, results in only a 1.5–3 times longer
label propagation running time.)
Speedup and efficiency data are presented in Figures 4.10, 4.12, and 4.14. For
the speedup and efficiency plots, the number of iterations numIter which resulted in
the best overall performance has been selected. It should be noted, however, that as
shown in Figures 4.9, 4.11, and 4.13, there were no significant differences in speedup
and efficiency for different values of numIter.
Generally, we observe that key scalability performance indicators are consistent
across the datasets used in our experiments. Both social networks, com-LiveJournal
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and com-Youtube, demonstrate efficiency above 0.2 for the number of processors
varying between 2 and 32. The speedup and efficiency are somewhat higher for
the com-LiveJournal dataset which might indicate that the larger the network (of
course, within the processing capacity of every participating processor), the more
payload each processor has to carry, thus offsetting the fixed costs of starting multiple
processes and organizing the messaging between them. com-LiveJournal is more
than 3 times the size of com-Youtube in terms of the number of nodes and more
than 10 times in terms of the number of edges. If this additional load comes with a
more modest increase in the communication and synchronization overhead, we can
rightfully expect an increase in performance.
The methylation dataset stands out from the rest of the networks by showing
remarkable values of both speedup (over 9 at 48 processors) and efficiency (close to
0.4 at 48 processors). It can also be observed that unlike the other two networks,
the methylation dataset does not exhibit a significant drop in efficiency at 48
processors. The explanation can be twofold. First, despite the large number of
edges (methylation is a complete graph), the number of nodes is very low. So, it’s
a much smaller network in terms of the number of nodes than our other datasets.
Second, the specific partitioning method used to assign nodes to processors does
not matter for the methylation dataset. In a complete graph, no matter how we
partition the nodes, all methods will do equally good (or bad). This results in a very
symmetrical distribution of load among the processors and very stable communication
patterns. The performance data for the methylation dataset once again emphasizes
the importance of correctly interpreting the value of partitioning quality, discussed
earlier. As we can see, the best performance indicators among all datasets that we
tested were obtained for a network with the guaranteed partitioning quality of zero.
The degradation of performance which we can see at 48 processors is explained
by the architectural features of the underlying hardware platform. Our server has 32
cores, each of which is a two-way hyperthreaded computational engine. Therefore,
the total number of processors reported to the operating systems and available
to run system and user programs is 64. However, since hyperthreaded cores are
not completely independent from each other and share certain resources of the
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computational core, employing more than 32 processors to perform the computation
will incur performance degradation. This is exactly what we see in Figures 4.10, 4.12
for all networks that we used in our experiments.

Figure 4.9: Label propagation time of community detection in the com-Youtube
network, measured in seconds for all three values of numIter (10, 25, and 50) used
in the experiments.

4.2.7.3

Distributed Memory Architecture

In our experiments we used IBM R System Blue Gene R /Q supercomputer
stationed at The Computational Center for Nanotechnology Innovations facility at
RPI, Troy, NY.
As outlined in Section 4.2.3.2, converting the traditional text-based edge list
file format to a set of fixed field length files consisting of the TOC, edge file, and
potentially the weight file can be expected to have important advantages in terms
of processing time and parallel scalability. We tested the parallel performance of
the file conversion code by measuring the time it takes to convert an input edge
list file into a set of output files suitable for efficient parallel processing. The total
conversion time is comprised of the time it takes to read the input edge list file and
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Figure 4.10: Speedup and efficiency of community detection in the com-Youtube
network. The data are given for the case of numIter = 25.

Figure 4.11: Label propagation time of community detection in the com-LiveJournal
network, measured in seconds for all three values of numIter (10, 25, and 50) used
in the experiments.
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Figure 4.12: Speedup and efficiency of community detection in the com-LiveJournal
network. The data are given for the case of numIter = 10.

Figure 4.13: Label propagation time of community detection in the methylation
network, measured in seconds for all three values of numIter (10, 25, and 50) used
in the experiments.
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Figure 4.14: Speedup and efficiency of community detection in the methylation
network. The data are given for the case of numIter = 10.
the time it takes to partition the nodes and edges between the processors, convert
the edge list information into sorted lists of nodes and edges, and collectively write
the output file. We can expect the reading phase to exhibit little, if any, scalability
due to the fact that different processors are concurrently reading the same parts of a
single file, and each processor has to read the entire file. The conversion operation is
performed concurrently and independently by each processor with no need for any
kind of synchronization or communication between the processors. Therefore, this
component of the algorithm should scale very well. The fact that each processor
writes only to its dedicated section of each output file and the usage of collective
MPI write calls suggests that the writing phase of the conversion process should
scale well but not perfectly.
The results for the com-Amazon, com-Youtube, and com-LiveJournal datasets
presented in Figures 4.15–4.17 support our expectations about the scalability of
different stages of the conversion process. Since the reading time is relatively small
compared to the converting and writing time, the overall parallel efficiency remains
high. We can observe that, in general, using 32 computing nodes reduces the total
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Figure 4.15: Edge list file conversion time, measured in seconds, for the com-Amazon
network.
execution time of the conversion code by a factor of approximately 4 to 8 as compared
to running on a single node, depending on the network. The factor that limits the
scalability is the reading time which either remains almost constant or decreases just
slightly as we increase the number of processors.
According to Algorithm 3, we can distinguish three phases of SpeakEasy
execution. First, processors partition the network (i.e., each processor determines
the section of the input file that it reads, ensuring that there is no overlap with any
other processor) and read node information from the TOC file and edge information
from the edge file. Then, the label propagation part of the algorithm is performed. It
consists of certain initialization tasks (e.g., populating the history of labels which has
some fixed depth numHistoryLabels, creating and initializing label histograms, etc.)
and the label exchange process repeated numIter times. At the beginning of each
iteration processors exchange information on the most current label counts, so that
each processor can update its local section of the global label histogram with labels
that it will need for the next iteration of the label propagation loop. At the end of
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Figure 4.16: Edge list file conversion time, measured in seconds, for the com-Youtube
network.
each iteration, processors update each other on the new labels that were selected for
their internal nodes during that iteration. This communication allows processors to
stay current with the history of labels for their external (shadow) nodes. Finally, after
the set number of label propagation iterations has been performed, processors extract
community information from label histories and carry out consensus clustering.
Due to the fact that we converted the input files into a format which is optimized
for parallel I/O, we should expect good scalability of the input file reading process.
It should be especially true for the operations that involve reading the edge file. On
the other hand, searching through the TOC file and reading it might not scale as well
since there is a chance that several different processors might be accessing the same
sections of the file but at slightly different moments in time. This would force the
I/O system to read the same file data multiple times, thus hurting the performance.
Label propagation initialization time largely depends on the value of the label
history depth (numHistoryLabels). The time required to initialize label histories
is expected to dominate any other initialization tasks. Essentially, initializing label

130

2500

2000

1500

Reading and decoding
Converting and writing

1000

500

0
1

2

4

8

16

32

Nodes (32 tasks/node)

Figure 4.17: Edge list file conversion time, measured in seconds, for the comLiveJournal network.
history of depth numHistoryLabels should be roughly equivalent to the running
time of numHistoryLabels label propagation iterations. Both label propagation initialization and the label propagation process itself should exhibit excellent scalability,
since there is no communication between the processors happening at this stage.
Therefore, each processor can go through this phase of the algorithm experiencing
no synchronization overhead of any kind.
In contrast to this, the label update time and the global label histogram update
time might not scale very well. The reason is that the total amount of data that
processors need to exchange does not depend on the number of processors, i.e., it
remains almost constant. The communication overhead is also not improving as
the number of participating processors grows. In fact, we might experience longer
communication times as we increase the number of processors.
Figures 4.18–4.20 provide the running times of different stages of SpeakEasy
algorithm for the com-Amazon network. The total community detection time is the
sum of all the time components described above. For this network we can see that
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Figure 4.18: Input file reading time in the com-Amazon network, measured in seconds
for numIter = 100.
searching and reading the TOC file shows some irregular timing behavior, most likely
due to the fact that the dataset (and therefore the files) are relatively small. However,
we anticipated that this component might not scale well. Besides, these operations
represent only a small portion in the overall timing balance, so their influence on
scalability is very limited. The behavior of all other timings is completely in line
with our expectations. We observe little to no improvement in the execution time at
and above 16 processors. It is explained by the fact that the network is relatively
small, so at larger processor counts those components which exhibit good scalability
are becoming so small in terms of the time they take to complete that other factors
which are constant or nearly constant start to dominate. In fact, here we see that
we are hitting the limit predicted by the Amdahl’s law. Overall, the total running
time is improved by a factor of about eight at 16 to 32 nodes as compared to a single
node execution.
In Figures 4.21–4.23 we observe the parallel behavior of the label propagation
process for the com-Youtube network. This network is somewhat larger than the
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Figure 4.19: Label propagation time in the com-Amazon network, measured in
seconds for numIter = 100.
com-Amazon dataset. This is why we see slight improvements in some of the timing
components (in particular, searching and reading the TOC file does not exhibit any
increases in the execution time as we increase the number of processors). Overall,
the scalability on the com-Youtube network is very similar to what we observed
on the com-Amazon graph. The total speedup is about nine at 16 to 32 nodes as
compared to a single node configuration.
Finally, Figures 4.24–4.26 present the running times for com-LiveJournal,
the largest of the networks that was used in our experiments. According to our
expectations, a larger dataset should benefit from more processors to a much higher
degree than smaller networks. Indeed, from the timing plots we can see that for
all components which we designated as highly scalable, the running times continue
to improve all the way to the highest number of processors tested. In terms of the
overall speedup, com-LiveJournal network can be processed almost 19 times faster
at 64 nodes than with a single computing node.
In order to illustrate the results of Parallel SpeakEasy, we performed community
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Figure 4.20: Total community detection time in the com-Amazon network, measured
in seconds for numIter = 100.
detection for a well-known small (115 nodes and 1226 edges) real-world American
College Football network which appeared in [40]. However, the original graph had
several mistakes (multiple edges between the same pair of edges, conference names
not matching the actual conferences in the season, assigning all independent colleges
to a single ground truth community, etc.), as described in blog [41]. Therefore, we
used a modified American College Football network [42].
Figure 4.27 shows values of seven quality metrics (Variation of Information
(VI) and Normalized Mutual Information (NMI) based on information theory; Fmeasure and Normalized Van Dongen metric (NVD) based on cluster matching;
Rand Index (RI), Adjusted Rand Index (ARI), and Jaccard Index (JI) based on
pair counting [43]) for the community structures detected by Parallel SpeakEasy
in the American College Football network. In order to collect the data for these
plots, extraction of community information from label histories and computation of
community detection quality metrics was performed before the first iteration (but
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Figure 4.21: Input file reading time in the com-Youtube network, measured in
seconds for numIter = 100.
after initializing the history of labels) and after each of the 50 iterations. All metrics
were computed using the Parallel Toolkit [44].
It can be observed that community quality generally improves (or at least
does not degrade) as iterations progress. Initially, during the first few iterations, all
community quality metrics improve quite significantly but after about 25 iterations
there are no more visible improvements. This is something to be expected, given
the fact that the depth of the label history was set to 25 in those experiments. For
all metrics, the best absolute values are very strong, indicating that communities
discovered by Parallel SpeakEasy are meaningful and match the ground truth. It
can be visually verified by observing communities detected in the American College
Football network in Figure 4.28.
Network visualization in Figure 4.28 shows ground truth (teams are known to
be part of conferences) and detected communities. From this figure it follows that
detected communities are almost identical to the ground truth communities. The
only difference is that the Southeastern conference is split into two communities.
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Figure 4.22: Label propagation time in the com-Youtube network, measured in
seconds for numIter = 100.
(However, splitting a community into several parts preserves the consistency of the
detected community structure with respect to the ground truth.) Colleges which
are not associated with any conference (so called independents) are visually grouped
together in the right part of the plot. Parallel SpeakEasy mostly assigned these
colleges to other conferences (e.g., Navy and Notre Dame are placed in the Big
East conference) or grouped them together in a single community (like a group
which consists of Central Florida, Louisiana Tech, Middle Tennessee State, Louisiana
Monroe, and Louisiana Lafayette). In both cases it makes sense given the fact that
those colleges are not part of any conference but might have had more games with
specific colleges from a certain conference to which they are close geographically. It
can be concluded that communities detected by Parallel SpeakEasy in the American
College Football network are consistent with the ground truth.
Finally, network visualization in Figure 4.29 shows the assignment of nodes to
processors (four processors were used for this experiment). From this figure it can be
seen that although sometimes clusters of nodes which end up in the same community
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Figure 4.23: Total community detection time in the com-Youtube network, measured
in seconds for numIter = 100.
are assigned to a single processor (e.g., a group of seven nodes which belong to the
community denoted by red are assigned to processor 3 or a group of five nodes which
belong to the community denoted by orange and appears to form almost a clique
are assigned to processor 0), it is definitely not guaranteed to happen very often.
Overall, a significant number of edges cross the processor boundaries. However, the
number of edges that have both endpoints processed by the same processor is also
significant, so community detection can be performed efficiently.

4.3

Conclusions
Applications of Parallel SpeakEasy to real social and bio-medical datasets

indicate that it can efficiently detect overlapping communities in large networks.
Good scalability makes it possible to select the appropriate hardware resources
which are sufficient to provide the desired performance. We introduced several novel
approaches to ensuring efficient exchange of data between the processors during the
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label propagation process and maintaining the global label count table used by all
processes. Since Parallel SpeakEasy is capable of analyzing the community structure
of weighted and directed networks, further improvements of performance may be
expected by applying the edge weighting method described in [45].
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CHAPTER 5
SYNERGY LANDSCAPES: A MULTILAYER NETWORK
FOR COLLABORATION IN BIOLOGICAL RESEARCH
5.1

Introduction
Biologists frequently have a deep understanding of the experimental and disease

relevance of specific molecules. In contrast to the historical emphasis on developing
highly specific knowledge, omics technologies, which can measure several thousands
of molecular features simultaneously, have increased the breadth of knowledge about
the molecular interactions that carry out biological functions. It is challenging
to simultaneously perform detailed research on a core topic of interest and also
understand the relevance of hundreds of molecules that are connected to this core via
molecular networks. Collaboration enables combining expertise among researchers
and conducting experiments that are both highly detailed and reflect the new
information in omics data. Yet, finding researchers to create synergistic effects is
challenging when a single molecule may be relevant to many biological processes,
each of which has its own complexity and nomenclature. Furthermore, the omics
technologies that assess these interactions are evolving and growing, creating complex
molecular networks that link researcher interests, but are rarely used in guiding
researchers to beneficial collaborations.
Public calls for return on investment in biological research do not seek incremental scientific advances. Instead they call for transformative insights that will
substantially improve patient care. Big data resources in biology may be one path
to creating such insights. However, in the face of unprecedented data sources the
Portions of this chapter previously appeared as: K. Kuzmin, C. Gaiteri, and B. K. Szymanski,
“Synergy Landscapes: A multilayer network for collaboration in biological research,” in Proc.
Advances Network Science: 12th Int. Conf. and School (NetSci-X 2016), Wrocław, Poland:
Springer, 2016, vol. 9564, pp. 205–212.
Portions of this chapter previously appeared as: K. Kuzmin, X. Lu, P. S. Mukherjee, J. Zhuang,
C. Gaiteri, and B. K. Szymanski, “Supporting novel biomedical research via multilayer collaboration
networks,” in Applied Network Science, vol. 1, p. 11, 2016.
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expert consensus is that the field of biology increasingly favors “safe” research that
does not challenge the status quo of the field [46].
According to Smalheiser et al. [47], there are two extreme cases of how collaboration is established. One is a passive approach when one side, a supplier, of the
relationship assumes a “vendor model" by providing only a minimal set of well-defined
resources to the receiver who is typically the initiator of the collaboration. The
other extreme case is an active model where two parties are fully engaged in the
collaboration, carry equal responsibility, and receive equal credit for the work. There
is also a wide range of possibilities between those extremes which can be potentially
very productive but are very hard to initiate due to uncertainty associated with the
need to agree upon many essential details. As a proposed solution, [47] introduces
a set of guidelines which describe several possible engagement levels (the minimal
level and a number of higher levels) that can be used by a supplier and a receiver
to negotiate the terms of the collaboration. Our goal is also to support potential
collaborations that can emerge from the middle area between two extremes. We
utilize molecular networks to promote innovative, unbiased science, while minimizing
career risk; we identify and connect researchers whose topics of study are “nearby” in
molecular networks. Essentially, when molecules A and B interact biophysically, we
suggest that researchers of molecule A and B should interact scientifically to explore
their related interests.
By mirroring molecular organization in science, we decrease historical bias
while appealing to pre-standing interests, which makes collaboration less costly.
For instance, one scientist may have negative findings related to a molecule in
the context of cancer, while those results can be useful to another scientist who
studies interacting molecules in schizophrenia. The links between their research,
which share no overlapping keywords, can only be found through the structure of
molecular networks, which connect the molecules they study. These collaboration
recommendations not only make use of big data (in the form of molecular networks),
but are resistant to historical bias and can be updated as new or specialized molecular
data become available. In short, by following paths in molecular data, we can begin
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to construct rational scientific communities, as we alert researchers to the hidden
potential of their existing research.
To identify innovative collaborations, we merge molecular interaction networks
with authorship information related to specific molecules, to create a multilayer
network structure. The initial components of our multilayer networks are: (i) collaboration networks of bio-medical coauthors, (ii) networks of molecules interacting in
bio-processes and papers describing them, and (iii) networks of bio-processes involved
in different diseases.
We can then mine this multilayer network for path density between researchers
to predict collaboration potential. In theory, any molecular network can be used
to link researchers, and indeed such resources are evolving rapidly, with increasing
accuracy, genome-wide coverage, and disease relevance [48], [49]. Different types
or contexts of molecular networks may be most relevant to particular researchers;
for instance, researchers who work with drosophila may wish to use interactions
identified in data from that species to predict their ideal collaborators. As new
interaction data become available, these adjustments to the molecular interaction
component of the multilayer network will warp the distance between researchers and
highlight new potential collaborations.
The Synergy Landscapes project introduces a novel multilayer network approach
to fostering innovation and collaboration among bio-medical researchers. It aims to
combine multiple networks to establish new collaborative links between researchers,
molecules, and diseases. This will enable, for example, identifying researchers
who may collaborate in previously unknown ways to address complex diseases and
tremendously impacting medical innovation and efficient disease research. The total
effect will be synergistic, beyond a simple sum of the components.

5.2

Related Work
One of the key concepts of the Synergy Landscapes [50] project is to establish

new collaborative links between different types of entities (molecules, authors, publications, etc.) Therefore, it is natural to combine those elements into a single data
structure that should provide efficient means of storing, manipulating, and mining
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this information. While methods of the classic graph theory can be easily applied to
the data primitives we have to model (e.g., molecules, authors, and publications can
be represented as nodes, whereas edges can correspond to the relationships between
the entities), combining elements of different kinds with possibly multiple types of
relations between them requires a more complex data structure. In the following
paragraphs we provide an overview of the existing approaches to overcoming the
traditional limitations of the homogeneous monoplex networks and justify the choice
we made for our project.
Another essential property of our system is the relevance of the collaborations
that we identify or, more broadly, the quality of predictions made by our method. A
natural way to express the relevancy of the query result is to rank the output. In the
last part of this section, we discuss several existing ranking methods. This discussion
should provide sufficient background to understand the approaches implemented in
our solution which are described later in section 5.4.
5.2.1

Multilayer Networks
The idea of combining several different but related datasets into a single

multilayer network is widely used in complex systems. De Domenico et al. [51]
define multilayer networks as networks which contain entities with different sets
of neighbors in each layer. The applications of multilayer networks are mostly
found in sociology and social information systems. A comprehensive review by
Boccaletti et al. [52] contains a detailed description of the properties and structural
and dynamic organization of networks that represent different relationships as layers.
Such networks have shown utility in economics, technical systems, ecology, biology
and psychology. We include molecular interaction networks as a novel layer in
Synergy Landscapes. These networks originate from many experimental sources and
model organisms. In many omics analyses it is now standard to project results onto
these networks structures, to identify the overall functional role of the results or
additional related molecules. Many free and commercial online tools are available
for this purpose (e.g., [53] and [54]). At the same time, methodologically related
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studies of co-authorship and human social networks have emphasized the relevance
of network structure in determining patterns of collaboration [55].
5.2.2

Collaboration Networks
With the focus in recent years on researching social networks, collaboration

networks among scientists have also been explored. The earliest work in this field by
Newman et al. in 2001 [56] defines these networks. In these networks, a scientist
is represented by a node. Two scientist nodes are joined via an edge only if they
have been co-authors in a publication. Note that these edges are unweighted. Such
networks can be used to explore social connections among scientists. These networks
have been studied and the various network metrics calculated in [56] and [57].
These measures include means and distributions of the number of edges, clustering
coefficient, average distances between scientists in a network, and centrality measures
like closeness and betweenness centrality.
Recent work by Bian et al. [58] goes beyond such traditional metrics. The
networks themselves are slightly different — the edges are weighted based on the
number of collaborative grants awarded to the relevant pair of scientists, instead
of co-authorships. Multi-year grants are counted for every fiscal year. On these
enhanced networks, the “leaders”, or the most influential scientists are identified
by various centrality measures and rank aggregation techniques. Furthermore, new
collaborations are suggested using the Random Walk with Restart (RWR) algorithm.
However, this research does not take into account connections between scientists
who might be working on related topics but who might not have collaborated.
Guimerà et al. [59] explored how teams of collaborators are formed and the
effect of the team’s structure on its performance. According to their model, teams
consist of newcomers and incumbents. The distribution of edges which correspond
to different interactions between these two types of team members determines the
overall team profile, like the level of innovation or diversity. The evolution of the
network is characterized by a phase transition during which a large connected cluster
is formed from many small clusters. This large connected cluster corresponds to a
wide network of social and professional interactions which span across institutional
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boundaries. It is also shown that teams which publish in high-impact journals (it can
be used as a measure of the performance) tend to have a larger relative size of the
giant component. In our work, the goal is to suggest potential collaborations which
would contribute to this phase transition and increase the performance of teams.
5.2.3

Heterogeneous Information Networks
In recent years, data mining in Heterogeneous Information Networks (HINs)

has gained popularity. We can colloquially define a HIN as a network with nodes
and edges of different types. In [60] Gong et al. give a formal mathematical
definition and describe a Social-Attribute Network (SAN) which is an example
of a heterogeneous network. HINs are widely used to model and study different
types of networks in various fields, like social sciences, biology and medicine, and
transportation, as well as across the fields (e.g., scientific collaboration networks). The
fact that heterogeneous networks include different types of entities and relationships
in many cases significantly simplifies the process of mapping the properties of objects
being studied to the attributes of network entities, as compared to homogeneous
networks. For example, in the dblp computer science bibliography [61] database
one node can represent either a publication or an author. Publications and authors
are connected with relationships, such as “co-author”, “cite” and “cited-by", and
“publish" and “published-by". Multilayer networks and HINs, though they have
different terminologies, can be essentially treated as networks with multiple types of
nodes, while HINs highlight the different types of relationships among the nodes.
Problems including link prediction, recommendation, clustering, entity matching, and ranking have been studied in the context of HINs in the last several years.
An early work, [62], proposed co-ranking of authors and publications in academic
collaboration networks. It extends the original random walk algorithm for ranking
entities by considering the probability of a surfer jumping between the co-authorship
network and the citation network so that authors and publications are ranked
simultaneously.
In order to extract semantic meanings of the data, meta-path [60], which is
a sequence of edge types, is proposed for extracting the heterogeneous features
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for a pair of nodes. The starting time of collaboration between two researchers is
predicted according to the number of instances of different meta-paths they have in
common [60].
5.2.4

Ranking Methods
In order to provide users with relevant lists of recommended potential collab-

orators, we apply ranking algorithms to the co-authorship networks to locate the
researchers who are working on the molecules related to the molecule of interests.
Among various ranking algorithms, PageRank [63] has been shown to correctly order
items across a wide variety of applications. It uses the random walk model where
at each step of the simulation a surfer jumps from one node in the network to
another neighboring node with a certain probability. After a sufficient number of
jumping steps, the probability of the surfer staying at a particular node represents
the importance of this node. To avoid trapping the surfer in nodes without any
outgoing edges, when such a node is encountered, the surfer will jump to a random
node with certain probability at each step after arrival. The publication of the
original PageRank algorithm resulted in numerous papers published to extend the
original method, e.g., Tong et al. [64] proposed to use community structures of the
network in order to speed up the computation of PageRank. In order to provide
personalized recommendations, a sub-network can be constructed dynamically and
serve as input to the PageRank algorithm.
Although the PageRank algorithm manages to provide a robust and reliable
ranking order, it does not guarantee that the computation will finish quickly. Since
users send queries to the server expecting to receive a response in a few seconds,
PageRank algorithm cannot be used. For these reasons, we consider the matrix
factorization algorithm which is often used as one of the alternatives to the PageRankbased recommendation. It factorizes the adjacency matrix of a large network into
two matrices in which the row or column represents the attribute vector of one item.
The product of attributes vectors of two items can be interpreted as a measure of
similarity between them and thus can be used for ranking recommendations. The
benefit of this approach is that the factorization algorithm can be executed in advance
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and the obtained attribute vectors can be stored in the databases. Thereafter, given
an item in the network, the items most similar to it can be precomputed using the
inner product of attribute vectors resulting in fast recommendations.

5.3

Synergy Landscape Concept and Use
Here, we introduce a unified solution to the dual problem of diverse causes of

complex diseases and barriers in scientific collaboration. Our idea is that if molecules
A and B interact, the researchers who study molecule A could benefit from interacting
with those who study molecule B. The combined effect is achieved by connecting
researchers and resources through the structure of molecular interactions.
The first use we consider is designed around the ways a typical scientist can
utilize Synergy Landscapes to increase funding and publications. The ultimate
objective is to suggest customized, optimal research directions and collaborators for
users. The Synergy Landscapes multilayer network will be accessible as a website
searchable for molecules or people based on a user supplied list of query terms. The
output will resemble a personalized newsfeed based on the specific interests of the
user.
The search engine will traverse edges in all three component networks in paths
that enable discovery of “neighboring” scientists, ideas, and resources. Multiple
molecular networks can be used to individually or collectively compute researcher–
researcher distances and to predict research synergy. As new omics resources become
available they will facilitate customized research landscapes and updated distances
between researchers. For instance, researchers who primarily utilize Drosophila will
find molecular interactions in that system most relevant to guiding them to collaborators by selecting a drosophila-based molecular network and then surveying the
landscape around them. Adding new interaction knowledge to Synergy Landscapes
acts like a molecular wormhole — bringing some researchers who were previously
distant into close contact.
To detect less obvious potential collaborators who could contribute to highly
innovative research we will classify adjacent researchers into those who are within
the user’s community (defined by co-authorship clusters or location) vs. those who
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link to other research communities. The latter, which can be highlighted in the user
interface (UI), may be ideal partners for interdisciplinary projects.
The Synergy Landscapes will also provide data to thoroughly study patterns
of innovation and significance in research, and then to facilitate high-impact findings.
Thanks to the availability of date-stamped and cross-referenced publications, it is
possible to track the origin of influential trends in terms of how they are positioned
in the molecular and coauthorship networks. This enables predicting topics and
pairs or groups of researchers who are likely to collaboratively produce valuable
findings. When such a matching is predicted, users can receive notifications whenever
a “nearby” publication appears meaning that potential collaboration can result in a
high-impact paper.
Institutions can utilize the hybrid network of researchers and molecules to
improve efficiency and to organize collaborations across thousands of researchers.
Synergy Landscapes creates an expansive definition of the molecules and humans that
are relevant to a particular topic. In practice, by identifying their core molecules of
interest, conference organizers can identify a radius of related researchers, even when
those researchers do not formally belong to the field nor study molecules that are
traditionally associated with the field. In this way conference organizers can recruit
a diverse yet appropriate set of conference presenters. Using Synergy Landscapes,
the participants will be able to meet other people who are likely to collaborate on
future projects.
Another use of Synergy Landscapes is ranking job applicants based on their
average distance in the molecular landscapes from all researchers currently on the
team. Similarly, the connectivity of potential hires to two teams can be calculated
in Synergy Landscapes. This provides a quantitative measure of the likelihood of
future collaboration patterns that fulfill team objectives.

5.4

Architecture
Synergy Landscapes is designed to follow a multi-tier architecture model in

order to separate presentation (UI), application processing, and data manipulation
from each other. Moreover, each layer communicates with other layers using well-
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defined standardized protocols. Therefore, the internal implementation of each layer
can be changed without affecting any other layers or requiring any changes in other
parts of the system. Such an approach provides excellent scalability and enables
easy expansion through the modular structure of its components.
The architectural design of Synergy Landscapes follows the modular organization which ensures a high level of independence of individual components, like
the user interface and data storage and processing. Each module is developed in
accordance with an explicitly defined interface which communicates with the rest of
the system using standard well-defined protocols. As a result, implementation of
every module can be changed without affecting any other modules or the system as
a whole. This provides good scalability and extensibility.
One of the foundations of the Synergy Landscapes project is the idea of combining domain-specific heterogeneous data with possibly multiple types of relationships
between the entities into a single multilayer network and then providing a way of
mining and ranking these data to discover non-trivial relationships between data
elements. It turns out that this essential feature of the Synergy Landscapes design
makes it quite general and applicable to many domains beyond its use in biology.
In order to highlight this distinction between the general conceptual architecture that can be applied across multiple fields and specific implementations of the
framework in a particular domain, we will use the name Synergy Landscapes for the
former and individual proper names for the latter. In this paper we describe the
version of Synergy Landscapes for use in biology. Since this implementation can be
thought of as a tool which provides hints about collaboration based on molecular
networks, we call it MoleClue. Another way to look at MoleClue is to treat it as
a practical application of the Synergy Landscapes architecture to support novel
biological research.
The Synergy Landscapes architecture is discussed in the context of a typical
expected query. One example is searching for authors working on molecule m who
also worked on diseases di and dj and another is finding diseases that were studied by
researchers who considered molecule m in their publications. The architecture should
also enable more complex queries. For example, one can start with some molecule
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mi and find all diseases with which mi has been associated in past publications.
Then it would be possible to find if some other molecules mj and mk have ever been
studied with those diseases and if so what authors and publications were involved.
Finally, it can be determined if a pair of molecules mi and mj is associated with
different diseases and who were the experts who described those reactions in their
publications. The basic molecular network should be extensible — for instance by
introducing additional layers associated with medications and their relationships
with molecules and diseases. Similarly, the architecture should support user-selected
subsets of networks that reflect the relationships most relevant to their research
interests. The architecture described below supports these expected queries in a
scalable extensible framework.
User queries are executed against the multilayer network which is gradually
built layer by layer. First, a network of molecules is created. The initial list of names
and aliases of molecules is processed into a network where each unique molecule
is represented as a node, and edges correspond to relations between molecules.
Although some edge information can be inferred from the initial list of molecules,
the major part of the connectivity information corresponds to the relations which
are not described by the initial data and which we would like to discover through
our synergistic process. Following the same procedure that was used to create the
network of molecules, additional layers are added (e.g., the publication layer) to
enrich our multilayer network and provide greater flexibility in our ability to generate
subsequent layers.
Publication data are used as the source for the second group of layers in
our multilayer network. The source publication data are loaded from a copy of
the PubMed database[65], licensed from the National Center for Biotechnology
Information (NCBI) at the U.S. National Library of Medicine. The publication
layer of the network is generated with nodes representing publications and edges
connecting publications which are related in a certain way (e.g., which are dedicated
to the same molecule or disease). At this point there are no edges in this layer as
relations are to be determined after processing subsequent layers and discovering
associations between different parts of the network. Since the publication layer is
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created from the molecule layer, the publication–molecule and publication–disease
cross-layers are easy to build.
For instance, in a publication–molecule cross-layer, an edge connects a certain
molecule to the publications which are known to refer to this molecule. Likewise, a
publication–disease layer links diseases with publications dedicated to them. Such
cross-layers represent layers consisting entirely of edges. Moreover, instead of connecting nodes of a single underlying node set, the edges in cross-layers go “vertically”
across any two different layers, effectively “stitching” them together. Therefore,
cross-layers are fundamental entities in the multilayer network since they facilitate
“vertical” connectivity between layers and allow network analysis tools to traverse
the whole stack of layers rather than being trapped in any single one of them. In a
wider context, a cross-layer with two corresponding node sets can be regarded as a
separate bipartite network linking two different entities (publications and molecules,
authors and molecules, etc.)
Then, since each publication or grant also lists authors, the author and collaboration networks are naturally created from the same data used for the publication
layer. For this layer, nodes represent authors and weighted edges connect authors
who have collaborated on at least one publication or grant proposal. A publication–
author cross-layer is also created. It consists of unweighted undirected edges linking
publications with their authors.
Collecting data for collaboration networks has several caveats that need to
be carefully considered in order for the resultant dataset to be unambiguous and
meaningful. One of the challenges is a problem of identifying unique authors or,
in other words, determining when an author record actually corresponds to two
different authors (and therefore such record should be split) or two author records
really correspond to the same actual person (and therefore the records should be
merged). It is critically important for a reliable collaboration network to uniquely
identify each author of the publication. It is even more important to differentiate
between two different people who might share several or all of the properties which
are recorded for each author in a specific publication database (e.g., last name, first
name, middle name or middle initial, and affiliation).
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Since one of the network layers created by the Synergy Landscapes project is a
collaboration network, we face a necessity to deal with author identification issues
as well. Although we extract our publication data, not from original publications,
but from publication databases (like PubMed), we could potentially rely on correct
author identification performed by the corresponding database creator. This way we
would not have to deal with author identification issues ourselves, instead receiving
author records which would already contain unique identifiers directly from the
database. In reality, though, for many publication databases, author disambiguation
still presents a very challenging problem.
In particular, PubMed, despite all the efforts undertaken by its maintainers, is
largely based on author information being scraped from publication texts leading to
all kinds of ambiguities. NCBI provides a method for authors to check the correctness
of attributes for their publications. In addition, it encourages authors to register
for a unique identifier called ORCID iD which any researcher or organization can
request at the ORCID Web site[66]. By providing a lot more than just a unique
number to both scholars and publishers[67], ORCID gained some popularity in the
scientific community and has seen greater levels of adoption in the recent years. Yet,
the penetration of unique identifiers in publication databases remains very low. The
copy of the PubMed database which is used for our Synergy Landscapes project has
an ORCID identifier listed for about 0.1% of all the authors. For publications older
than 5–10 years the percentage of authors who can be uniquely identified is even
lower.
An important aspect of collaboration networks is the fact that, as the name
suggests, the majority of publications have more than one author. According to [68],
the percentage of single-authored publications dropped from between 70% and 90%
in the first half of the twentieth century to less than 5% in 2012. However, it is not
merely the fact that scholars tend to collaborate and publish their research results
jointly that poses new challenges in the creation of collaboration networks. There
is a clearly defined tendency across different fields towards an increasingly larger
average number of co-authors per publication. Indeed, the analysis of trends in
authorship [69] shows that the average number of authors per paper has grown from
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about 1.1 in 1910 to over 5.2 in 2012. Although the average number of co-authors
per publication can significantly vary from field to field, there are some extreme cases
which became widely known and debated in the scientific community. A genomics
paper [70] focused on sequencing of a particular segment of the Drosophila genome
lists 1,014 people as its authors. According to [71], more than 900 of them are
undergraduate students who were involved in annotating and correcting errors in
draft sequences. Although over a 1,000 co-authors for a single paper appears very
large, according to [72] the current world record for the number of co-authors belongs
to a physics paper [73] with 5,154 authors.
With the number of authors growing at such a fast rate, the average length of
a scientific paper has not changed significantly over the last century or so. Although
it might seem somewhat like an oversimplification, it inevitably follows that each
author’s contribution (be that in terms of characters or words per author) to the
paper is decreasing. Clearly, the designers of collaboration networks need to account
for these trends in order for their networks to be meaningful, cohesive, and unbiased.
These publications sparked fierce discussions regarding the sole definition of
an author and the issue of abusing the metrics currently used to judge the quality
of scientific results. Nonetheless, while these discussions are taking place, the fact
that we have to face is that the average number of co-authors per paper is likely to
keep increasing in the future [69]. Consequently, we need to account for the growing
number of authors and correspondingly diminishing input of each author in the
paper when extracting authorship data from publications and creating collaboration
networks.
Many publication databases do not presently have any provisions for listing
authors with the same degree of contribution in the paper. Specifically, PubMed
always lists authors in a certain order, and there is no reliable method of inferring the
sequential order of authors or identifying those who contributed equally. Nonetheless,
the Synergy Landscapes project is designed to correctly handle authors with equal
contribution to the paper in anticipation of publication databases upgrading to this
feature in the near future.
At this point, our multilayer network already contains all the data necessary
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to associate publications with molecules as well as authors with molecules. For the
former, we have publication–molecule cross-layer. For the latter, we can traverse our
stack of layers starting from the molecule layer and then follow to publications and
finally to authors.
Once all the layers have been created, we can start querying our multilayer
network to provide useful information about authors, molecules, and publications.
Thus, Synergy Landscapes can provide meaningful answers to complicated questions
by combining the data from network layers with additional filtering and ranking of
the results.
From the system design standpoint, the Synergy Landscapes architecture
envisages a Web and proxy server, a middle layer component, and data storage.
Each of these components has well-defined responsibilities and operates according
to a prescribed set of specifications. The application does not rely on any specific
features of a particular implementation. Therefore, individual components can be
replaced with alternative solutions requiring, in most cases, only the installation of
new packages and performing reconfiguration of those parts of the system which
directly interact with the upgraded software.
The Web server is responsible for maintaining the user interface. It hosts all
the static pages of the Web application and delivers them in response to the requests
initiated by a user. Proxy serves as the entry point for all user requests received
by the system. It verifies the validity of user requests and forwards them to the
Web server. The Web server performs initial processing of a user request, extracts
information essential to the execution of the query, and directs it to the middle layer.
After receiving the result of executing the query from the middle layer, the Web
server dynamically generates a Web page and relays it to the user.
The middle layer component is responsible for interacting with the data storage
engine. Based on the request from the Web layer, it connects to the database,
executes the search query, and fetches the results, applying the appropriate ranking
method.
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5.4.1

Data Storage
The data storage solution is an essential component of the Synergy Landscapes

framework as it is central to almost any operation performed in the system. For
example, data received from the external publication database should be stored
locally to provide fast and convenient access. Searches requested by the users are
performed using queries which should be able to efficiently extract and process
information from the local database. Since the data that Synergy Landscapes is
designed to handle can be naturally represented as a graph, some kind of a noSQL
graph database would be a good choice for our data storage needs.
A number of studies [74], [75], [76] indicate that for the purposes of storing
data that can be represented as graphs or networks, graph databases offer important
advantages over the traditional relational database model. We selected a popular
Neo4j graph database as the core component of our data storage subsystem.
Neo4j offers a convenient programming model [77] which can be used to
efficiently integrate this graph database into custom solutions. It also offers several
query methods [78] (both native and RESTful) which allow developers to select the
right balance between expressiveness of the syntax and runtime efficiency. Neo4j is
available in two editions, one of which, the Community edition, can be used free of
charge.
5.4.2

Multilayer Network Organization
In order to be able to execute user queries, it is first necessary to setup a

multilayer network and populate it with data. The network is built incrementally,
layer by layer. In the beginning, we create a molecular layer. It contains nodes
which correspond to distinct molecules and edges that connect molecules known to
be associated with each other in some context. For each molecule, its name and a
list of aliases is retained. One of the goals of our synergistic search process is to infer
additional molecular connectivity information that is not part of the initial network
of molecules. While having molecular data is required for the basic use cases of our
solution, there are additional layers which can provide extended functionality and
enrich our multilayer network with supplemental data but are not strictly necessary.
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For instance, if data on the association between molecules and diseases, molecules
and grants, or researchers and their joint grants is added, it would bring greater
flexibility in our ability to generate subsequent layers and enable us to perform more
sophisticated user queries.
The second group of layers in our multilayer network is built using publication
data. Currently, our MoleClue application uses PubMed [65] database as a source
of publication data. However, the underlying Synergy Landscapes architecture
imposes no limitations on the number of sources. Other publication providers can be
integrated into the system to populate additional publication layers in the multilayer
network.
In order to be able to associate incoming publication records with relevant
molecules, the process of populating the publication layer is guided by analyzing the
features and metadata of publications for specific keywords, like names of molecules.
For instance, if the name of a certain molecule is found in the abstract of a publication
or its list of keywords, then an edge will be created between the molecule and the
publication. Thus, the publication layer of the network consists of nodes which
represent publications and edges which connect publications that are known to be
associated with each other in some context (e.g., which mention the same molecule
in a list of keywords or in the text of the abstract).
At this point, there are no edges between nodes which are located in the publication layer. Indeed, such relations cannot be deduced from the source publication
or molecular data alone. They will be determined after creating other layers and
establishing associations between different parts of the network. Since the publication layer is created based on the search terms provided by the molecular layer,
the publication–molecule cross-layer emerges naturally. Figure 5.1 shows a sample
multilayer network with three layers (molecules, publications, and authors).
In a publication–molecule cross-layer, an edge connects a certain molecule
to the publications which are known to refer to this molecule. Such cross-layers
represent layers consisting entirely of edges. Moreover, instead of connecting nodes
of a single underlying node set, the edges in cross-layers go “vertically” across any
two different layers, effectively “stitching” them together. Therefore, cross-layers
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Figure 5.1: TREM2 molecule and its partial neighborhood: related molecules,
publications, and authors. This sample of the MoleClue heterogeneous multilayer
network shows the partial neighborhood of the TREM2 protein coding gene (some
nodes and edges have been removed to reduce the clutter). Two molecules are
connected with an edge if they are known to occur together in some biological
context (e.g., participation in the same regulatory function). The weight on an
edge corresponds to the strength of the association. An edge between a molecule
and a publication exists when the publication mentions the molecule (e.g., in the
title, abstract, or list of keywords). An edge between a publication and an author
expresses the authorship relation. All edges are directional but since all underlying
relationships are symmetrical there is a pair of opposite directed edges between any
two connected nodes.
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are fundamental entities in the multilayer network since they facilitate “vertical”
connectivity between layers and allow network analysis tools to traverse the whole
stack of layers rather than being trapped in any single one of them. In a wider
context, a cross-layer with two corresponding node sets can be regarded as a separate
bipartite network linking two different entities (publications and molecules, authors
and diseases, etc.)
Currently, our MoleClue application has three layers implemented: molecules,
publications, and authors. As the project is developed further, more layers will
be added. In its present form, our multilayer network is primarily built on the
collaboration relationship between authors who published their findings related to
particular molecules. However, the Synergy Landscapes architecture is not limited
just to collaboration-based multilayer networks. Nodes belonging to a certain layer
can be connected to nodes from other layers using any type of relationship and even
multiple types of relationships.
For instance, having a disease layer with nodes corresponding to diseases and
edges connecting diseases with molecules which are known to be associated with them
will allow users to execute additional types of queries. One example is searching for
authors working on molecule M ol who also worked on diseases di and dj and another
is finding diseases that were studied by researchers who considered molecule M ol in
their publications. The Synergy architecture also enables more complex queries. For
example, one can start with some molecule M oli and find all diseases with which
M oli has been associated in past publications. Then it would be possible to find if
some other molecules M olj and M olk have ever been studied with those diseases
and if so what authors and publications were involved. Finally, it can be determined
if a pair of molecules M oli and M olj is associated with different diseases and who
were the experts who described those reactions in their publications.
The basic molecular network is extensible as new layers, such as those based
on medications and their relationships with molecules and diseases, can be created
easily. For example, in addition to the publication layer, our network can contain
data on grants. This would make it possible to search for potential collaborators in
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writing grant proposals or to track the performance of research conducted under a
particular grant as it leads to new publications.
5.4.3

Network Analysis and Mining
The key use case of Synergy is discovering connections between two entities not

identified by traditional overlapping interests. One such use case focuses on finding
connections between a molecule, which serves as the search term and connected
authors. While authors publishing on this search term can be found by querying our
3-layered network, it does not fully exploit the power of our network. The objective
of Synergy is to perform a more sophisticated search, i.e., find the authors who have
published on molecules one hop away from the searched molecule. This is done in
the following way.
First, all the molecules one hop away from the search term are found. From
this point onwards, these molecules are referred to as related molecules. For every
related molecule, the authors who have published on them are found. When this
process is completed, the results for every related molecule are merged. For example,
let’s assume that one related molecule is M ol1 and author Auth1 has published x
papers on it and there is another related molecule M ol2 and the author Auth1 has
published y papers on it. After merging, the results would note the author Auth1 ’s
contributions for both molecules - Auth1 -M ol1 :x,M ol2 :y. The sum of x and y is the
number of publications by an author Auth1 on the related molecules of the search
term, denoted by nP C . Along with this sum, the total number of publications of
Auth1 on all molecules, not only the related ones, are also noted. This is denoted by
nT OT AL .
The contributions of each author in the results are thus noted. However, simply
obtaining a list of authors is not sufficient. A ranking mechanism is required to discern
which authors are the leaders in the neighborhood of the searched molecule. We
selected, implemented, and tested three ranking methods described in the following
paragraphs.
The first ranking method is based on the hypergeometric test. The intuition
behind the idea to use this test is as follows. Given a population size and the number
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of successes in the population, what is the probability that a sample of a particular
size will have k or more successes? In this scenario, the population size is the total
number of publications in the database and the number of successes in the population
is the total number of publications on all the related molecules of the search term.
Every sample indicates an author, the sample size, nT OT AL , and the number of
successes in the sample, nP C , defining the value of parameter k in the test.
While the hypergeometric ranking method is very powerful, an author who has
many publications (close to or as high as nP C ) and mostly on one related molecule
will rise in the rankings. Yet, it would be beneficial to have authors who have
published on many of the related molecules, to find who “covers" the neighborhood
of the search term better. This consideration led to our second publication count
based on ranking approach. Here, we sort the list of names in descending order,
based on the number of related molecules on which the authors have published. To
break the ties between two people with the same number of related molecules in
their publications, we sort them in descending order, based on their values of nP C .
Since no normalization is performed by this ranking algorithm, it is useful for
finding the most prolific authors who “cover" the neighborhood of the search term
well and who publish extensively on the related molecules. However, this promotes
older authors who have been publishing for longer periods of time over younger ones
who have started publishing more recently. To address this, we introduce a third
measure using the normalized publication count, rP C , defined in Equation 5.1:
rP C =

nP C
nT OT AL

(5.1)

In this ranking approach, the sorting is still performed by the number of related
molecules in the publications of an author. However, to distinguish between two
authors with the same number of related molecules in their publications, we use the
value of rP C which ensures that the author with a higher normalized publication
count is ranked above other authors with smaller values of rP C . Due to normalization,
this ranking measure promotes authors who focus and publish more exclusively on
the relevant related molecules and also promotes younger authors in the rankings.
Despite the differences between the three ranking measures described above, all
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of them are based on counting the number of publications. Therefore, in the future
we will refer to them as the publication count method while specifying a particular
variation of the measure (hypergeometric, non-normalized, or normalized).
An alternative solution is to use a variant of the PageRank [63] algorithm. In
the co-authorship network, the number of co-authored publications is determined by
the strength of the collaboration. However, it might be possible for famous researchers
who have a large number of publications over the years to occupy the “leader board"
leaving young researchers who are relatively new to the field substantially lower
chances of being recommended. Therefore, we propose an alternative definition of
the strength of collaboration between co-authors, as given by Equation 5.2:
Mx,y
w=q
Nx Ny

(5.2)

where Mx,y is the number of co-authored publications of x and y on all molecules
interacting with the molecule of interest, Nx and Ny are the total number of publications of x and y respectively.
In addition, to reduce the execution time of constructing the co-authorship
network, for each individual molecule interacting with the molecule of interest we
rank the pairs of collaborators by the number of the publications they co-authored.
Compared to collecting the collaborators of all related molecules simultaneously, this
divide-and-conquer approach iterates through the related molecules and finds the
best collaborators with the most co-authored publications on each single molecule.
Since the number of authors working on any given molecule is smaller than the
number of authors working on all related molecules, this method ranks the best
co-authors more efficiently.

5.5
5.5.1

Experimental Results
Testing Environments and Applications
Of all components of the MoleClue application, graph database storage de-

mands the most computing power and is the most critical for the overall performance
of queries. In our computing environment, an instance of the Neo4j 2.3.3 Community
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Edition is running under Linux operating system on a hyperthreaded Silicon Mechanics Rackform iServ R420.v4 server. This computing platform has 32 cores structured
as four Intel XeonTM E5-4620v2 (2.6 GHz, 8-core, 20 MB Cache) processors and a
1 TB array of Random Access Memory (RAM) (32 x 32 GB DDR3-1600 ECC Registered 4R DIMMs) running at 1600 MT/s Max. Considering the actual load, each of
the presentation and application layers is currently hosted on a dedicated standard
desktop workstation. In the future, as the number of MoleClue users increases along
with the load on the entire system, the Synergy Landscapes architecture allows the
whole solution to be scaled both horizontally (by bringing online additional servers
for the Web application layer and the graph database) and vertically (by adding
resources to the existing nodes) to accommodate the growing demand.
All experiments were performed using the MoleClue application which has
been created as a part of the Synergy Landscapes effort. We plan to make MoleClue
available for use online free of charge; currently, demo results for the prototype
implementation with a limited molecular network can be found at [79]. Additional
materials for the entire Synergy Landscapes project and architecture are also provided
online at [80].
The MoleCule application obtains its data from the PubMed [65] database.
Publication records along with the author information are retrieved using the Entrez
Programming Utilities (E-utilities) API. These data are stored as nodes and edges
in a local instance of the Neo4j graph database. An instance of the graph database
which was used for performance evaluation contains data about 103 molecules, close
to 64 thousand publications, and over 200,000 authors.
5.5.2

Performance Evaluation
Considering the diversity of users’ queries, specific co-authorship network is

constructed according to the molecule of interest. Cypher queries are sent to the
Neo4j database to selectively choose influential researchers working on the molecules
related to the molecule of interest. The average time required to construct such
co-authorship network is approximately 35.8 seconds and the corresponding variance
is 5.95 seconds. In order to construct a precise co-authorship sub-network, the
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publications are filtered to eliminate those about irrelevant molecules dynamically.
In this regard, such approach generally takes more time to response to queries but,
as a benefit, it reduces the size of the co-authorship sub-network.
We illustrate the recommendation results produced by the PageRank algorithm
using TREM2, INPPL1, and SORL1 as the molecules of interest. These molecules
represent findings with novel relevance to the Alzheimer’s disease. In order to
improve our understanding of the role these molecules play in the development and
progression of the disease, it might be beneficial to connect the related research.
Table 5.1 lists top five collaborators recommended for the TREM2 molecule
along with their PageRank scores and the number of publications on the molecules
interacting with TREM2. The data on top five collaborators for the TREM2 molecule
according to the normalized version are presented in Table 5.2. The results suggest
that by normalizing the strength of collaborations, the PageRank algorithm is likely
to recommend the collaborators who have a relatively small number of publications
compared to famous researchers.
We compute the number of publications of the investigators who are ranked as
the first 120 collaborators for molecule TREM2 and plot the number of publications
vs. their ranks in Figure 5.2. It can be observed that the number of publications
in the non-normalized version decreases more significantly than in the normalized
version. Top five recommendations produced by the normalized PageRank method
for the other two molecules which participated in our experiment (INPPL1 and
SORL1) are given in Tables 5.3 and 5.4.
Table 5.1: Top 5 collaborators recommended for molecules related to TREM2
(non-normalized PageRank method).
Name
Marco Colonna
Holger K Eltzschig
John S K Kauwe
Marina Cella
Carlos Cruchaga

Score
0.00150
0.00096
0.00079
0.00076
0.00075

Related molecules (number of publications)
ITGAM(8), VTCN1(2), TYROBP(42)
ADORA2B(19), ADORA3(3)
MAGI2(2), GRN(4)
ITGAM(4), TYROBP(12)
GRN(18)

Apart from PageRank, earlier in part 5.4.3 of the 5.4 section we discussed three
ranking approaches to which we collectively refer as publication count ranking meth-
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Figure 5.2: Number of Publications vs. Collaborator Ranks in normalized and
non-normalized versions. Number of publications of the first 120 collaborators
recommended for TREM2.
Table 5.2: Top 5 collaborators recommended for molecules related to TREM2
(normalized PageRank method).
Name
Juha Paloneva
John S K Kauwe
Alberto Lleó
Marco Colonna
Sheng Chih Jin

Score
0.00044
0.00040
0.00037
0.00036
0.00035

Related molecules (number of publications)
TYROBP(5)
MAGI2(2), GRN(4)
GRN(8)
ITGAM(8), VTCN1(2), TYROBP(42)
GRN(2)

ods. The top five search results for these ranking methods based on the publication
count (non-normalized, normalized, and hypergeometric) for the TREM2 molecule
are given in Tables 5.5, 5.6, and 5.7. Ranking results for the other two molecules
(INPPL1 and SORL1) and normalized and hypergeometric ranking methods are
presented in Tables 5.8–5.9 and Tables 5.10–5.11, respectively.
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Table 5.3: Top 5 collaborators recommended for molecules related to INPPL1
(normalized PageRank method).
Name
Anil K Sood
Nilufer Ertekin-Taner
Jin Chen
Stephen Gottschalk
Robert L Coleman

Score
0.00071
0.00060
0.00057
0.00056
0.00051

Related molecules (number of publications)
EPHA2(40)
INPP5D(1), EPHA1(2)
SHC1(3), EPHA2(81), EPHA1(6), HGF(3)
EPHA2(4)
PIK3R1(1), EPHA2(10)

Table 5.4: Top 5 collaborators recommended for molecules related to SORL1 (normalized PageRank method).
Name
Marco Colonna
Ming-Yong Zhang
Masashi Narita
Josefina Casas
Jaime L Schneider

Score
0.00032
0.00031
0.00030
0.00030
0.00029

Related molecules (number of publications)
PVRL1(15)
ABR(1)
ABR(1)
ABR(1)
ABR(1)

As we discussed earlier, both normalized and non-normalized ranking methods
perform initial sorting of the results based on the number of related molecules
associated with the publications of a particular author. The data which we collected
demonstrate that these methods produce different but close ranks for various authors,
i.e., the effect of normalization is not very profound. In fact, for the SORL1 molecule,
all five authors are the same as shown in Table 5.10, although their ranks are different.
The hypergeometric test, however, produces strikingly different results. The top five
produced by this ranking method are totally different from the top five produced by
the other two methods, except for one author who is present in the top five with
all the three ranking results for SORL1. The possible reason for this is that the
hypergeometric test ranking does not account for the number of related molecules
on which the author has published.
To further compare different publication count ranking approaches which we
considered, the results of hypergeometric and normalized ranking methods have been
plotted against the non-normalized ranking results. This has been done as follows:
the top 120 authors have been identified in the non-normalized ranking scheme for
each of the three searched molecules. For these 120 authors, their hypergeometric
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Table 5.5: Top 5 collaborators recommended for molecules related to TREM2
(non-normalized publication count method).
Name

Wei Zhang

Ying Wang

Tao Wang

Li Zhang

Jing Li

Related molecules
(number of publications)
ADORA2B(1), ATF5(1),
FPR3(1), GRN(2), ITGAM(6),
TIMP1(1), TYROBP(2)
FBP1(1), GPNMB(1), GRN(1),
ITGAM(4), SLC1A3(1),
SLC6A1(2), TIMP1(2)
ACP5(1), CAPG(1),
COLEC12(1), GRN(1),
GPNMB(1), ITGAM(2)
SLC1A3(1)
ATF5(3), FBP1(1),
GPNMB(2), ITGAM(7),
SLC1A3(1), TIMP1(1)
FBP1(1), GRN(2),
ITGAM(4), PLXNA1(1),
TIMP1(3), TYROBP(1)

Number of
related
molecules

Publication count
on related
molecules

7

14

7

12

7

8

6

15

6

11

and normalized ranks have been noted. Then these two numbers have been plotted
in Figures 5.3, 5.4, and 5.5 for TREM2, INPPL1, and SORL1 molecules, respectively.
It shows that the non-normalized and normalized ranking schemes follow each other
closely, while the hypergeometric ranks are different. This is supported by the
correlation co-efficients between the rankings given in Table 5.12. We believe that
the difference is caused by the fact that the hypergeometric publication count ranking
method does not take into account the number of related molecules on which the
author has published.
Based on the experimental data which we collected for three publication count
ranking methods which we implemented and tested we conclude that in order to select
authors who have published on a large number of related molecules and, thus, cover
the neighborhood of the searched molecule, we should choose either non-normalized
or normalized ranking methods. Out of them, the normalized ranking method
promotes younger authors who are dedicated to research on the related molecules,

169
Table 5.6: Top 5 collaborators recommended for molecules related to TREM2
(normalized publication count method).
Name

Ying Wang

Tao Wang

Wei Zhang

Li Zhang

Wei Liu

Related molecules
(number of publications)

Number of
related
molecules

Normalized
publication
count (rP C )

7

0.21

7

0.21

7

0.18

6

0.28

6

0.23

FBP1(1), GPNMB(1),
GRN(1), ITGAM(4), SLC1A3(1),
SLC6A1(2), TIMP1(2)
ACP5(1), CAPG(1),
COLEC12(1), GPNMB(1), GRN(1),
ITGAM(2), SLC1A3(1)
ADORA2B(1), ATF5(1),
FPR3(1), GRN(2), ITGAM(6),
TIMP1(1), TYROBP(2)
ATF5(3), FBP1(1),
GPNMB(2), ITGAM(7),
SLC1A3(1), TIMP1(1)
GPNMB(3), ITGAM(3),
MPDZ(2), SLC1A3(1),
TIMP1(1), VTCN1(1)

Table 5.7: Top 5 collaborators recommended for molecules related to TREM2
(hypergeometric publication count method).
Name
Lieping Chen
Toshiyuki Takai
Lindsey A Criswell
Atsushi Kumanogoh
Noriko Takegahara

Related molecules
(number of publications)
GPNMB(1), ITGAM(4),
VTCN1(16)
PLXNA1(1), SEMA6D(1),
TYROBP(23)
GRN(1), ITGAM(10),
MAGI2(1), VTCN1(1)
ITGAM(1), PLXNA1(9),
SEMA6D(6), TYROBP(2)
ITGAM(1), PLXNA1(6),
SEMA6D(6), TYROBP(1)

Hypergeometric
p-value
6.51 × 10−14
4.11 × 10−11
2.39 × 10−8
2.39 × 10−8
1.71 × 10−6

while the non-normalized ranking method promotes more prolific, and possibly older
authors. On the other hand, in order to select authors who have published more
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Table 5.8: Top 5 collaborators recommended for molecules related to INPPL1
(normalized publication count method).
Name

Related molecules
(number of publications)

Y Liu

Yi Wang

Lin Wang

Piero Anversa

Annarosa Leri

CSF1R(5), HGF(22),
HNRNPU(1), ITPR1(1), ITPR3(1),
RPLP0(1), SHC1(2)
CSF1R(4), EPHA1(2),
EPHA2(1), GTF2I(1), HGF(2),
HNRNPU(1), SHC1(1)
EPHA2(1), GTF2I(1),
HGF(3), ITPR3(1), PIK3R1(1),
RPLP0(1), SHC1(1)
EPHA2(2), HGF(2),
ITPR1(1), ITPR2(1),
ITPR3(1), SHC1(2)
EPHA2(2), HGF(2),
ITPR1(1), ITPR2(1),
ITPR3(1), SHC1(2)

Number of
related
molecules

Normalized
publication
count (rP C )

7

0.53

7

0.36

7

0.24

6

1.00

6

1.00

Table 5.9: Top 5 collaborators recommended for molecules related to INPPL1
(hypergeometric publication count method).
Name
Katsuhiko Mikoshiba
Jin Chen
M Takahashi

Fumihiro Sanada
Y Watanabe

Related molecules
(number of publications)
CSF1R(1), ITPR1(24),
ITPR2(3), ITPR3(3)
EPHA1(2), EPHA2(27),
HGF(1), SHC1(1)
CSF1R(3), HGF(19),
ITPR1(1), SHC1(4)
EPHA2(1), HGF(12),
ITPR1(1), ITPR2(1),
ITPR3(1)
CSF1R(9), HGF(8),
ITPR1(5), SHC1(1)

Hypergeometric
p-value
3.26 × 10−14
3.54 × 10−9
2.29 × 10−8

7.11 × 10−8
3.17 × 10−7

extensively and more exclusively on possibly a lower number of related molecules,
we should choose the hypergeometric ranking method.
There is also little correlation between PageRank and three publication count
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Table 5.10: Top 5 collaborators recommended for molecules related to SORL1
(normalized publication count method).
Name

Related molecules
(number of publications)

Albert Hofman

Jing Wang

Wei Zhang

Eric Boerwinkle
Christopher J
O’Donnell

Number of
related molecules

Normalized
publication
count (rP C )

6

0.47

6

0.15

6

0.10

5

0.67

5

0.62

MACF1(1), NISCH(1),
PCSK7(1), PIK3CG(1),
RERE(1), SORT1(2)
ABR(2), BCL6(1),
GGA1(1), GGA2(1),
IQGAP1(1), PDLIM1(1)
BCL6(3), IQGAP1(1),
MACF1(1), PIK3CG(1),
PVRL1(1), SORCS1(1)
MACF1(1), NISCH(1),
PCSK7(2), PIK3CG(2),
SORT1(4)
MACF1(1), PCSK7(2),
PIK3CG(3),
RERE(1), SORT1(3)

Table 5.11: Top 5 collaborators recommended for molecules related to SORL1
(hypergeometric publication count method).
Name
Nabil G Seidah
Yong Liang
Benjamin F Voight
Peder Madsen

Eric Boerwinkle

Related molecules
(number of publications)
PCSK7(11), SORCS1(1),
SORT1(1)
ABR(9), GGA1(1),
IQGAP1(1), MACF1(1)
MACF1(1), NISCH(1),
PIK3CG(1), SORT1(4)
GGA1(3), GGA2(2),
SORCS1(3), SORT1(3)
MACF1(1), NISCH(1),
PCSK7(2), PIK3CG(2),
SORT1(4)

Hypergeometric
p-value
1.55 × 10−11
1.07 × 10−7
1.51 × 10−6
4.72 × 10−6

7.09 × 10−6

measures. The possible reason is that PageRank identifies the most “influential”
authors, while the publication count measures identify the most extensively-published
and the most dedicated-to-the-related-molecules, i.e., prolific authors. The lack of
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Figure 5.3: Normalization of ranking results obtained with the publication count
method for the TREM2 molecule. First, a non-normalized version of the publication
count ranking is applied to all authors who have at least one publication on TREM2
or any molecule associated with TREM2 in our network. Then, the top 120 names
are selected from the resulting list. Finally, we separately apply normalization and
the hypergeometric method to each author in the list and show how this affects the
rankings.
correlation is clearly visible in Figures 5.6, 5.7, and 5.8, as most of the top 120
authors ranked by the non-normalized publication count method are absent in the
top 120 list for both non-normalized and normalized versions of PageRank.
In Figures 5.6 and 5.7, each dot (x, y) represents a single researcher with rank
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Figure 5.4: Normalization of ranking results obtained with the publication count
method for the INPPL1 molecule. First, a non-normalized version of the publication
count ranking is applied to all authors who have at least one publication on INPPL1
or any molecule associated with INPPL1 in our network. Then, the top 120 names
are selected from the resulting list. Finally, we separately apply normalization and
the hypergeometric method to each author in the list and show how this affects the
rankings.
x and rank y in associated approaches. It shows that the non-normalized version
of PageRank gives results which are more similar to the results the publication
count method gives than the ones obtained by the normalized version. As shown
in Figure 5.7, the top 120 researchers recommended by the normalized PageRank
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Figure 5.5: Normalization of ranking results obtained with the publication count
method for the SORL1 molecule. First, a non-normalized version of the publication
count ranking is applied to all authors who have at least one publication on SORL1
or any molecule associated with SORL1 in our network. Then, the top 120 names
are selected from the resulting list. Finally, we separately apply normalization and
the hypergeometric method to each author in the list and show how this affects the
rankings.
algorithm are very different from the results produced by the publication count
method, i.e., the two sets of top 120 results have a very small intersection. In
contrast, the normalized and non-normalized versions of PageRank produce similar
top 120 recommendations as shown in Figure 5.8. In addition, the order of top 120
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Table 5.12: Pearson correlation coefficients for different publication count rankings.
Variable
cT REM 2 (N orm, N on − norm)
cT REM 2 (Hypergeo, N on − norm)
cIN P P L1 (N orm, N on − norm)
cIN P P L1 (Hypergeo, N on − norm)
cSORL1 (N orm, N on − norm)
cSORL1 (Hypergeo, N on − norm)

Value
0.81
-0.05
0.81
0.06
0.58
0.01

120

PageRank Non-normalized Rank

100
80
60
40
20
0
0

20

40
60
80
Publication Count Non-normalized Rank

100

120

Figure 5.6: Comparison of the top 120 results produced by PageRank (non-normalized
version) and the publication count method on TREM2. Ranks of the collaborators
in the top 120 recommendations produced by PageRank and the publication count
method. Every dot represents a single researcher.
recommendations depends on specific ranking schemes. In theory, identical top 120
recommendations should be presented as a straight line in Figures 5.6, 5.7, and 5.8.
However, the observed results in these figures deviated significantly from the straight

176

90
80
PageRank Normalized Rank

70
60
50
40
30
20
10
0
10

20

30
40
50
60
70
Publication Count Non-normalized Rank

80

90

Figure 5.7: Comparison of the top 120 results produced by PageRank (normalized
version) and the publication count method on TREM2. Ranks of the collaborators
in the top 120 recommendations produced by PageRank and the publication count
method. Every dot represents a single researcher.
line shape, which suggests different orderings of the same group of researchers within
the top 120 recommendations.
5.5.3

Validation
The ultimate test of the utility of Synergy is the extent to which it increases

scientific collaboration and high-impact interdisciplinary publications stemming from
these collaborations. Since direct test of Synergy will require years to evaluate,
it is important to find any limited evidence, available at the present time, that
Synergy has the potential to increase efficiency and output of scientific collaboration.
Currently, many factors influence selection of collaborators, such as university affiliation, grant opportunities, reputation, topical interest and methodological similarity.
Among these and many other factors that influence the collaborator selection, the
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Figure 5.8: Comparison of the top 120 results produced by the normalized and
non-normalized versions of PageRank on TREM2. Ranks of the collaborators in the
top 120 recommendations produced by the normalized and non-normalized versions
of PageRank. Every dot represents a single researcher.
distance between topics of interests in molecular space has likely a minor influence —
particularly when molecular proximity is based on recently-released omic datasets.
Therefore, collaborations that conform to the Synergy model may be comparatively
rare. However, if the underlying assumption of Synergy is correct — that scientists
working on interacting molecules are more likely to engage in collaborative research
— there may be some subtle evidence of this in existing publications.
To test if there is evidence that molecular interactions among scientists’ topics of
interest influence the likelihood of collaboration, we test if scientists who collaborate
have molecular interests which are nearby in molecular networks. Specifically,
we contrast the distance between molecules of interest to coauthors compared to
randomly selected pairs of molecules. The molecular interests of a given author are
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defined as the 5 most commonly mentioned molecules in all of an author’s abstracts.
Collaborating authors are defined as an author’s 5 most-frequent co-authors. For
the null hypothesis, we select 500 random molecules, among which we find 10,330
pairs of neighbors, out of a possible 250,000 pairs (Table 5.13). We contrast this
null with the proximity of molecules of interest to frequent coauthors. Specifically,
we randomly select 250 authors with at least 5 publications. For each of these
authors, we identify their top 5 collaborators, based on the number of coauthored
publications. We identify the interests of each author and coauthor, defined as the 5
most frequently-mentioned molecules in their abstract. Then, after removing any
molecules present the top 5 of both coauthors, we count the number of molecules
which are network neighbors. Out of 668 pairs of molecules selected in this manner
among coauthors, we find that 287 pairs are neighbors. The contingency table is
given in Table 5.13 shows a significance in proximity of molecules of interest to
frequent coauthors compared to random molecules (p = 2.2 × 10−16 ). The odds
ratio for two molecules being neighbors when they stem from coauthors, compared
to random selection, is 17.48. This indicates that molecular proximity influences
likelihood of collaboration and supports the general concept of integrating molecular
network proximity into collaboration prediction.
Table 5.13: Validation Contingency Table.

Non Neighbors
Neighbors

5.6

Random Molecule Pairs
239,670
10,330

Author-Coauthor Molecule Pairs
381
287

Conclusions
Molecular networks play an increasing role in disease research. They are

also central to Synergy Landscapes which uses them to facilitate scientific results,
accelerate research, and foster interdisciplinary collaborations. These capabilities
are directly useful to scientists but also essential for understanding consistent social
and molecular features of the most innovative and cited scientific projects. Because
Synergy Landscapes is the first hybrid human–molecular network, it opens the doors
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to improved higher-level management and distribution of scientific resources. For
instance, granting institutions may use Synergy Landscapes to study the impact
of their funds and their distribution across the community structure around their
topics of interest. In this way, not only can scientists respond to incentives, but
the incentives themselves can be created to achieve certain objectives in light of the
current distribution of scientific interest and resources.
The novelty and unexpected connections between topics that characterize awardwinning scientific research [81] are also barriers to initiating such important projects,
due to a competitive funding environment that values predictable results. Early-stage
investigators may assist in introducing novel perspectives and experimental programs,
but they are also the most vulnerable to risk, due to their career stage and lack of
diverse funding streams. Therefore, in light of the conflicting public demands for
high-impact advances, versus practical needs of scientists for “successful" research,
we propose an efficient compromise, in the form of a tool that predicts innovative
collaborations. This tool does not depend on a lengthy reform of scientific funding in
order to achieve success, but rather attempts to identify situations where innovative
findings are closely aligned with existing research projects. In this way, innovative
ideas can be tested under the umbrella of existing programs, to provide crucial
preliminary data in support of novel hypotheses.
The mechanism for detecting such innovative collaborations is aligning human
interactions with cellular and biophysical interactions. To do this, we search through
multilayer networks of molecular interactions and scientific papers, to identify paths
that robustly link molecular topics of research. Because the accuracy and scope of of
molecular interaction networks is increasing, and specialized molecular connectivity
networks are generated for particular diseases and organisms, they provide a rational
basis for predicting collaboration. At the same time, the massive structure of these
networks means that no single human can account for all relationships between their
work and other research programs. Therefore, it is helpful to employ a tool, such
as Synergy Landscapes, that extracts predicted collaborations, from the multilayer
network that links all of biological research. The ranking algorithm presented
here is a proof of concept that it is possible to identify likely collaborators for a
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multilayer network, however, the exact ranking algorithm can likely be refined. As
with results from any search engine, our results may be refined with user-controlled
filters on geographic location or career stage, to increase their applicability to various
situations.
Presently we search existing literature to identify researchers who are likely to be
knowledgeable about particular molecular targets. However, the Synergy Landscape
multilayer network could also be a clearing house for unpublished information, such as
negative or preliminary results or unverified predictions from computational analyses.
The molecular network assists in sharing these findings with people working in
related areas, who might never search for these nearby molecules, particularly in the
context of a disease outside of their specialty. In this way, the function of Synergy
Landscapes is similar to craigslist, but in the context of molecular biology research.
Proximity and local neighborhoods are defined through the structure of molecular
networks, allowing users to exchange data and resources in a manner that is mutually
beneficial. For instance, “abandoned” tool compounds developed in the context of a
specific disease may be useful in the context of a different disease, whose molecular
components are related. This ability to connect researchers may be particularly
relevant for systems biology research, as it allows computational researchers to tag
their top predictions in a public space, which is accessible to experimental scientists
who may wish to validate predictions with a sufficient amount of evidence from
computational analysis. All of these applications, which reuse or catalyze research
depend on a tool to identify these possibilities. This demonstration shows that
Synergy Landscapes could be a helpful tool in overcoming obstacles to innovative
research.
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