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Motivation  

Raytracing a great method for generating photorealistic lighting and effects, however it 

can become very time consuming as scenes increase in detail. Whitted observed that “For more 

complex scenes the percentage to compute the intersection of rays and surfaces increases to over 

95 percent”(Whitted, 1980) indicating that a more efficient intersection detection process would 

provide the greatest improvements to efficiency. Of the processes of intersection checking, the 

most obvious improvements are of the objects that each ray must be checked against, as most 

naïve implementations merely check every ray with every object.  

Prior Work 

There are many possible acceleration structures that have been implemented to reduce the 

cost of intersection detection, including kd trees, Bounding Volume Hierarchies, and Uniform 

grids (Boulos, 2005). For my project, I chose to implement an octree similar to the method 

described by Glassner to the ray tracer that was developed in homework three  (Glassner, 1988). 

Much of the raytracing structure was already in place, so the focus of this work was on creating 

the tree from existing scene data and modifying the ray cast algorithm to search the octree 

instead of checking the ray against every object in the scene. 

Implementation 

The octree implemented for this assignment is constructed from a series of Nodes that each 

represent a voxel in the scene in the form of a point and edge length that are used to construct a cube 

of space. Each node also stores an array eight of pointers to eight child nodes, if this voxel has been 

subdivided. Every Node contains a pair of linked lists of pointers to each of the objects, both quads and 

primitives, that intersect the voxel that node defines, these are stored as pointers to the objects that the 

mesh contains to avoid unnecessary memory consumption. All nodes also record the smallest size that 

their decedents reach, which is used to traverse the voxels accurately. 

Construction 

The tree begins by constructing a single root node, which indicates a voxel that encompasses 

the entire scene. Each object, in the form of either a primitive or a quad, is then added to the root node. 

For each addition a node adds the new object to the list, and if the node has been subdivided, it makes 

collision checks with each of its child nodes, and adds the object if some part of it is contained in the 

voxel of the child. If the node checks if the number of objects in the list exceeds some threshold, if it 



passes this check, the node subdivides by creating eight children that each fill one octant of the parent’s 

space, then all of the objects in the parent’s list are checked against the children and added to those 

that intersect.  

Populating the Tree 

When an object is added to any node, a check must be made to confirm that the object overlaps 

with the voxel at some point. This check is separate for different shapes, with all objects divided 

between quads, which are explicitly defined by a given set of points and primitives, described by implicit 

formulas, though only the functions for the sphere primitive have been implemented. The original 

implementation for quads and primitives included checks for ray intersections, but determining if any 

part of an object falls within a specific cube of space is required in order to populate the tree correctly. 

Both quad and sphere classes have been expanded to include new voxel-intersection functions that 

return a true if the any part of the object is within the tested voxel. 

For quad-voxel intersection the quad is broken into to individual triangles, and each triangle is 

tested against the voxel for intersection with an algorithm presented by (Akenine-Moller, 2001) for 

triangle-cube intersection. If either of the composing triangles of the quad intersect with the space of 

the voxel, the quad is considered to be inside that node. 

A more commutation heavy approach must be taken when testing sphere primitives. A sphere is 

tested against each of the six planes defined by the sides of the cube and determined to either be inside, 

outside, or intersecting that plane, a sphere must pass within the bounds of two sets of parallel planes, 

then either intersect or fall between the planes in the remaining directions to be inside of the voxel 

(Holden, 2013). 

Both voxel-intersect test were simplified by aligning the voxels with the base axis, so that the 

normal of the cube faces can be hardcoded. 

Subdivision 

once the threshold for objects in an undivided node is surpassed, the node in question 

subdivides, creating eight new child nodes, each of which has ½ the edge length of the parent. Each child 

must then be checked for intersection with only the objects that intersect with the parent, as none of 

the children will exist outside of the parent space. I an object is confirmed to intersect with one of the 

children, it is added to the child node. Note that a single object may be inherited by one or more of the 

children nodes if it intersects with more than one child space. After all objects are distributed to the 

children, the original parent records the smallest size of its decedents which is a value used at the root 

level for traversing the voxels efficiently later. Subdivision ends either when no child node contains 

enough objects to divide, or the lower limit is reached for voxel size. 

Detecting Ray-Object Intersections 

There are several sub processes in checking for and retrieving the intersection of a ray through 

the octree. Starting with the origin, the tree must find the smallest voxel that contains a certain point. 

This is accomplished recursively by finding which child voxel of the tree node contains the point, then 



each child of that child, until a node is found that has no further subdivisions. If the original point on the 

ray is outside of the tree space altogether, the ray is instead checked for intersection with the root 

voxel, and the point of intersection used for the first check. If the ray does not intersect with the tree 

space at any point, it is considered invalid and returns that there was no hit. When a voxel is found 

successfully, all of the objects in that voxel are checked against the ray for possible hits, even if one or 

more of the objects in that voxel are found to intersect the ray, the search continues to the next step. 

The method used to search the tree for an ray-object intersection is modified from (Glassner, 

1988). Before the next check can be made, the algorithm must determine the location of the next voxel 

that the ray intersects, which may not be a sibling of the current node. This is accomplished by finding 

the intersection points of the ray with the sides of the cube that defines the voxel, specifically the face 

that the ray intersects the far side of the voxel, the exiting face. If the distance between the ray and the 

exiting face is greater than the distance to the current hit, any tests of future voxels are guaranteed to 

be farther from the camera than this hit, and thus obscured by this object, so the search can be 

terminated, as we know that we have found the closest possible 

intersection. If there has been no hit, or the closest hit is farther than 

the exiting face, the next voxel is located. This next voxel is found by 

calculating a point at a distance away from the exiting face determined 

by the direction parameters of the ray that are perpendicular to the 

exiting face, and the size of the smallest voxel recorded in the tree. If a 

distance is used for this calculation is less than the smallest voxel in 

the tree, there runs a risk of ‘skipping’ voxels in the tree, which may 

cause some objects to be lost partially or entirely in the rendering 

process as depicted in (figure 1). Using this method, this new point 

must be within the adjacent voxel that the ray passes through, so the 

tree is searched for the smallest voxel containing this point. This 

process is repeat until the point found is outside of tree space 

altogether, if no intersection has been found at this point the ray does 

not hit any objects and the pixel is instead colored by the background 

parameter. 

Results 

The images produced using the 

octree are visually similar to those using 

the original search method (figure 2). This 

method should not make any 

modifications to the scene only to the 

speed at which the scene is rendered.  

For scenes with few primitives, 

the cost of traversing the octree may be 

higher than the cost of checking each 

object individually, especially if objects 

Figure 1. An incomplete 
implementation of the octree's ray 
intersection function. The primitive on 
the left is stored in a voxel that is 
missed during traversal 

Figure 2. the same scene rendered using both the original ray caster (left) 
and the octree search (right) 



are close together or the threshold for subdivision is very low, 

subdivision may produce more voxels than can be efficiently traversed. 

Though while many of those voxels are empty, a new point must be 

found for each voxel the ray intersects, and may become costly if the 

voxels are very small. 

In scenes where many objects are present, this method is 

significantly faster, as the cost of searching the tree becomes less than 

checking every object in the scene. This method truly excels when the 

objects have enough distance between such as to easily divide the 

objects into mostly separate voxels within a few subdivisions.  

  

For simple scenes that contain few objects, such as the scene in figure 2, we observe no 

improvement, and in fact, a slight decrease in efficiency when switching from the original ray caster to 

the octree search. As scenes are expanded to contain additional objects, the octree begins to show 

slight improvement over the original method (figure 3). When scenes are sufficiently detailed, the 

octree shows amazing efficiency over the brute force method, even in tests that contain thousands of 

objects (figure 5). The octree search also improves the rendering time of scenes that contain many 

reflective surfaces, 

allowing quick 

calculations for rays 

that bounce off of 

multiple surfaces, thus 

increasing the quality of 

the final image with 

less time than the 

original method. 

 

scene Number of 
bounces 

Number of 
shadow 
samples 

Original 
algorithm 
(seconds) 

Octree 
(seconds) 

reflective 
spheres 

1 1 0.729 0.904 

 1 3 1.113 1.546 
 1 9 1.996 2.739 
 3 1 0.738 0.974 
 3 3 1.111 1.432 
 3 9 2.027 2.828 

many 
spheres 

1 1 1.201 1.015 

 1 3 1.95 1.528 
 1 9 4.306 2.727 
 3 1 1.433 1.077 
 3 3 2.071 4.387 
 3 9 4.27 2.845 

bunny  1 1 111.071 8.544 
 1 3 201.949 14.839 
 1 9 465.388 33.221 
 3 1 123.133 8.128 
 3 3 215.454 14.361 

Table 1. times for both the original ray caster and the octree implementation for scenes with 
different arguments 

Figure 3. the "many spheres" scene, 
composed of 2 quads and 91 primitives 

Figure 4. the "bunny" test scene. 
Contains over 1500 quads 



 

 

Conclusion 

The current octree function can handle scenes that are composed of quads and primitive 

spheres. Implementing additional primitive compatibility requires only the addition of a voxel-

intersection function to the specific primitive class that returns true when the primitive passes through a 

defined cube of world space and otherwise returns false. 

There are several know bugs in the current iteration of the code. One is that when the octree 

search is applied to some scenes, notably with many objects or textures, the entire application may 

crash after a few seconds. It is currently unknown why this is. Another is that for an attempted test that 

included both the bunny and a reflective surface, there are some angles for which the octree search 

colors all of the pixels as the background. This is likely a variation of first voxel failure problem, as the 

angles that seem to suffer from this are consistently in the same voxel as the light source, but pointed 

away from that quad.  
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