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Figure 1: Initial set up of a Billiards system.

Abstract

In this paper, we describe how to set up a basic simulation engine
for rigid body interactions. We begin by explaining the setup of a
rigid body system as well as the basics of movement, angular and
linear, and the forces that act upon the system. We then explain how
to detect and resolve collisions between two rigid bodies.

Two of the more complicated features are density and collisions.
Implementing density adds a new layer of complexity to setting up
the system while collisions create a more feasible simulation.
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1 Rigid Body Creation

In order to understand body space, we must make a distinction be-
tween body space and global space. Global space is where the rigid
body exists in the world while body space is where the rigid body
exists in reference to itself. Along with its transformation, a rigid
body should maintain its own geometry.

1.1 Creation in Body Space

Solely with the location of the center of mass, we are able to create
a rigid body in body space. Body space must have one distinct prop-
erty: the center of mass is the origin of the space. The respective
geometry is then created using the center of mass as the origin.

1.2 From Body Space to Global Space

Rigid bodies have two variables that create a transformation from
body space to local space. A position vector for the center of mass
translates the rigid body to where it exists in global space and a
rotational matrix rotates the rigid body to its current rotation.

1.3 Rotational Matrices vs. Quaternions

A rotational matrix is any matrix R that has two properties:

RT = R−1

det(R) = 1

If the determinant is -1, or negative, then the rotations are not or-
thogonal. Otherwise the rotation matrix is improper.

These properties are crucial if the system is expected to maintain it’s
geometry. Any form of integration will result in the determinant
deviating from 1 by causing errors to accumulate in the rotation
matrix.

A quaternion on the other hand is a 4-dimensional vector that con-
tains the information of rotation in 3-dimensional space. Quater-
nion space is constructed by 1 real dimension and 3 imaginary di-
mensions and is often written as [s,v] with s being the real part and
v being the 3-dimensional imaginary vector.

Like rotational matrices, numerical drift is still an issue. But, the
most important property of a quaternion is that it allows you to nor-
malize which will maintain the det(R) = 1 property for when you
transform it back into a rotation matrix.

Figure 2: Rotation of 90◦ done in quaternion space.



2 Rigid Body Physics

A Rigid body has 4 variables that hold state information: its linear
momentum, position, angular momentum, and rotation. At each
time step the force and torque are integrated and the values are up-
dated accordingly.
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As mentioned above a quaternion allows us to maintain all rota-
tional properties and we can derive the rotation vector as an aux-
iliary variable so our integration should use quaternions instead of
rotation matrices.
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The asterisk notation does not stand for multiplication. If a and b
are 3-dimensional vectors then:

a ∗ b =
0 −az ay
az 0 −ax
−ay ax 0

bx
by
bz

= a× b (3)

This allows us to simply cross product a vector with all column
vectors of a matrix. If we are using quaternions then we use multi-
plication as it is defined in quaternion space. To transform omega
into quaternion space use ω → [0, ω].

[s1, v1][s2, v2] = [s1s2 − v1 · v2, s1v2 + s2v1 + v1 × v2] (4)

2.1 Center of Mass

The center of mass of a system is the location where:∑
miri
M

= 0 (5)

with ri being the vector between any point and the center of mass.

This formula accounts for discrete bodies and not for a continuous
space. In order to evaluate the location of the center of mass, we
need to integrate ri and the mass in body space. Due to the property
listed above all points but one will cancel out leaving us with the
location of center of mass. If there is constant density then the
center of mass will be the geometric center of the rigid body.

Cmass =

∫ ∫ ∫
[x, y, z]T ρ(x, y, z)dxdydz (6)

2.2 Inertia Tensor

The inertia tensor is a matrix that contains all the moments about
the center of mass given an axis of rotation. It can be calculated by
the following identity.

Ixx Iyx Izx
Ixy Iyy Ixy
Ixz Iyz Izz

=

∫ ∫ ∫ y2 + z2 yx zx
xy x2 + z2 xy
xz yz x2 + y2

ρ(x, y, z)dxdydz (7)

Pre-calculated Inertia Tensors can be used. Many are already cal-
culated for constant density.

3 Density

In order to implement density we need a working abstraction of
arithmetic with all arithmetic operators implemented. We also need
to assume that all variables are independent from one another so
that we can perform integration against each dimension. If all
variables are independent we can perform integration by following
equation 8.

∫ ∫ ∫
F (x, y, z)dxdydz →

∫
f(x)dx

∫
g(y)dy

∫
h(z)dz

(8)

This allows us to perform integration in each dimension separately.

Our first implementation only handled polynomials by using a 3-
dimensional vector to represent an octant with the indices being the
power of the polynomial and each dimension abstracting one of the
three dimensional to a variable.

The second implementation an LR grammar was made for parsing
an arithmetic string. The grammar productions highlight the struc-
ture of the object inheritance/polymorphism and container order.

expr ::= prodexpr addsub expr | prodexpr
prodexpr ::= function muldiv prodexpr | function
function ::= polyexp | hyper | log | periodic | term
polyexp ::= term power
log ::= logFunction term
periodic ::= peridoicFunction term
hyper ::= hyperFunction term
power ::= ’∧’ exponent | ε
term ::= variable | ’(’ expr ’)’

logFunction ::= ’ln’ | ’log’

peridoicFunction ::= ’sin’ | ’cos’ | ’tan’ |
’csc’ | ’sec’ | ’cot’ |
’arcsin’ | ’arccos’ | ’arctan’ |
’arccsc’ | ’arcsec’ | ’arccot’

hyperFunction ::= ’sinh’ | ’cosh’ | ’tanh’ |
’csch’ | ’sech’ | ’coth’ |
’arcsinh’ | ’arccosh’ | ’arctanh’ |
’arccsch’ | ’arcsech’ | ’arccoth’

variable ::= float | ’x’ | ’y’ | ’z’ | ’r’ | ’theta’ | ’phi’

addsub ::= ’+’ | ’-’

muldiv ::= ’*’ | ’/’ | ε

This second arithmetic implementation is not completed and can be
worked on.



4 Collision Detection

After we update all the rigid bodies in the scene, we search for col-
lisions in the scene. We compare each object to each other object
in the scene and check for collision using a series of tests based on
the objects shapes. We have collision checks for sphere-sphere col-
lision, sphere-prism collision, and prism-prism collision. As well
as checking if a collision is occurring, we need to determine the
amount of penetration of the two rigid bodies, the axis along which
the collision occurs, and the point at which the collision occurs.

4.1 Sphere-Sphere Collision Detection

To see if two spheres are in a collision, we look at the distance
between the two spheres centers. If the sum of the radii of the
two spheres is greater than the difference in centers, then the two
spheres have collided. The amount of penetration of the two spheres
is the difference between the distance between the centers and the
sum of the radii. The normal of the collision is the vector between
the centers of the two spheres normalized. The point of collision is

C1 + norm ∗ r1 + C2 + norm ∗ r2
2

(9)

where C1 is the center of sphere 1, C2 is the center of sphere 2,
norm is the normal of the collision, r1 is the radius of sphere 1,
and r2 is the radius of sphere 2.

4.2 Prism-Prism Collision Detection

To see if two prisms are colliding, we use the Separating Axis The-
orem. First, we need to determine the axes on which we will check
for overlap. According to Todisco, we use the 3 half vectors of each
prism as axes, as well as every permutation of the cross products of
these half vectors. The half vectors of the prism are defined as the
vector from the center of the prism to the center of the edge of the
prism. To calculate the half vectors, we take the size matrix of the
prism and multiply it by the rotation matrix of the prism. The three
half vectors are the three rows of the resulting matrix. To determine
if there is overlap along an axis, project the prism onto the axis and
see if there is overlap along that axis. We do this using

Proj = Σ3
i=1

hvi · axis
|axis| (10)

Where hv are the half vectors of the prism and axis is the axis
along which we are checking. We then add and subtract this pro-
jection to the center of the prism dotted with the normal to find the
minimum and maximum points along the axis.

Once we have the maximum and the minimum of each prism along
the axis, we determine that they are not overlapping if the minimum
of the first prism is greater than maximum of the second prism, or
if the maximum of the first prism is less than the minimum of the
second prism. If any axis is found to not have a collision along it,
we have determined that the two prisms are not overlapping and we
stop searching. Otherwise, we continue until we have checked all
axes.

To get the amount of penetration between two prisms, we look back
to the axes on which we checked for penetration. We use the small-
est amount of penetration along these axes as the penetration of the
collision. To find the penetration along an axis, we go back to the
minimum and maximum points of the projection we found to de-
termine overlap. The amount of penetration along the axis is the
minimum of the first prisms maximum minus the second prisms

minimum, and the second prisms maximum minus the first prisms
minimum. The normal for the collision is the axis on which the
penetration occurred.

To determine the point of collision for a prism-prism collision, there
many different cases. First and most simple is the face-to-face col-
lision. This occurs when the collision normal is one of the half
vectors of the prisms, and the dot product of the collision normal
and one of the normalized half vectors of the other prism is 1. When
this happens, we use the center of the face to be the collision nor-
mal. Another case is a face-edge collision. This occurs when the
collision normal is one of the half vectors of a prism, and the col-
lision normal dotted with one of the half vectors of the other prism
is 0. In this case, we find the two corners of the box furthest along
the vector from the second box to the first, and average their posi-
tions. Another case is face-corner collision, which occurs when the
collision normal is one of the half vectors, and none of the other
conditions listed so far are met. In that case, we simply use the
position of the corner of the second box that is furthest along the
vector from the second box to the first box. Lastly, we handle colli-
sions that do not fall into any of the other categories. For these, we
find the three edges along the box that are connected to the furthest
point along the vector between the prisms centers. Once we have
the two sets of three edges, we look at every permutation of edge
pairs. For each edge pair, we find the two closest points along these
edges. Once we find the pair of closest points that are the closest
amongst all edge pairs, we take the midpoint between them as the
point of collision.

4.3 Prism-Sphere Collision Detection

To determine the center of the circle, we first have to construct the
plane on which the collision occurred. A plane is defined by a point
and normal. We use either the corner created by adding all the half
vectors of the cube with the center, or the corner created by sub-
tracting all the half vectors from the center. We choose which one
to use by determining which is closest to the sphere. The normal
of the plane is the normal of the collision. We then calculate the
parametric t term as outlined by AmBrSoft. The t term is

t =
A ∗ xs +B ∗ ys + C ∗ zs +D

A2 +B2 + C2
(11)

where the equation for the plane is Ax + By + Cz + D = 0
and the sphere is centered at < xs, ys, zs. We then determine the
coordinates of the circle’s center to be

xc = xs +At (12)

yc = ys +Bt (13)

zc = zc + Ct (14)

The center of the circle is determined to be the point of collision.

5 Collision Resolution

Once we have determined that there is a collision between two rigid
bodies, we take steps to resolve the collision. We break down col-
lision resolution into two sections, linear collision resolution and
rotational collision resolution.



5.1 Linear Collision Resolution

The first step of linear collision resolution is to move the objects
out from each other. The amount that the two objects in total need
to move is equal to the collision penetration along the collision nor-
mal, plus some small nudge factor to help prevent the objects from
colliding again in the next animation step. We determine the frac-
tion of the penetration that each body should move by taking the
magnitude of that bodys velocity and dividing it by the sum of the
magnitudes of the two bodies velocities. This means that objects
moving faster will be moved more, and objects moving slowly will
be moved less. We then move each object that is not fixed by the
collision penetration multiplied by their fraction of the penetration
to move along the negative of their velocity vector normalized. This
moves the two objects out so that they are no longer overlapping.

Next, we must update the linear momentum of the two bodies. As
outlined by Todisco, we use conservation of momentum. There
are two cases for resolving linear momentum, where one object is
fixed, and when no objects are fixed. If one object is fixed, we
assume that the other object keeps all its momentum but is inverted
along the normal. To calculate the new linear momentum, we do
the following:

p̂ = −(ε+ 1) ∗mi ∗ (vi · n) ∗ n (15)

v′i = vi +
p̂

mi
(16)

Where ε is the average of the bodies’ Coefficient of Restitutions,
mi is the mass of the body that is not fixed, vi is the velocity of the
body that is not fixed, and n is the normal of the collision.

The other case is where both objects are not fixed. In that case,
update each body with the following equations:

p̂ =
(ε+ 1) ∗ (v2 · n− v1 · n)

1
m1

+ 1
m2

∗ n (17)

v′1 = v1 +
p̂

m1
(18)

v′2 = v2 −
p̂

m2
(19)

Where ε is the average of the bodies’ Coefficient of Restitutions,
v1 and v2 are the velocities of the two bodies, m1 and m2 are the
masses of the two bodies, and n is the normal of the collision

5.2 Rotational Collision Restitution

Next, we must update the linear momentum of the two bodies. To
do this, we use conservation of momentum. There are two cases for
resolving linear momentum, where one object is fixed, and when
no objects are fixed. If one object is fixed, we assume that the other
object keeps all its momentum but is inverted along the normal. To
calculate the new linear momentum, as outlined by Hakenberg we
do the following:

qi = Ri ∗ I−i 1 ∗ (Ri ∗ (p× n))T (20)

λ = 2 ∗ v1 · n− v2 · n+ (I1 ∗ q1) · q1 − (I2 ∗ q2) · q2
( 1
m1

+ 1
m2

) ∗ n · n+ (I1 ∗ q1) · q1 + (I2 ∗ q2) · q2
(21)

ω′1 = ω1 + q1 ∗ λ (22)

ω′2 = ω2 − q2 ∗ λ (23)

GIM1 = R1 ∗ I1 ∗RT
1 (24)

GIM2 = R2 ∗ I2 ∗RT
2 (25)

Li = ω′i ∗GIMi (26)

Where Ri is a bodies’ Rotational Matrix, I is a bodies’ Inertia Ma-
trix, p is the point of collision, n is the collision normal, vi is a
bodies’ velocity, m is a bodies’ mass, ω is a bodies’ rotational ve-
locity, and L is a bodies’ rotational momentum.

6 Bugs and Hacks

An entire physics engine, even for just 2 different types of bodies,
has been a rather complex undertaking. While a majority of sit-
uations have scenarios that yield results that are mostly plausible,
there are a few remaining issues

6.1 Bugs

Currently, some objects spin the incorrect way when a collision
happens. Additionally, without the hacks listed below, when an ob-
ject is moving alongside another object (like a ball rolling along a
fixed wall), that object will rapidly spin faster and faster until there
is a float overflow and the object is no longer able to be drawn

6.2 Hacks

There was an issue where an object sliding along the edge of an-
other object would resolve collisions repeatedly with that other ob-
ject. Because the object was moving in parallel with a fixed object,
it would never move away from the other object. This lead to the
objects spinning faster and faster as they kept colliding, eventually
leading to a float overflow error and the objects disappearing. To
prevent this, we do not do rotational collision resolution if the dot
product of the objects velocity and the collision normal is smaller
than a very small epsilon value.

There was another issue where slow moving objects would collide
with the wall and rotate even though they were moving slowly. We
also added in a check that made it so that we did not resolve ro-
tational collisions if the magnitude of one of the non-fixed bodies
was below a threshold.

7 Division of Labor

Nickolas worked on everything outlined in sections 1, 2, and 3.
Stephen worked on everything outlined in sections 4 and 5
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