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Abstract—We examine a machine learning approach for de-
riving insights from observational healthcare data in order to
improve public health. Our goal is to simultaneously identify
patient subpopulations with differing health risks and find the
distinct risk factors or determinants associated with each subpop-
ulation. Here, we develop a supervised Gaussian Mixture Model
(GMM) approach for subpopulation modeling that combines
GMMs with L1-logistic regression. We demonstrate the approach
on an analysis of high cost drivers of Medicaid expenditures for
inpatient stays associated with Newborn, Pregnancy, and Circula-
tory Systems diagnostic categories. These conditions were chosen
because they had the highest total inpatient expenditures in New
York State (NYS) in 2016. When compared with state-of-the-art
learning methods (random forests, boosting, deep learning), our
approach provides comparable prediction performance but also
extracts insightful explanations of the subpopulation structure
and risk factors within each subpopulation. Sequentially applying
unsupervised learning methods and then applying logistic regres-
sion fails to yield equally meaningful results: the unsupervised
subpopulations are homogeneous and moderately predictable,
while some of our subpopulations are highly predictable with
easy-to-identify drivers of cost. Focusing on newborns, we unveil
subpopulations indicative of the landscape of healthcare in
NYS: about 90% of the discharges are healthy New York City
babies and about 1% are costly complex cases. Subpopulations
indicate regional disparities: for example newborns from Central,
Southern and Western NY are of higher risk for high-cost stays
associated with substance abuse. The results indicate the promise
of the approach for future population health studies based on
electronic health care records.

Index Terms—Machine Learning, Supervised Clustering
Learning, Health Informatics, Subpopulation Detection

I. INTRODUCTION

The ultimate goal of this project is to derive insights from
massive health-related observational datasets to understand the
drivers of health risks. This enables domain experts to design
data-driven interventions that improve population health. In
“big data” settings that involve a large cohort of patients,
standard statistical methods such as logistic regression, log
odds ratios, and association studies can be used to understand
health risks. However, these methods may not work well in
heterogenous cohorts with different subpopulation-specific risk
profiles. In randomized clinical trials, subgroup or subpopu-
lation analysis is used in many studies to understand ways in
which the treatment effect varies across other covariates (such
as age, gender, and race) [1].

Subpopulation-specific analyses can identify unexpected
treatment impacts on different subgroups and help generate
new hypotheses [2], but the scope of potential findings may
be limited due to researcher bias in the choice of subpopu-
lation selection. To potentially eliminate bias, there is a need
for data-driven approaches to subpopulation analysis [3]. In
high-dimensional big data settings, the need for data-driven
subpopulation generation is accentuated, as it is typically not
possible for researchers and analysts to adequately explore all
subgroups.

Machine learning methods that combine clustering and
prediction offer a promising new approach for subpopulation
based public health studies. There has been extensive appli-
cation of AI and machine learning to health informatics in
the diagnosis and treatment of specific disease conditions,
e.g. exploiting extensive analysis of data such as brain tu-
mor detection from magnetic resonance imaging (MRI), and
evaluating possible health risks at the patient level [4], [5].
However, compared to diagnosis, there are fewer machine
learning methods that address population analysis. Recently,
supervised subpopulation methods that simultaneously detect
subpopulations and model a target variable of interest have
been shown to have tremendous potential for these types of
analyses. For example, supervised cadre methods (SCM, [6])
have been used to discover subpopulation and environmental
risk factors associated with hypertension [7].

We develop and then explore the application of our sub-
group analysis technique, the supervised Gaussian Mixture
Model (SGMM), to understanding Medicaid inpatient (hospital
admission) spending. Medicaid alone costs New York State
(NYS) more than $62 billion per year, so that even a 1%
decrease in costs would be a large savings. Predicting and
understanding costs in healthcare enables health services and
partners (such as health maintenance organizations) to manage
patients more effectively and efficiently with better outcomes
[8], [9].

We extract inpatient encounters for Medicaid patients from
the Statewide Planning And Research Cooperative System
(SPARCS, [10]) dataset that includes cost data. SPARCS is a
substantial annual release of de-identified inpatient discharge
data, including patients’ demographics, diagnoses, treatments,
and charges for each hospital in New York State. The most
recent 2016 dataset has more than 2 million rows of rich



hospital inpatient discharge records, providing a precious re-
source for researchers to understand the health care landscape
and develop public-health practices that benefit health care
providers, payers, and insurance companies.

Our data analytics technique automatically extracts both
interpretable subpopulations and subpopulation-specific risk
factor associations. Given these associations, direct interven-
tions or policies can be developed. To date, there has been
limited exploitation of high-level (as opposed to diagnostic-
level) inpatient discharge data such as the SPARCS data.
Among these studies, [11] researched spatial, temporal, and
spatial-temporal analysis of disease patterns of New York
State, and [12] studied the effect of air pollution caused
asthma and hospitalization in Bronx, NY. Note that [12]
follows the more typical design of (1) preselecting a patient
cohort and potential risk factor for analysis (asthma patients
in the Bronx and air pollution) and (2) conducting a statistical
analysis. In contrast, SGMM simultaneously discovers patient
subpopulations and risk factors using a data-driven approach.

Within Medicaid, we focus on three “disease” conditions:
Newborns and Other Neonates with Conditions Originating
in the Perinatal Period (Newborn), Diseases and Disorders of
the Circulatory System (CircSyst), and Pregnancy, Childbirth,
and the Puerperium (Pregnancy) as in Table I. These three
conditions are the top three contributors to inpatient Medicaid
expenses in NYS in 2016. In terms of an analytics response
variable, we define an admission as high-cost if it is in the top
25% of costs for a specific primary diagnosis.

A. Our Contributions

We develop a method useful for automated discovery of
subpopulations in massive health datasets as well as a set
of associated visualizations useful for describing patterns in
different subpopulations, all relative to a supervised target
variable. In this paper, we define a subpopulation as subjects
grouped together by a membership function that is based
on only independent variables/factors and not the dependent
response variable. We use a structured supervised learning
framework, the supervised GMM, for predicting high versus
low cost patients. The structure learned by the predictor
becomes indicative of the structure inherent to the data with
respect to cost. An additional benefit of the supervised frame-
work is that, in a training-testing setup, the test prediction
performance of the final predictor quantifies the quality of
the learned structure. If prediction accuracy is high, then the
learned structure, i.e. subpopulations, must be valuable and
may enable more cost effective interventions.

Model. To learn structure, we use SGMM in transductive
mode [13]. This allows unlabeled data to be used in learning
the predictive structure, while test-labels are used to evaluate
the structure. The SGMM models data as a Gaussian mixture
and simultaneously learns logistic regression predictors for
each subgroup. The model learns subgroups specific to the
target dependent variable, cost in our case. A different choice
of dependent variable may lead to different subpopulations,

providing the potential for a number of different ways to tease
out structure in the data.

Results. We evaluate our model on the three data sets
Newborn, CircSyst and Pregnancy. First, as shown in Table II,
overall prediction performance is competitive with state-of-
the-art machine learning (Random Forests and Deep Learn-
ing). The main advantage gained from using the SGMM is
the simple and easy to interpret structure, without sacrificing
on the performance. The SGMM identifies very different
subpopulations, some of which are very predictable with clear
drivers of cost (see Table III). Subpopulations with AUCs
upward of 95% can be the focus of interventions or policy
even if overall AUC are in the low 80% range. Our supervised
GMM methodology can find these actionable subpopulations.
A natural competitor to our structured supervised approach
is unsupervised subpopulations (e.g., using K-means) fol-
lowed by supervised prediction within the subpopulations (see
Table IV). Overall prediction performance is inferior and
subpopulation quality is worse.

B. Related Work

We are not aware of the use of supervised GMMs for
automated subpopulation extraction in medical informatics.
[14] introduced the idea of semi-supervised classification using
labeled and unlabeled data. There have been applications
of such methodology in image segmentation and visual vo-
cabulary generation [15], [16]. Several other recent meth-
ods have sought to combine subpopulation-discovery with
supervised learning: the supervised cadre model [7]; mix-
ture of experts [17]; hierarchical mixture of experts [18];
clustered SVM [19]; and mixture of linear SVM [20]. Also,
the heterogeneous-target robust mixture regression model pro-
poses a multiple regression approach to address complexity
and heterogeneity in datasets [21]. Supervised cadre methods
have been successfully applied to environmental wide associ-
ation studies [7], but as shown in Table II, they tend to have
lower predictive accuracies than our proposed SGMM meth-
ods. A comprehensive review of mixture of experts models
can be seen in [22]. One of our criteria for subpopulation
quality was interpretability, which, for machine learning, has
been discussed in [23]–[25]. Our subpopulation-based model
has the interpretability of linear models with the predictive
power of nonlinear models.

II. DATA AND METHODS

We extracted 2.34 million Medicaid records describing inpa-
tient hospital encounters, derived from the publicly available
2016 SPARCS data [26]. Each encounter was described by
38 features. We derived features based on input advice from
the Medicaid Program at the New York State Department
of Health (NYSDOH). The features in our dataset include
patient demographics, hospital county, admission type, pri-
mary Clinical Classification Software (CCS) code, and primary
CCS procedure. We map patients’ region of residence to one
of eight health service areas according to a dictionary from



TABLE I: Dataset descriptions

Records Features
Newborn 117,000 259 binary features
CircSyst 49,900 300 binary features
Pregnancy 126,000 243 binary features

NYSDOH. Patients do not necessarily reside in the same
health care region as the encounter hospital. Thus we create a
binary feature outflow indicating whether region of residence
of patient is different from the facility’s health service area.

For each of the disease categories (Newborn, CircSyst and
Pregnancy), we define a binary response variable according to
whether a patient discharge was high or low cost. We define
the top-25th percentile as high cost, based on guidance from
[27] and NYSDOH. To obtain the records for each disease
group, we filter by major diagnostic category. The MDC codes
for Newborn, CircSyst, and Pregnancy are 15, 5, and 14
respectively. This gives us three separate subsets of inpatient
recods (we drop cases with missing entries). We use a one-hot
encoding to obtain binary features from categorical features,
which increases the number of feature-columns significantly.
The feature counts of each dataset, shown in Table I, vary due
to variations in what categorical feature levels are observed in
what subsets.

A. The Supervised Gaussian Mixture Model

SGMM is a prediction-driven clustering and classification
algorithm, based on a mixture of experts [17]. The model is
general enough to perform on binary features. In our case, the
data are partitioned into a mixture of Gaussians, and each
element of the partition is assigned an expert, which is a
LASSO logistic regression model [28]. Let K be the number
of components in the Gaussian mixture model, where the kth
component has mixing weight πk, mean µk, and covariance
Σk, and the kth expert has classification weight vector wk.
Let m ∈ {1, . . . ,K} be the random variable indicating what
cluster an observation belongs to. Let an SGMM’s entire set
of parameters and structure be M (for model).

The two probabilities calculated by this model are p(x|M),
the total probability of a point x to be generated by a model
M , and p(y = 1|x,M), the probability that a point x has the
label y = 1 under M . These probabilities have the form:

p(x|M) =

K∑
k=1

πkN (x|µk,Σk), (1)

p(y = 1|x,M) =

K∑
k=1

πkN (x|µk,Σk)∑K
j=1 πjN (x|µj ,Σj)

σ(wT
k x), (2)

where N is the multivariate Gaussian probability density
function, σ(wT

k x) = p(y = 1|x,m = k) is the conditional
probability that a point x belongs to class 1, given that it has
been generated by the kth Gaussian, and wk is cluster k’s
vector of classification weights.

Additional useful quantities are p(x|M,m = k), the cluster
conditional probability of a given point x to be generated
by the kth component, and p(m = k|x, y,M), the posterior
probability of being in cluster k, given the data pair (x, y) and
the model M . These have the form:

p(x|M,m = k) =N (x|µk,Σk) (3)

p(m = k|M,x, y) =
πkN (x|µk,Σk)∑K
j=1 πjN (x|µj ,Σj)

. (4)

The supervised aspect of SGMM uses labeled training data for
classification, and the unsupervised aspect can also incorporate
unlabeled test data for clustering. Let the labeled training data
be Xl and let the unlabeled test data be Xu, where Xl =
{(x1, y1), . . . , (xNl

, yNl
)} is the set with class labels assumed

known and Xu = {xNl+1
, . . . , xN} is the subset of points

with unknown class. Then we utilize the joint EM framework
proposed in [14] to include both labeled and unlabeled data
in the learning. Thus, we maximize the following joint log
likelihood:

L =
∑
i∈Xl

k∈[1,K]

log[p(yi|xi, k)p(k|xi, yi)] +
∑
i∈Xu

k∈[1,K]

log[p(k|xi)]

(5)

We train the SGMM using an Expectation Maximization (EM)
algorithm [29], which provably ascends in the log-likelihood.
We impose clusterwise regularization on our experts [30], [31]
– cluster-specific predictive weights are regularized with a
strength inversely proportional to the number of subjects in
each cluster. For computational efficiency and also to reduce
the number of tunable parameters, SGMM defines clusters
using a Gaussian mixture with diagonal covariance. The
experts learned simultaneously within each cluster are sparse
L1-regularized logistic regression (regularization is adaptive to
cluster size) [28]. We perform EM with random initialization
and select the optimal number of clusters based on F1 and
AUC scores.

The outputs of the SGMM model are the cluster mem-
berships γij , which are introduced as the separating hidden
variables in the EM-algorithm, the cluster centers µk and each
cluster’s supervised expert wk.

III. EXPERIMENTS

We present experiments to support three conclusions.

1) The SGMM produces predictive performance on par
with state-of-the-art predictive ML models.

2) The SGMM identifies distinct subpopulations which
vary by their cost profiles, cost drivers, and patient
profiles.

3) The SGMM identifies subpopulations and associated
cost driver explainable results that provide insight into
Medicaid expenditure patterns within NY State.



TABLE II: Overall classification accuracy of different methods on 3 test data by a F1/AUC score pair (for each dataset, the
best method is in bold). SGMM achieved comparable accuracy to Neural Networks.

Dataset/Method L1 Reg KMS Reg SGMM Random Forest Neural Network Adaboost GradBoost SCM

Newborn 0.57/0.81 0.50/0.74 0.57/0.81 0.58/0.82 0.58/0.82 0.55/0.78 0.56/0.80 0.55/0.81
Circ.Syst. 0.66/0.87 0.58/0.82 0.65/0.87 0.64/0.86 0.66/0.88 0.62/0.84 0.62/0.85 0.64/0.87
Pregnancy 0.59/0.82 0.57/0.80 0.58/0.82 0.64/0.85 0.64/0.85 0.57/0.81 0.60/0.83 0.59/0.83

A. Predictive Performance of SGMM

We evaluate predictive performance to validate that subpop-
ulations proposed by the SGMM both exist and suggest infor-
mative factors associated with our high-cost response variable.
Within a train-test setup, we compared several models.

The supervised baseline is L1-regularized logistic regres-
sion [28], which treats the entire data set as one population.
The unsupervised baseline is K-means clustering: first obtain
subpopulations and then construct L1-regularized logistic re-
gression within each cluster for prediction.

We compare our results with 4 other popular state-of-
the-art classification methods: random forest, neural network,
AdaBoost and gradient boost (GradBoost) as implemented in
scikit-learn package, all with their standard regulariza-
tion settings. Finally, we compare to a supervised clustering
approach, the supervised cadre model (SCM, [6]). We split
the dataset into 80-20 training-test and use 10-fold cross
validation for obtaining the optimal regularization parameters
and number of subpopulations. We selected the number of
subpopulations by optimizing the F1 score for prediction on a
validation set (K = 5 for Newborn, K = 4 for CircSyst and
K = 5 for Pregnancy.) The prediction performance is quite
robust to variations in the number of subpopulations.

There are two main take-aways from the results shown
in Table II. First, SGMM is comparable on prediction per-
formance with the best methods (random forests and deep
neural networks). Second, K-means unsupervised clustering
underperforms, highlighting the need for supervised clustering.

SGMM is very effective at constructing clusters (not defined
using cost) that stratify the population into different risk
groups. The statistics in Table III show clusterwise test set
performance. To obtain these statistics, the test data is placed
in a subpopulation using the cluster memberships according to
arg maxj γij . Then the performance for each subpopulation is
computed using the predictions for the data assigned to that
subpopulation. In Table III, we identify in bold the subpopula-
tions with higher predictability than the overall predictability.
On all three conditions, SGMM effectively identifies subpop-
ulations with different risk profiles.

To illustrate the explainability of the method, we focus on
the Newborn analysis. In Table III. the SGMM subpopula-
tions and their associated predictive models reveal significant
underlying structure in the Newborn data. Cluster 1 is a
“background” cluster, with performance similar to the overall
performance of all methods. Cluster 0 is a low-cost cluster,
and clusters 2, 3 and 4 are high-cost clusters. Clusters 0, 2,

TABLE III: Clusterwise Performance of SGMM on 3 datasets.
In bold subpopulations, the SGMM outperforms the neural
network based on F1 and AUC scores. In italicized subpopu-
lations, SGMM clusterwise prediction outperforms its overall
counterpart.

Cluster Name Relative Size High Cost% F1 AUC

0:Non-NYC Low Risk 0.047 0.17 0.87 0.97
1:NYC Low Risk 0.928 0.25 0.54 0.79

2:Non-NYC High Risk 0.011 0.51 0.91 0.95
3:ER Visitors 0.008 0.55 0.91 0.95

4:Severe 0.006 0.57 0.82 0.92

(a) Newborn

Cluster Relative Size High Cost% F1 AUC

0 0.035 0.16 0.72 0.93
1 0.041 0.21 0.55 0.84
2 0.874 0.25 0.66 0.87
3 0.049 0.26 0.59 0.81

(b) CircSyst

Cluster Relative Size High Cost% F1 AUC

0 0.020 0.14 0.53 0.87
1 0.020 0.15 0.61 0.93
2 0.012 0.16 0.56 0.88
3 0.898 0.25 0.58 0.81
4 0.049 0.29 0.71 0.90

(c) Pregnancy

3, and 4 are small (all together only about 8% of the data)
subpopulations that are very predictable, each having F1 scores
near 90% and AUCs upward of 95%. In contrast, K-means
plus logistic regression has cluster accuracy ranging from 0.69
to 0.81, indicating that no special cost structure is found in
the clusters. The SGMM has identified small subpopulations
within which one can very accurately find distinct factors that
are highly associated with high costs. This can aid in designing
interventions to reduce costs, since we know what is going on
in these subpopulations.

B. SGMM Identifies Useful Subpopulations

The weights of the subpopulation-specific logistic regression
models show distinct patterns. Via these weights, large positive
and negative drivers of cost on a per-cluster basis are given
in Table V. The weights in each per-cluster linear model
are interpretable. Small weights such as in the Non-NYC
Mild cluster correspond to many diverse drivers, and large
weights, for example in the ER Visitors group, indicate clear
strong cost-drivers. For example, a closer look at ER Visitors



(cluster 3) in Table V shows that Urinary Tract Infection is
the top high cost driver, whereas the top low cost driver is
Perinatal Jaundice. Note that in every subpopulation, SGMM
correctly identifies the costs impact of geography, a known
driver of Medicaid costs. NYC is a positive cost driver
in every subpopulation. But the top counties vary in other
clusters. The important takeaway is that clear cost drivers
exist that are different across subpopulations. Conversely, if
the analysis method does not consider subpopulations, it may
miss important cost drivers.

C. Risk Subpopulations: Newborn Data

We perform a detailed analysis of the different risk subpopu-
lations found for Newborns, developing several subpopulation
data visualizations. Since all of our feature are binary, we
quantify the degree of association of specific feature with a
given subpopulation’s prevalence using the log odds ratio.

Consider the 2× 2 contingency table in Table VI. Then the
log-odds-ratio is log(ad/bc). A very positive (negative) means
having (not having) feature f is indicative of being in subpop-
ulation k. We determine the significance of the association
between each (cluster,feature) pair using Fisher’s exact test,
with the Benjamini-Hochberg false discovery correction [32]
to control for multiple hypothesis testing. Our significance
threshold was α = 0.01.

To place the disparities in context, we name the clusters by
their cost risk profile and their most highly associated patient
region plus other interesting features. Table VII summarizes
each cluster.

1) Regional Disparities
First we look at regional disparities in the health landscape,

as discovered by SGMM. We visualize the results using the
clustermap in Fig. 1. In “upstate” (cluster 0), newborns are
much more likely to be born outside their region (outflow).
This indicates a disparity in access to hospitals that exists
upstate, especially in Central NY, the Southern Tier and
Western NY. Note, the model has chosen to segregate NYC
into its own massive unpredictable population. The other
subpopulations are very predictable and have clear positive
and negative drivers of cost in Table II.

We will see this phenomenon in all the results that fol-
low. Low costs in NYC and Long Island (cluster 1) is
a large somewhat amorphous subpopulation, which is not

TABLE IV: Clusterwise classification accuracy of K-means
logistic regression on Newborn test data. The sizes of clusters
are similar and per clusterwise accuracy is similar to overall
prediction accuracy of 0.74.

cluster Relative Size High cost% F1 AUC

0 0.168 0.17 0.54 0.81
1 0.185 0.21 0.53 0.78
2 0.186 0.27 0.51 0.73
3 0.234 0.30 0.52 0.69
4 0.227 0.27 0.49 0.70

Fig. 1: Log odds ratios of regions w.r.t. discovered sub-
populations. Red means the feature is strongly associated
with subpopulation membership at α = 0.01. Blue means
the feature is strongly associated with not belonging to that
subpopulation. Light purple means the log odds ratio is not
above the significance threshold.

strongly associated with any specific features (hence the un-
predictability). The model clearly demonstrates that ”up-state”
and ”downstate” have different characteristics, suggesting that
subdividing by region may reveal further insights. We have
also performed separate SGMM analyses of “upstate” and
“downstate” that revealed cost drivers, but space does not
permit their inclusion.

2) Ethnic Disparities
We now move on to the associations of each subpopulation

with ethnicity. The clustermap is shown in Fig. 2. As would

Fig. 2: Clustermaps of log odds ratios of features related to
race and ethnicity of newborns. Red means the feature is
strongly associated with subpopulation membership at α =
0.01. Blue means the feature is strongly associated with not
belonging to that subpopulation. Light purple means the log
odds ratio is not above the significance threshold.

be expected, minority and non-white ethnic groups are over-
represented downstate and under-representated upstate. White
patients are over-represented upstate and in the more expensive



TABLE V: Top 5 Positive and Negative cost drivers selected by SGMM (Procedures are all-caps). Different subpopulations
have different positive and negative drivers ranging from regional effects to procedure-effects to ethnic effects.

Non-NYC Mild NYC Healthy Non-NYC Sick ER Visitors Severe
Feature Weight Feature Weight Feature Weight Feature Weight Feature Weight

Kings 5.51 Long Island 2.82 OT THER EAR 13.88 Urin.tract.inf 16.51 Onondaga 17.22
Albany 4.52 VASC.CATH.NT.HEART 1.77 AORT.RES.REPL 11.12 Chemung 15.98 NYC 15.09
NYC 2.03 NYC 1.65 VES.NT.HEAD 9.13 Gen.urin. anom 15.23 MRI 9.48

Monroe 2.03 Rockland 1.61 Albany 8.43 Monroe 12.86 Ot.endo.disord. 6.72
Orange 1.88 Not SpanHispan. 1.58 NYC 7.76 NYC 9.08 Albany 6.58

SpanHispan. -2.45 Adm.Emgc -1.29 Ot.perintl.cond. -3.26 VAC.INO. -6.63 jaundice -11.83
OT.THER.PRCS -2.66 Female -1.36 Normal BW -3.59 Chautauqua -9.43 Chautauqua -12.00

Captl.Ad. -2.71 Captl.Ad. -1.58 INTERVWEVAL -12.08 Comp.surg.prcs.med.care -14.77 Circumcision -12.05
Cayuga -3.21 ER.No -1.79 No.PROC -14.95 ULTRASOUND HEART -19.83 Unkwn.Ethnc -12.14

OPHTHALM.OLOGIC -4.16 Richmond -3.18 Jaundice -21.08 Jaundice -34.42 Sullivan -13.36

subpopulations.
Note that the log-odds-ratios for being in the NYC Healthy

given minority or ethnic status are positive. This may simply
mean that minority and ethnicity are more associated with this
subpopulation. A more detailed analysis is required.

3) Admission, Diagnosis and Procedural Disparities
We now look at disparities among admission types, diagno-

sis code (CCS diagnoses) and procedures (CCS procedures).
The association of admission type with subpopulation mem-
bership is shown in Fig. 3. The urgent admissions are strongly
over-represented in the high-cost subpopulations.

Fig. 3: Association of SGMM subpopulations (horizontal) with
admission features (vertical). Urgent admissions are in high
cost clusters. Red means the feature is strongly associated
with subpopulation membership at α = 0.01. Blue means
the feature is strongly associated with not belonging to that
subpopulation. Light purple means the log odds ratio is not
above the significance threshold.

We get interesting insights when we view the subpopula-
tions in terms of the primary diagnoses, see Fig. 4 (Top). Once
again the heterogeneity in the subpopulations is striking. Space
lets us point out only a couple of examples. Liveborn, which

TABLE VI: Understanding log-odds ratios

feature f : yes feature f : no
in cluster k a b

not in cluster k c d

TABLE VII: Compact representation of discovered clusters

Cluster Cluster characterization Cost Profile

0
size=4.7%

Non-NYC Mild: Low cost
newborns outside NYC

log-OR: -0.5
17% high cost

1
size=92.8%

NYC Healthy: Low cost
healthy newborns in NYC area

log-OR: -0.23
25% high cost

2
size=1.1%

Non-NYC Sick: Unhealthy high
cost patients outside NYC

log-OR: 1.07
51% high cost

3
size=0.8%

ER Visitors: High cost
ER visits

log-OR: 1.25
55% high cost

4
size=0.6%

Severe: High cost births
with complications

log-OR: 1.53
57% high cost

indicates a normal birth, is highly associated with the two
lowest cost clusters. A close inspection of Fig. 4 (Top Left)
shows that substance related disorders are over-represented in
the Non-NYC Sick subpopulation. This indicates that high cost
encounters are associated with babies born with addictions.
This suggests a need for substance-abuse community health
programs especially in upstate areas where opioid addiction
problem is epidemic. This is an example of an actionable
insight that can be found by SGMM that could both improve
health outcomes and reduce Medicaid expenses. Indeed, NYS-
DOH launched a campaign focusing on addiction services for
pregnant women in 2019.1

We also show the subpopulations by procedural codes in
Fig. 4 (Bottom) which exhibit many interesting trends by sub-
population. Again, the heterogeneous nature of subpopulations
is revealed in the prevalence of different procedures in different
subpopulations. Note only a small restricted set of procedures
are found in the NYC Healthy subpopulation and these are
quite different from those in the Non-NYC Mild subpopu-
lation. Alcohol Drug Rehab Detox is significantly associated
with cluster 2, further supporting the need for substance abuse
programs in the Non-NYC Sick subpopulation.

IV. DISCUSSION

The ultimate goal of this project is to derive insights from
massive health-related observational datasets to understand the
determinants of health risks in order to design interventions
to improve population health. This paper aims to identify

1See announcement at https://oasas.ny.gov/pio/press/campaign-focused-on-
addiction-services-for-pregnant-women-launches.cfm.



Fig. 4: SGMM subpopulations by (TOP) primary CCS diagnosis code and (BOTTOM in caps) procedure illustrating
subpopulation heterogeneity. Red means the feature is strongly associated with subpopulation membership at α = 0.01.
Blue means the feature is strongly associated with not belonging to that subpopulation. Light purple means the log odds ratio
is not above the significance threshold.

subpopulations with differing health risks while simultane-
ously finding the associated covariates and risk factors. SGMM
is a powerful tool for such subpopulation analyses. The
method simultaneously learns subpopulations and prediction,
encouraging the subpopulations to be aligned toward the
dependent variable. We demonstrated SGMM using Gaussian
mixtures for the unsupervised part and L1 logistic regression
for the experts in each subpopulation, but other mixtures and
prediction models could be used instead, such as a mixture of
multivariate Bernoullis, which we leave for future research.

The supervised clustering framework is instrumental for
extracting diverse subpopulations. A typical outcome is to
organize the population into a “background” subpopulation
that mimics the full population. The prediction statistics in
this background population are usually similar to what can
be achieved on the full population. The real valued-added
of the SGMM is the extraction of other unique and often
very predictible subpopulations. In these subpopulations, we
“know what is going on”; that is, within-cluster predictions
are very accurate. These subpopulations are easy to interpret
because they are very distinct from each other, and the drivers
of the dependent variable are easy to identify via predictive
model weight examination. None of the other machine learning
methods except Supervised Cadre Models were able to offer
these insights, although they produced less accurate prediction

in this study.
We demonstrated the methodology by doing a comprehen-

sive analysis of high-cost inpatient stays of Newborn NYS
Medicaid patients. SGMM found different regional, ethnic,
procedure and diagnosis codes without prior knowledge of
how the subpopulations should be constructed. It correctly
found that health care in the different regions of NYS can
be quite different, so it is essential that the Medicaid analyses
account for regional differences.

By far, the largest disparity in the cost of care was regional,
reflecting the massive regional heterogeneity in the NYS popu-
lation, with its center of mass heavily skewed toward NYC. To
some extent, this regional effect engulfed many smaller effects,
because much of the smaller effects were just lumped into the
one large somewhat normal NYC subpopulation. The model
suggests that separate analyses should be done for upstate and
downstate, but we leave this for future work. In addition to
the huge NYC subpopulation, the model did find other smaller
very predictable subpopulations, which may be of interest to
policymakers.

Our model’s Medicaid subpopulations were of very differ-
ent sizes, in line with contemporary landscape of the NYS
healthcare system. Only a small proportion of sick individuals
contribute to the majority of insurance expenses via compli-
cated conditions and complex procedures, while a majority



of healthy individuals contribute a small portion [27], [33].
In the newborn case, more than 90% of the population are
rather healthy and mostly in NYC, whereas less than 1%
of the population (the Severe group) are very sick. These
subpopulations are automatically identified by the SGMM.
We suspect a cause of high cost of care in upstate NY may
be attributed to more challenging access to prenatal/perinatal
and delivery care. This could explain why high-cost upstate
Newborns are more likely to be born outside their region and
be ER-Admits.

We are currently using SGMM and related approaches
to understand high-needs patients in a health maintenance
organization. The analysis is based on electronic medical
records, a much richer source of data than SPARCS. The
SPARCS dataset is limited by the fact that only the primary
diagnosis and procedure codes are reported. In addition, it is
limited to discharge data with no health history or trajectory.
Both could significantly enhance both the predictive accuracy
and insights gained from SGMM. If we want to go beyond
descriptive association to prediction and causality, such time-
based information is essential. These Medicaid results, how-
ever, do establish SGMM and other potential subpopulation
methods as a worthy direction for future research.
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