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1 Motivation

Up to now we have considered distributions of a single random variable x. Recall
that we wish to be in the position to treat each image as being an outcome of a
stochastic process. Even in case the size of the image is small, say 256×256, we
would need to model a distribution with 65536 random variables. Now consider

Figure 1: Correlation of neighbouring pixels. Using the statistic g(δ) (1) we
computed a value of g(δ = 1) = 25.65 while E[I(x)2] = 255.8. These values indicate
that the distributions of neighbouring pixels are strongly correlated.

the statistic that was computed as part of exercise 3 on homework 1. In a first
step you determined a set

S(δ) = {(x, y) | ||x− y|| = δ} .

Subsequently you computed the expectation of the difference in intensity values
as a function of the distance between pixels. Let us rewrite this expression as

g(δ) = E[(I(x)− I(y))2]

= E[I(x)2 − 2(I(x)I(y)) + I(y)2]

= 2 (E[I(x)2]−E[I(x)I(y)]) ,

(1)

which holds under the assumption that E[I(x)2] = E[I(y)2]. Notice, as a result
you computed as estimate of the correlation of the intensity values of pixel
locations for which ||x − y|| = δ. Based on the results we conclude that this
correlation cannot be ignored in case δ is small.
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2 Cleaning Dirty Pictures

xp

Figure 2: Local image properties. Given the image of an apple on the left we
magnify a very small portion of the image which is indicated by the white square. We
now see what effect the statistics in equation (1) has. Small image regions appear as
mostly constant patches. The pixel grid is shown on the right.

Motivated by the image statistics we computed using equation (1) and the
illustration in figure 2 we realize that we can make a statement about the statis-
tics of the image intensity at the pixel xp given that we have some information
about its four neighbours (indicated by circles in the figure).

2.1 A simple prior

Let us use this information to construct a prior probability for clean images.
Given the fact that we have an image which contains little or no noise the
image intensities of the pixel xp and its four neighbours, which we will denote
by x1, x2, x3, and x4, should be similar. Hence the the following expression
should be small

|I(x1)− I(xp)|2 + |I(x2)− I(xp)|2 + |I(x3)− I(xp)|2 + |I(x4)− I(xp)|2 .

Using the exponential function we can turn this expression into a probability
by writing

p(i1, i2, i3, i4, ip) =
1
Z

exp

(
−α

∑
s

|is − ip|2
)
,

where we denote the image intensities using the random variable ip, i.e. ip =
I(xp). The constant Z insures that the sum of all the probabilities sums up to
one. The parameter β is a model parameter and determines the scaling of the
function. We can now write this arguably relatively simple prior for an entire
image as

p(I) =
1
Z

exp

(
−α

∑
<s,p>

|is − ip|2
)
,

2



where the expression <s, p> denotes all neighbouring pairs of pixels in the im-
age. Using this prior we have effectively implemented a smoothness constraint.

2.2 The evidence

Now we have of course a noisy image I0 we wish to restore. We don’t known
what the original image I∗ looks like but we do assume that it is nice and smooth
and it is somewhat similar to the noisy image I0 we have. Hence we expect that
for any decent image I

|ip − i0p|2

will be small for most of the pixels locations p. As before we can formulate this
in form of a probability by writing

p(I0|I) =
1
Z

(
−β
∑

s

|ip − i0p|2
)
.

2.3 The posterior probability

Being confident that all our modeling steps above make sense, we can now
formulate the posterior probability of an image I given our noisy image I0 using
Bayes’s rule:

p(I|I0) = p(I0|I) p(I)

The maximum a posteriori estimate I∗ is the restored image, i.e.

I∗ = max
I
p(I|I0) .

Finding this maximum is of course not easy. In the following lectures we
will review techniques to determine the MAP estimator for a given problem.
Note that the model we just developed is quite simple. The image restoration
models developed Geman and Geman [GG84] and Besag [Bes86] follow very
similar design principles.

3 Stereopsis

The second problem we would like to look at is stereopsis. The fundamental
problem of stereo vision is the fusion of features observed in two (or more) images
or camera views. Potentially tens of thousands of image features such as edge
elements need to be matched. Some method must be devised to establish the
correct correspondences and avoid erroneous depth measurements. Recall that
the epipolar constraint plays a fundamental role in this process and it restricts
the search for image correspondences to matching epipolar lines.

In case of rectified images (see figure 3) the epipoles correspond to the scan
lines of the image. In the following the variable xs will be used to denote pixel
location s in the left image. Pixel locations in the right image will be denoted
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Figure 3: Stereo Pair. The top row shows is the original stereo pair. The epipoles
are displayed as white lines on the right. After rectification the epipoles correspond to
the scan lines of the image as shown in the bottom row. Images courtesy of A. Fusiello.

by ys. The disparity is defined as the difference ds = |xs − ys|. The disparity
field for a given image will be denoted by

D = {ds}s .

Given a rectified stereo pair of images the task is to find the disparity of each
pixel in the reference image.

3.1 A probabilistic approach

The true disparity at each pixel is a random variable, denoted by dp for the
variable at pixel location xp. Each variable can take one of N discrete states.
In this case the discrete states are the disparity values. The image pair is
denoted by IL and IR, for the left and the right image. In the following left
image will also be referred to as the reference image.

3.2 A prior model

The intensities of pixels can significantly bias our assessment of disparities with-
out even considering the second image. Two neighbouring pixels, xs and xp,
are more likely to have the same disparity in case IL(xs) ≈ IL(xp).
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We now use this information to formulate a prior for a disparity field D. As
before <s, p> denote pairs of neighbouring pixels. We treat the left image IL
as a parameter of the distribution.

p(D; IL) ∝ exp

(∑
<p,q>

ρ(p, q)(1− δ(dp,dq)

)

where δ(·) represents the unit impulse function, such that

δ(dp,dq) =

{
0, dp = dq

1, dp 6= dq

(2)

The penalty function ρ(·) is defined as

ρ(p, q) =

{
P × s if |IL(xp)− IL(xq)| < T

s otherwise
(3)

P > 1 is a constant penalty term that increases the penalty if the image gradient
has small magnitude. Hence this prior models the fact that in case there is
a discontinuity in the image we expect a discontinuity in the corresponding
disparity field.

The expression 1−δ(dp,dq) effectively counts discontinuities in the disparity
field D. Note that the function ρ(·) cannot be set constant. In case it would be
the prior would favour implausible disparity maps. This prior depends on the
given image IL. It could be viewed as a parameter of the distribution.

3.3 The evidence

For each possible disparity value, there is a cost associated with matching the
pixel to the corresponding pixel in the other stereo image. Hence we use the
right image IR to formulate the evidence. Typically, this is based on intensity
differences between the two pixels xp and yp. Similar to the previous example
we can formulate the evidence as

p(IR|D ; IL) ∝ exp

(
−β
∑

p

|IL(xp)− IR(xp + dp)|2
)
,

where β is again used as a scaling parameter as above.
This model is also referred as the Potts model. Typically only pairwise rela-

tions are used for stereo problems because considering more neighbours quickly
makes inference on the field computationally intractable. Formally this context
information can be viewed as a prior on the distribution of d before the infor-
mation in the second image is disclosed. The posterior probability for the model
can now be written as

p(D |IR; IL) ∝
∏
p

p(IR|dp; IL)
∏

<s,p>

p(ds,dp; IL) , (4)
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The disparity optimization step requires choosing an estimator for d1, . . . ,dN .
In case we take the logarithm of equation (4) we obtain

log p(d1, . . . ,dN |IL, IR) ∝
∑

p

(−β|IL(xp)− IR(xp + dp)|)+∑
p,q

(ρ(p, q)(1− δ(dp,dq)) .
(5)

This representation is often referred to a potential representation for the model.

Remark 3.1 This model is a simplified version of that discussed in the recent
literature. In particular we referred to [TF03] and [BVZ98]. We will make
repeated use of this model.

We proceed by introducing some notation and formal definitions.

4 Neighbours and cliques

The concept of conditional independence is of central importance.

Definition 4.1 Given three random variables x,y, and z we say that x and y
are conditionally independent given z in case

p(x|y, z) = p(x|z) . (6)

We will use the notation I(x,y, z)p or simply I(x,y, z) to denote the conditional
independence of x,y given z

So in case the random variables x and y are conditionally independent given
z we have

p(x,y|z) = p(x|y, z) p(y|z) = p(x|z) p(y|z) .

In the examples above we used the relationship of adjacent pixels to define
neighbourhood relations. The relationship of our random variables was implic-
itly defined by the pixel grid. We will now generalize this idea.

Definition 4.2 A collection δ = {δ(x) ∈ X} of subsets of X is called a neigh-
bourhood system, if

x /∈ δ(x) and x ∈ δ(y) if and only if y ∈ δ(x) ,

the pixel locations or sites x ∈ δ(y) are called neighbours of y. A subset C of
X is called a clique if two different elements of C are always neighbours. The
set of cliques will be denoted by C.
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5 Graphical Representations

In order to aid our intuition, the set of random variables will be represented in
form of a graph. The nodes or vertices in the graph represent the individual
random variables. Statistical dependence of two random variables is indicated
by an edge connecting the vertices representing them. For now we will restrict
ourselves to undirected graphs.

D IR

Figure 4: MRF for Stereo. This is a graphical model for the stereo correspondence
problem developed in section 3. On the left you see the disparity at each pixel, dp. On
the right you see the right image. Compare the model to equation 4.

Let us introduce some formal notation to compare graphical and numerical
representations of the model. The aim is find a graphical representation,

G = (V,E)

that reflects the dependence of random variables in the numerical models such as
the ones introduced above. The nodes in the graph V correspond to the random
variables of the model, i.e. the node s ∈ V corresponds to the random variable
xs. In case the edge between nodes s and t exists in the graph, (s, t) ∈ E, the
random variables xs and xt are dependent.

Consider three disjoint subsets of points S, P , and Q, i.e. S ⊂ V , P ⊂ V ,
and Q ⊂ V . The fact that a subset S of nodes in a graph G intercepts all
paths between the nodes of the subset X and those of Y we will occasionally be
written as:

< S,P,Q >G . (7)

Definition 5.1 An undirected graph G is a dependency map (or d-map) of
the dependency model M if there is a one-to-one correspondence between the
random variables ofM and the nodes V ofG. For all disjoint subsets S, P,Q ⊂ V
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and random variables xs, xp, and xq with s ∈ S, p ∈ P and q ∈ Q we have

I(xs,xp,xq)M =⇒ < S,P,Q >G .

Similarly, G is an independency map (or i-map) of M if

I(xs,xp,xq)M ⇐= < S,P,Q >G .

G is said to be a perfect map of M if it is both a d-map and an i-map.

We are now in the position to give a formal definition for a Markov random
field.

Definition 5.2 A Markov random field is a model of the joint probability dis-
tribution of a set X = {xp}p of random variables. It consists of

• an undirected graph G = (V,E) where each vertex s ∈ V represents a
random variable xs and each edge (s, t) ∈ E represents a dependency
between the random variables xs and xt.

• a set of potential functions ψC one for each clique C. Each ψC is a mapping
from possible joint assignments to non-negative real numbers.

6 Properties of Markov Random Fields

Any Markov random field has the following properties:

• global: For any disjoint subsets S,P, and Q such that Q separates X
and Y (all paths from S to P contain a member of Q). We have that S
and P are conditionally independent given Q.

• local: The conditional distribution p(s|S \ {s}) depends only on δ(s), i.e.

p(s|S \ {s}) = p(s|δ(s))

• pairwise: The ‘random variables s and t are conditionally independent
given all the other random variables if s and t are not neighbours.

Hammersley-Clifford theorem [Rip96, page 250] relates the local Markov
property to the global property and to the potential representation.

Theorem 6.1 Suppose we have a collection of discrete random variables de-
fined on the vertices of a graph.

(a) Suppose the joint distribution is strictly positive. Then the pairwise
Markov property implied that there are positive functions φC , symmetric
in their arguments, such that

p(x) ∝
∏
C

φC(xC) (8)

the product being over cliques of the graph.
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(b) A potential representation (8) implies the global Markov property for any
distribution.

The proof of the first statement is rather technical and we will skip it here.
The construction of the proof uses induction, details can be found in [Rip96]
on page 250. We now prove the second statement. The proof is structured into
two steps. Firstly we show that

p(xA|xAC ) = p(xA|xδA) .

This result will then be used to show that the potential representation implies
the global Markov property for p(x).

Suppose a potential representation (8) is given. Then

p(xA|xAC ) =
p(xV )
p(xAC )

∗=
∏
C∈C

φC(xC) /
∑
xA

∏
C∈C

φC(xC)

=
∏
C∈C

C∩A 6=∅

φC(xC) /
∑
xA

∏
C∈C

C∩A 6=∅

φC(xC) ,

where we cancel terms for cliques C disjoint from A. The second equation ∗
holds because

p(xAC ) =
∑
A

p(xA, xAC )

and the assumption that we have a potential representation for p(X). A clique
with C ∩ A 6= ∅ is contained in A ∪ δA, so the right-hand side is a function of
xA∩δA and

p(xA|xAC ) = p(xA|xδA) .

Some of the potentials φC may take zero values, but these calculations still hold
if we take 0/0 = 0.

The task is to prove the global Markov property. Hence we assume that A
and B are separated by C. Let B′ be the set of vertices which can be reached by
a path from B which does not meet C and let D = (B′ ∪ C)C ; by construction
D,B′ and C are disjoint and C separates D and B′, so no neighbour of D is in
B′. The construction of these sets is illustrated in figure 5. By using the first
step of the prove we get

p(xD|xB′ ,xC)) = p(xD|xDC ) = p(xD|xδD)

does not depend on xB′ . The random variables xD and xB′ are conditionally
independent given xC and hence xA and xB are conditionally independent given
xC since A ⊂ C, B ⊂ B′. This concludes the proof.

7 Further Reading

• Geman and Geman presented with [GG84] certainly one of the most in-
fluential papers on the topic. Besag’s work on the statistical analysis of
dirty pictures is also one of the important original references.
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Figure 5: Illustration of the set construction. As part of the proof of the
Hammersley-Clifford theorem two specific sets are being constructed. The above figure
serves as an illustration. Given are three sets A, B, and C. The sets A and B are
separated by C as shown in the left figure. By construction D, B′, and C are also
separated.

• The book written by Winkler [Win95] gives excellent although very math-
ematical introduction to the topic.

• Judea Pearl [Pea88] is a classical reference for reasoning using probabilistic
models. The book is very detailed and presents a number of techniques to
work with graphical models. You might just want to have a look at some
of the examples in the earlier chapters.

• Chris Bishop introduces Markov random fields in the context of graphical
model [Bis06, page 383]. The problem of image de-noising is discussed in
a specific example.
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